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 Preface 

 This book is a study of reliability, of replicability, and of consistency. As 

such, it is a test of the merit and validity of a body of scientifi c research 

that has been playing an increasingly central role in the fi eld of cognitive 

neuroscience. The general question is: Do macroscopic brain images pro-

duced by a rapidly evolving technology refl ect, correlate, or represent 

cognitive processes? The specifi c question asked in this book is: Can this 

question be better answered by pooling the data from a number of experi-

ments than by depending on the results from a single one? The main thesis 

presented in this book is that despite its unchallengeable utility in ana-

tomic and physiological applications, brain imaging research has not pro-

vided consistent answers to the general question for cognition. Furthermore, 

the answer to the specifi c question is that little is gained by pooling brain 

image data. These theses are based on a review of the empirical literature 

carried out at several levels of comparison. It is shown that there is great 

variability not only among individual subjects and experiments but also 

in the most recent approach to pooling data — meta-analysis. 

 Because of the importance of reliability in scientifi c research, any lack 

of consistency that is exhibited by the empirical evidence in this fi eld has 

profound implications. This inconsistency suggests that cognitive neuro-

scientists using this approach have not yet proven their interpretations 

and theories of the relations between this kind of brain activity and cogni-

tive processes. What may have appeared to be correlations and relations 

might have only been illusions of association stimulated by a host of attrac-

tive and seductive features of brain imaging technology. Underlying these 

 “ illusions ”  may be a proclivity on the part of cognitive neuroscientists to 

see order in what are essentially random responses and to have mistakenly 

accepted marginal statistical criteria as proofs. Although there have been 
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 We face an abundance of information. Our problem is to fi nd the knowledge in the 

information. We need methods for the orderly summarization of studies so that 

knowledge can be extracted from the myriad individual researches. 

  — G. V. Glass (1976, p. 4) 

 Mental faculties are notions used to designate extraordinarily involved complexes 

of elementary functions. . . . One cannot think of their taking place in any other 

way than through an infi nitely complex and involved interaction and cooperation 

of numerous elementary activities, with the simultaneous functioning of just as 

many cortical zones, and probably of the whole cortex, and perhaps also including 

even subcortical centers. Thus, we are dealing with a physiological process extending 

widely over the whole cortical surface and not a localized function within a specifi c 

region. We must therefore reject as a quite impossible psychological concept the 

idea that an intellectual faculty or a mental event or a spatial or temporal quality 

or any other complex, higher psychic function should be represented in a single 

circumscribed cortical zone, whether one calls this an  “ association centre ”  or 

 “ thought organ ”  or anything else. 

  — K. Brodmann (1909; translated and edited by Garey, 1994, p. 255, as located by 

Ross, 2010) 

 It ’ s easy to sell simple stories with memorable take-home conclusions (the amygdala 

is the seat of fear, etc.), but it ’ s harder for people to understand and accept more 

complex models, I think. 

  — Tor Wager (personal communication, 2011) 
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x Preface

indications in the past that all was not well in correlative studies of brain 

image and cognitive processes, the evidence for inconsistency and unreli-

ability is increasing year by year. 

 The reasons that associating brain images and cognitive processes have 

become such a popular methodology in cognitive neuroscience are both 

understandable and opaque. Most important of all of the understandable 

reasons is that the mind-brain relationship is the preeminent question of 

human existence, and the urge to solve it is intense. Of equally consequen-

tial import is the fact that we still have no idea how the wonders of con-

sciousness emerge from the electrochemical interactions among the 

innumerable neurons of the brain. Therefore, we reach out to anything 

that has even a remote chance of explaining this mysterious and wondrous 

process. Throughout their history, psychologists and neuroscientists have 

sought any new technology in the hope that we would be able to fi nd 

some entr é e into understanding how the brain and the mind are related. 

Of the basic premise that mind is a brain process, there is no controversy 

in scientifi c circles; how and at what level of analysis it happens, there are 

barriers to understanding galore. 

 It is, for example, possible that we are asking the wrong questions. By 

attaching our research to macroscopic brain imaging procedures, we may 

be operating at the wrong level of analysis. Indeed, it is possible that the 

 “ where ”  question (i.e., in what parts of the brain do activations correlate 

with cognitive processes?) may be what philosophers would call a bad 

question. This would certainly be the case if mind emerged from the 

actions at the microscopic neuronal level — a highly plausible and likely 

possibility, but one that is still unproven. No matter how plausible the 

alternatives may be, there has never been an empirical test of this hypoth-

esis that meets strict criteria of proof. 

 Another reason that the fi eld has prospered in the face of inconsistent 

and contradictory data is that the complexities of the brain and the uncon-

trolled nature of the cognitive processes generated by specifi c experimental 

conditions will always permit some sort of a differential response no matter 

how few or many the subjects or how many experiments are meta-

analyzed. Indeed, it is extremely diffi cult to carry out a brain imaging 

experiment that results in no response difference between control and 

experimental conditions. 
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 In our zest to understand, other factors have infl uenced the reifi cation 

of macroscopic brain activity and led us to see order where there may 

actually only be randomness. Complexity creates opportunities to misper-

ceive reality; attractive pictures exert a compelling argumentative force 

when they serve as adjuncts to the relative barrenness of tables and charts. 

Our compulsive need to fi nd order where there may be none is a human 

trait that can go astray. Of lesser importance is that an enterprise like this 

can feed on itself, becoming a venture with its own culture, its own vested 

interests, and a continuing need to support an ever-increasing investment 

in an expensive and growing material infrastructure that must be both 

fi nanced and fed by public relations hyperbole. The end result is a misdi-

rection of resources and students from what might actually be a more 

logical and relevant approach to human behavior. 

 This book is intended to be a further step in my ongoing effort to evalu-

ate the validity of relations drawn between brain images and cognitive 

processes. In earlier books (Uttal, 2001, 2009, 2011), I considered the ques-

tion from three different points of view. In the fi rst of these three books, 

I argued on essentially lexicographic and technical grounds that the brain 

imaging research of the previous decade did not support the narrow local-

ization of cognitive processes in particular regions of the brain. This sug-

gestion, made by others as well as by me, has now been widely accepted 

by cognitive neuroscientists. 

 In the second book, I considered the problem of distributed brain 

responses in greater detail. During the fi rst decade of the twenty-fi rst 

century a massive amount of research made it clear that responses of the 

brain to almost any cognitive process were widely distributed around many 

if not most parts of the brain. Furthermore, research during the last two 

decades has shown that there was considerable inconsistency among the 

reports of the distributed brain locations. That is, although most current 

researchers now agree that it is a broadly distributed pattern of brain 

responses that answers the  “ where ”  question, there was and is considerable 

disagreement concerning the nature of that distribution. This is a major 

controversy currently brewing in cognitive neuroscience. 

 In the third book, I concentrated on interexperiment variability. An 

extensive review of the empirical literature showed that cognitive neurosci-

ence has a long history of inconsistent results and abandoned, rather than 
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solved, problems. When scientists are faced with situations like this in 

which data are very variable and the signal-to-noise levels are poor, the 

approach is to apply statistical methods. Indeed, this is what had happened 

in the fi rst decade of the twenty-fi rst century to the fi eld of brain imaging. 

There has been a rapid expansion in what are called meta-analytic tech-

niques. Just as statistical methods pool data obtained from a sample of 

subjects within the confi nes of a single experiment, meta-analyses seek to 

pool or combine the fi ndings from a number of experiments. 

 The idea seems straightforward; however, as we see in this current book, 

the task of pooling data from different experiments is extremely complex, 

diffi cult, and challenging. As a result, consistency among comparable 

meta-analyses is rarely obtained. There remains considerably uncertainty 

whether or not even these massive pools of data produce consistent and 

psychobiologically plausible answers to the question of the relations 

between brain mechanisms and cognitive processes. 

 Consistency is primarily an empirical question. We may well fi nd in the 

future that certain patterns of distributed activation are actually reliable 

correlates of cognitive processes. However, there is also the possibility that 

the outcomes of meta-analyses may continue to be so irregular that the 

whole question of spatial representation of cognitive processes may have 

to be rethought. 

 Furthermore, even if we achieve some kind of replication, answers to 

the question of what these patterns mean remain speculative. For example, 

it is possible that cognitive processes are encoded by the universally dis-

tributed actions and interactions of the great neuronal networks of the 

brain. Such a hypothesis is not necessarily contradictory to the distributed 

localization hypothesis; it may simply be a matter of different levels of 

inquiry. On the other hand, it may be that the questions asked at the 

macroscopic level probed with fMRI techniques are bad questions because 

this is not the meaningful level of analysis at which mind is instantiated. 

The technical question then arises — what, then, do the correlated effects 

of changing blood distributions mean in the context of the great question: 

How does the brain make the mind? 

 It is not likely that any of these grand questions will be answered by 

even the most advanced meta-analytic technique. Nevertheless, one of the 

key issues in carrying out this new review is whether or not, these advanced 

techniques are leading us toward consistent answers to even the most basic 
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empirical conundrums. In this book, I examine and compare results at 

several levels of analysis culminating in meta-analyses to see if higher-level 

data pooling produces more reliable and consistent answers to the role that 

various regions of interest play in mind-brain relationships. In short, my 

ultimate goal is to carry out a meta-meta-analysis. If it turns out that con-

sistency cannot be found at this highest level of data pooling, then there 

is an urgent need for us to reevaluate the entire enterprise. 

 My approach is going to be to raise questions and then to see what in 

the empirical literature pertains to them. In doing so, the selection of 

reports is going to have to be incomplete. I apologize in advance to the 

authors of those articles that I miss. It was not intentional; no one could 

possibly review the entire corpus of publications in this fi eld fully. I am 

sure there are some very relevant studies that might well have stood in 

place of others that I did fi nd. Others might have reached different conclu-

sions. Whether or not they might have changed my mind about the state 

of this fi eld is problematic. 

 There is another issue that I should lay out at the beginning of this 

book. Often I found myself in disagreement with the interpretation of the 

data in a particular article. Notwithstanding the original author ’ s conclu-

sions and theories, in a number of such cases I have taken the liberty of 

providing my own interpretation of what the offered results mean. This is 

a necessary strategy in a world of vague stimuli and variable responses. 

 Because of the current state of brain imaging for cognitive neuroscience, 

this book has to be a collection of questions rather than a collection of 

answers. I hope that my emphasis is on the unknowns as I take a few 

modest steps toward answering some of them. 
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 1   Meta-analysis: The Idea 

 1.1   Introduction 

 This book concerns the meta-analyses of brain imaging data — a currently 

popular approach to study the relation between brain responses and cogni-

tive processes. It is a part of the continuing search for an answer to what 

many believe is the most important and complex scientifi c question of all 

time — how does the brain make the mind? In the last two decades, the 

effort to answer this question has accelerated enormously with the intro-

duction of new measurement systems for examining what are thought by 

many to be the neural correlates of cognitive activity. The allocation of 

scientifi c resources to this quest has been extraordinary in historical terms. 

The number of scientifi c reports that document one or another aspect of 

the question seemingly grows exponentially every year. An enormous 

database is emerging from this effort. Probably over a thousand papers are 

currently being published every year using brain imaging to study the 

problem. 

 However, if one were to pick out a single word to characterize the current 

state of cognitive neuroscience data obtained with brain imagining systems, 

it would probably have to be  “ inconsistent. ”  Although there have been a 

plethora of experimental reports purporting to show activations in particu-

lar parts of the brain when particular cognitive processes are executed, only 

a few consistently show reliable results that remain stable from one experi-

ment to another or even from one subject to another. The reasons for this 

extreme variability are beginning to become clear, but the problem of what 

to do about them has created a major preoccupation for modern cognitive 

neuroscience. The hope was that, as in the other sciences, we would be able 

to fi nd some way to merge the results of a number of disparate experiments 
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to produce a better answer to the question of mind-brain relations than can 

be drawn from a single experiment. Given the relatively large differences 

that even comparable experiments are producing, this has become a very 

challenging task. This is particularly so for experiments using systems that 

are mainly able to answer only the  “ where ”  question — a limitation of most 

brain imaging techniques. That is, how do you combine data that are pri-

marily presented in the form of spatial locations?  1   

 Our ability to combine or pool spatial data from brain images is 

extremely important for two reasons. First, it is necessary to seek out 

common outcomes in a context of signifi cant variability. This is the normal 

progress of science; typically, as more and more data are collected, a more 

precise estimate of the  “ central tendency ”  of a sample of data is obtained. 

From the aggregation of increased amounts of data, it is hoped that general 

laws and principles will emerge. 

 Second, it is important to be able to distinguish between the spurious 

and the real in the present context. One problem is that data obtained in 

a group of experiments are often extremely inconsistent, diverging from 

rather than converging toward a stable general law or interpretation. Such 

a result at least raises the possibility that there is no  “ central tendency ”  or 

singular answer to questions concerning the role of particular parts of the 

brain in a given cognitive task. It is typical (as we see in later chapters) 

that as more data are collected, ever greater variability of the neural 

responses is observed. 

 There is a real possibility, therefore, that we are ascribing much too 

much meaning to what are possibly random, quasi-random, or irrelevant 

response patterns. That is, given the many factors that can infl uence a 

brain image, it may be that the cognitive states and the brain image activa-

tions are, in actuality, only weakly associated. Other cryptic, uncontrolled 

intervening factors may account for much, if not all, of the observed fi nd-

ings. Furthermore, differences in the localization patterns observed from 

one experiment to the next nowadays seem to refl ect the inescapable fact 

that most of the brain is involved in virtually any cognitive process. The 

idea that there are specialized and circumscribed brain regions associated 

with particular cognitive processes has dominated cognitive neuroscience 

as far back as the Middle Ages (see Kemp, 1996), the Renaissance, and well 

into modern times as epitomized by the failed idea of phrenology posed 

by Franz Joseph Gall (1758 – 1828) and Johann Spurzheim (1776 – 1832). 
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 This basic postulate of localized brain regions for specifi c cognitive 

processes, however, seems less and less tenable as the years go by. Whatever 

differences exist between experiments may be due to slight differences in 

controlled and uncontrolled variables rather than to any compartmental-

ization of either cognition or brain activity. Although none of us want 

to accept the remote possibility that our fi ndings are really examples of 

reading order into random disorder, given the high degree of variability of 

brain activation patterns and the diffi culty of controlling all of the infl u-

ential variables, such a possibility cannot be completely rejected. 

 Indeed, relevant data pooling may turn out to be better suited to reject-

ing questionable localization theories than for converging on models in 

which particular brain regions are associated with particular cognitive 

functions. There is an enormous burden on scientists to determine if a 

surprising and unexpected result is a real phenomenon or whether it rep-

resents nothing more than an artifact resulting from inadequately designed 

or underpowered experiments; attempts to combine (i.e., to meta-analyze) 

data might, it has been suggested, be the way to accomplish that task. 

 The special hope is that exploiting the methods and outcomes of data 

pooling can also eventually allow progress to be made in understanding 

how the activity of the brain corresponds (or, in some cases, does not cor-

respond) to psychological processes. This book is aimed at exploring the 

fi ndings, methods, and means by which the variable and abundant fi nd-

ings of brain imaging experiments can be used to determine if this hope 

can be fulfi lled. 

 However, there are many caveats in pursuing this line of inquiry. It is 

not even certain at this stage of the game that we are going in the right 

direction. It may be that we are looking at the wrong level of analysis with 

macroscopic brain imaging techniques such as the functional magnetic 

resonance imaging (fMRI) technology. It is not at all clear, for example, 

that psychological processes map directly onto places in the brain in the 

simple way implicitly assumed by many cognitive neuroscientists these 

days. The still infl uential foundation postulates of (1) modular psychologi-

cal functions and (2) localized brain function may have forced us into a 

kind of experimental paradigm in which it is assumed that particular 

mental processes are encoded or represented by macroscopic brain loca-

tions or mechanisms. To pursue this quest in this uncritical and possibly 

incorrect direction, however, may detour us from studying the more 
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microscopic level of analysis that seems more likely to be the seat of mind-

brain equivalences. 

 It seems increasingly likely, therefore, that the two assumptions previ-

ously governing cognitive neuroscience research (mind is modular, and 

these functional modules can be localized on restricted locations of the 

brain) may both be wrong.  2   Modern psychological research is increasingly 

showing that such cognitive processes as emotion, perception, learning, 

and attention are far more tightly interwoven with each other than it may 

have seemed to some of our predecessors. The Cartesian idea that we can, 

indeed must, study learning or emotion independent of each other (and 

of most other cognitive processes) is now being increasingly challenged. 

The great conundrum, as one recent scholar  3   suggested, is this:  “ Are we 

cutting the mind into pieces at the real  ‘ joints ’  or making arbitrary cleavage 

points because of the clumsiness of our research tools, especially our cogni-

tive taxonomies? ”  

 Similarly, modern neuroscience research is increasingly showing that 

activation areas on the brain associated with a cognitive process are far 

more widely distributed than had been thought only a decade or so ago. 

Indeed, it now seems very likely that most of the brain is active in almost 

any cognitive process. If both of the currently prevailing assumptions 

(cognitive modularity and localized brain regions) are shown to be incor-

rect, much of the brain imaging research of the last two decades may turn 

out to have been misdirected in principle as well as confused by the con-

fl icting and inconsistent empirical fi ndings. 

 Currently, the tide is turning away from simplistic ideas of narrow 

regional localization to more complex idea of contingencies among a 

number of brain regions, that is, of coordinated and interconnected systems. 

(Psychologists may also be moving away from cognitive modularization, 

but this is less clear; the concept of mental  “ faculties ”  or  “ modules ”  still 

exerts a powerful infl uence on psychological thinking.) Thus, we now tend 

to ask which of a number of brain regions seem to be operating Thus, we 

tend to ask: Which of a number of brain regions seem to be operating 

together during a given cognitive process, and how are they intercon-

nected? The key question has become  “ How is  ‘ a coordinated system of 

brain loci ’  associated with a cognitive task? ”  as opposed to asking  “ Which 

of a few narrowly circumscribed locations of the brain represent that 

process? ”  
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 As in any other scientifi c enterprise, the best way to determine if the 

current paradigm of modularization and localization is, in fact, misdirected 

is to look at the empirical outcomes. What constitutes an  “ empirical fact, ”  

however, in this fi eld is not always clear given the variability of the result-

ing observations. Unfortunately, many experiments that have been reported 

in this burgeoning literature have been done with designs that are of insuf-

fi cient statistical power  4   to provide the basis for confi dently establishing a 

 “ fact. ”  Furthermore, brain imaging is an expensive and time-consuming 

approach to the study of the mind-brain problem. As a result, sample size 

is often constrained by practical economic considerations, and, therefore, 

the statistical power of many experiments may be unacceptably low. In 

many articles, the reported fi ndings are based on a modest number of 

subjects, all too often fewer than a dozen. In a domain in which there is 

such variability among individual subjects and so many uncontrolled 

variables that may affect the determination of the activation areas, such 

small numbers may lead to gross misestimates of the actual relations 

between cognitive and neurophysiological states. 

 Therein lies the possible advantage of meta-analytic methods that 

combine, pool, or average data from a number of comparable experiments. 

The hope is that suffi ciently  “ powerful ”  protocols, not always to be found 

within the confi nes of a single experiment, can be generated by pooling 

experimental results in much the same way we can add subjects in a con-

ventional psychological experiment to enhance our confi dence in the 

forthcoming fi ndings. Meta-analyses of this kind have become especially 

important in cognitive neuroscience research in recent years due to a pro-

liferation of experimental reports, many of which are underpowered, 

leading to inconsistent results.  5   

 Data pooling as a means of effectively increasing the power of studies 

is the basic statistical philosophy for improving the precision of estimates 

in many kinds of research. The principle is simple: data are pooled from 

a number of different sources or observations in order to improve con-

fi dence in the most likely value of the parameter under investigation. 

This same fundamental philosophy is embodied in the idea of a meta-

analysis. Rather than simply pooling the outcomes of individual observa-

tions within an experiment, the already integrated results of a number 

of experiments are pooled or combined to produce a better estimate of 

the answer to the question being asked or to evaluate some hypothesis 



6 Chapter 1

that may well have been supported by a least some of the individual 

experiments.  6,7   

 In principle, the meta-analytic approach to studying the neural loci of 

cognitive processes should work; however, there are many practical prob-

lems with it, some of which are unique to its application to brain imaging 

studies. In the next chapter, I detail some of these problems and the sources 

of bias that produce them. However, there is a very serious empirical 

problem with neuroscientifi c meta-analyses that must be emphasized at 

the beginning of this discussion — pooling the results of several experi-

ments often leads to divergences or increases in the variability of brain 

areas rather than a convergence onto a few localized regions. Specifi cally, 

meta-analyses of brain images increasingly often lead to more widely dis-

tributed activations than is suggested by any of the individual experiments. 

Indeed, as I tried to establish in my earlier work (Uttal, 2011), the most 

compelling conclusion from meta-analyses is that the more we pool or 

combine data, the more distributed are the regions of the brain that seem 

to be involved in even the simplest cognitive process — if there is any such 

thing as a simple cognitive process. 

 Furthermore, there are large individual differences observed in this 

research program that must be taken into account. As we see in chapter 3, 

it is becoming increasingly clear that variability actually increases as data 

are sequentially pooled. That is, individual subjects exhibit some variability 

from day to day, intersubject variability is even greater, and there is ever-

increasing variability as more and more data from groups of experiments 

are pooled into meta-analyses.  8   

 This general result — increasing distribution of activated brain regions 

with increased sample size — appears to be typical for any experiment that 

seeks to answer the question: What region or regions of the brain are 

involved in the representation or encoding of a particular cognitive 

process? Consequently, it raises serious questions about the basic assump-

tion that we will progressively converge on a more precise answer by 

sequentially pooling or meta-analyzing data. Pooled data from a meta-

analysis may, therefore, also imply that the  “ where ”  question itself may 

be a  “ bad question. ”   9   The brain, our meta-analyzed data are forcefully sug-

gesting, is functioning in a much more holistic fashion than the conven-

tional assumptions of localized brain functions and modular cognitive 

modularity would have had us believe until recently. 
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 There are several ways in which this increasing divergence of brain 

imaging data, rather than convergence with progressive data pooling, can 

be explained. The fi rst is the conventional one; namely, for a variety of 

reasons, individual experiments produce valid but variable responses. That 

is, the localized activation regions stimulated by any given cognitive task 

are, in psychobiological fact, driven by the nature of the task. According 

to this view, the responding brain regions truly encode, correspond to, or 

instantiate the cognitive process. Variability and divergent distribution, in 

this context, arise because the response of the brain is exquisitely sensitive 

to the parameters of the experimental protocol. Thus, there is a somewhat 

different pattern of localized brain responses as each additional experiment 

is carried out. Following this interpretation, as we simply accumulate the 

results of a number of experiments, more and more brain regions are acti-

vated, and the relevant neural system seems to involve ever more widely 

distributed regions. In psychobiological fact, there  is  some kind of special-

ized functional localization of cognitive processes. However, it is hidden 

because supposedly comparable experiments are actually not so compa-

rable; instead, the observed differences are mainly due to our limited 

control of critical experimental conditions. Variability, from this perspec-

tive, therefore, is an artifact of the imprecision of our experimental proto-

cols, poor stimulus controls, and the brain ’ s ability to adapt to that lack 

of control. In sum, the implication is that the localization postulate is 

actually a valid description of brain organization, but it is often obscured 

by the lack of control over stimulus and task conditions. From this perspec-

tive, meta-analyses of brain images may be intrinsically more noisy than 

other kinds of data and, thus, actually be less reliable than meta-analyses 

of other kinds of scientifi c problems. 

 A second kind of interpretation of the apparent divergence or broaden-

ing of the distribution of brain responses as data are pooled is that broad 

rather than localized distribution is also, in empirical fact, the actual means 

by which the brain encodes or represents cognitive processes. From this 

perspective, localized responses are artifacts resulting primarily from the 

high cutoff criteria applied by investigators. High thresholds artifi cially 

emphasize a few large peaks of activation and ignore lower-level activity. 

This means that what are usually reported as activation  “ peaks ”  are actually 

only the maximum values of much larger areas or regions of activation. 

Thus, a localized peak is a false characterization of a much broader region 
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of activity; this explanation suggests that the whole idea of localization is 

misleading. The implication in this case is that individual experiments that 

falsely indicate localized responses are obscuring the reality of distribution 

by arbitrary setting of the thresholds. 

 The third possibility is one that most of us would like to sweep under 

the table; namely, that the whole idea of brain image correlates of cognitive 

processes is an artifact — an illusion! What may appear to be signifi cant 

results are in large part random and quasi-random responses that are more 

the result of the neuroanatomical organization of the brain than of the 

details of the cognitive activation. In other words, our interpretations 

of our data inject illusory order into what is actually an unstructured 

response. Our task is not, in this case, to explain why there is such vari-

ability of  “ truly ”  localized activations (explanation number 1) or why the 

true global distribution of brain activations has been obscured in indi-

vidual experiments (explanation number 2); instead, it is to explain why 

so many experimenters report some kind of orderly responses when, in 

fact, there is no order. 

 There are many complex issues to be pondered in this context. Is it 

possible that  “ cognitively ”  driven brain images are actually the result of 

some cryptic processes that have not yet been identifi ed and actually have 

little to do with cognition per se? Alternatively, is it possible that the varia-

tion among individuals is so great that it will not be possible to answer 

the specifi c question of representation for any particular cognitive process 

from one individual to the next? Are our methods for pooling data and 

small sample sizes introducing an appearance of orderliness that disap-

pears with larger sample sizes or with mega-analyses? In short, are our 

fi ndings the results of our methods rather than the psychobiology of 

the mind-brain? Questions like these have been inadequately considered 

by researchers in this fi eld of research. This is the hole this book attempts 

to fi ll. 

 Obviously, the question of the role of meta-analyses is a very important 

one in today ’ s cognitive neuroscience and increasingly so as the brain 

imaging methods have proliferated. It is the goal of this book to carefully 

consider the method from many points of view: its history, its methods, 

its limitations, its accomplishments, but, most of all, the empirical facts as 

we currently know them. In the following sections of this chapter, I further 

develop some of the topics introduced in the preceding narrative. 
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 1.2   Why Do a Meta-analysis? 

 In the last decade there has been a substantial increase in the application 

of meta-analytic techniques to the evaluation of brain imaging data. Why 

this should be the case is immediately evident on examination of the 

current corpus of empirical data. To put it most baldly, much of modern 

work comparing brain images and cognitive processes is characterized by 

a lack of replication and a substantial degree of variability and inconsis-

tency. The task of associating particular brain locations (or systems of brain 

locations) with particular cognitive process has turned out to be a much 

more diffi cult, if not intractable, problem than had originally been thought. 

Empirical fi ndings vary for even the best-controlled and best-designed 

experiments; unfortunately, not all brain imaging experiments are well 

designed, nor are the independent variables adequately controlled. 

 Pooling the outcomes of many studies, in other words,  may  help us to 

discriminate weak and incorrect interpretations from compelling and 

correct ones. Pooling of data  might  allow us to fi lter out the extravagant 

and overhyped from the solid and robust scientifi c conclusions. Beyond 

the ability to fi lter out the outliers and converge on the most likely answer 

to some research question, it  may  also be possible to show that there is no 

robust support for certain cognitive neuroscience theories. 

 The premise on which the meta-analysis approach is based is that by 

pooling the data from a number of experiments, in the tradition of stan-

dard statistical practices, there should be some degree of convergence of 

the variable data onto some kind of an agreement concerning which brain 

mechanisms should eventually be associated with which kinds of cognitive 

activity. 

 A number of other more specifi c goals of meta-analytic techniques have 

been proposed; however, it bears emphatic reemphasis that the basic need 

for data pooling of this kind arises from the fundamental variability of the 

data forthcoming from experiments designed to relate cognitive processes 

and brain images. Image data pooling is supposed to be analogous to any 

other statistical analysis in which enlarging the sample size supposedly will 

progressively lead to an increase in the credibility of the outcome and the 

precision of measurement of a given experiment. 

 Cognitive neuroscientists (Kober  &  Wager, 2010; Wager, Lindquist, Nichols, 

Kober,  &  Van Snellenberg, 2009) have emphasized two fundamental goals 
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to be achieved in a brain image meta-analysis: (1) evaluating the consis-

tency of activations and (2) evaluating the specifi city of those activations 

with regard to a particular cognitive process. 

 There is, however, another implicit role that makes the a priori error of 

assuming that specifi city of localization is necessarily to be found in this 

kind of research. It seems to me that those who choose to assert localiza-

tion a priori, as the following two articles did, are incorrect: 

 A goal of brain mapping in healthy subjects is to associate mental functions with 

specifi c brain locations (Costafreda, 2009, p. 33) 

 or 

 The goal of the analyses described subsequently is to localize consistently activated 

regions (if any exist  10  ) in a set of studies related to the same psychological state 

(Wager, Lindquist,  &  Kaplan, 2007, p. 152) 

 Comments such as these are actually prejudging the outcome of the 

whole enterprise, specifi cally the answer to the localization versus distribu-

tion controversy. Not only may these investigators be begging the question 

of localization, but they may also be compounding the error of operating 

at the wrong level of analysis (macroscopic rather than microscopic). It is 

still a very contentious issue whether or not macroscopic brain regions are 

associated with cognitive activity in any simple way. It is more likely, as 

noted earlier, that the ultimate source of our  “ mental activities ”  is to be 

found in the microscopic activities and interaction of the innumerable 

neurons that make up the great networks of the brain. It is not at all clear, 

despite the enormous amount of research in this fi eld, that the macro-

scopic activities of chunks of the brain will ever help us to understand how 

cognitive processes emerge from brain mechanisms. 

 This issue, nevertheless, is at its roots an empirical question requiring 

whatever tools we can bring to bear on the question. Because the system 

is intrinsically noisy, it is important as well as necessary to use all possible 

analytic tools to distinguish between signal and noise. In principle, meta-

analyses might provide a means of extracting the signal (i.e., a representa-

tive brain activity) from irrelevant background activations. Whether or not 

they can do so in practice remains to be seen. 

 To the degree that the data are found not to be consistent, it is not only 

the details of putative cognitive modularity and brain localization that 

must be challenged, but also a much more far-reaching issue: Is cognition 



Meta-analysis: The Idea 11

so broadly distributed that the whole search for localized brain correlates 

or biomarkers of cognitive processes is a bad question? Meta-analyses, either 

supportive or critical, may be the best way to answer this question. 

 Another important role for meta-analyses is that of dimension reduction 

(Tian, 2010). Data from imaging experiments are not only abundant but 

also multidimensional. Tian points out that there are a huge number of 

measurements made during each imaging session, and many of these 

measurements are needed to represent the activity of a single pixel. He 

notes, further, that analyzing data of this kind is computationally intensive 

but that this problem can be partially ameliorated by reducing the number 

of dimensions in various ways — meta-analysis being one of them. There-

fore, meta-analyses or data pooling is, at the least, able to consolidate what 

is becoming an overwhelming mass of scientifi c fi ndings, many of which 

produce inconsistent or contradictory outcomes, into a convenient and 

economical representation. 

 Meta-analyses can also potentially help us to determine how many 

brain regions are interconnected,  “ co-activated, ”  or  “ concordant ”  (Wager 

et al., 2009). That is, even if it turns out that the brain responses to the 

simplest possible stimulus are complicated and distributed, some insight 

might emerge that will help us to understand the macroscopic organiza-

tion of the brain. Given the high level of complexity of the interconnecting 

tracts pictured by diffusion tensor – type imaging procedures and other 

methods sensitive to the anatomy of the brain, this could conceivably 

provide a means of unraveling the complex pattern of interconnections 

among the parts of the brain. A remarkable new anatomical development 

in this context is the work of Modha and Singh (2010) in which the exten-

sive interconnections among the parts of the Macaque brain were orga-

nized and displayed. 

 The variability and inconsistency that are so pervasively observed in 

this fi eld of research result in large part from the empirical failure of indi-

vidual experiments to exhibit suffi cient statistical power. The key assump-

tion underlying all meta-analyses, however, is that a number of statistically 

insignifi cant studies (due to their low power) may become collectively 

signifi cant when their fi ndings are combined into a large virtual sample. 

As noted, this is a hope that has not yet been fulfi lled. In sum, meta-

analyses may be very useful, but they still represent a controversial method 

for studying noisy and variable systems. 
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 1.3   A Brief History of Meta-analysis 

 The idea that one could learn more by formally pooling the results of many 

inadequate or low-power studies than from individual studies lies at the 

heart of the meta-analysis approach. Indeed, the most fundamental pos-

tulate of meta-analysis is inherent in any statistical summary of data. From 

the earliest times when the personnel equation was fi rst proposed by Fried-

rich Bessel (1784 – 1846) to explain discrepancies in astronomical observa-

tions, the idea that we could combine or pool the data from different 

observers (even if they were already averaged for each individual) was 

appreciated. However, one additional logical leap had to be made to 

develop fully the modern idea of data pooling. That leap was apparently 

fi rst made by Simpson and Pearson (1904) in their pioneering meta-analysis 

of what then appeared to be a number of inconsistent results concerning 

the effectiveness of smallpox vaccinations. Their specifi c contribution was 

the central idea that the results of low-power experiments could be pooled 

to produce a virtual high-power experiment. By pooling the results of a 

number of different experiments, they made an important contribution to 

world health with their support of the effi cacy of the vaccine. 

 A major next step in the development of early meta-analysis techniques 

was the pooling of probability values ( p ) of a number of experiments to 

get a composite  p , a task fi rst formalized by Fisher (1932) in his  “ inverse 

chi-squared ”  method. From that time, meta-analyses have been frequently 

used in a host of medical research topics, especially in situations in which 

only small differences between two treatments were observed. 

 The history of meta-analyses in the psychological and cognitive neuro-

science fi elds, however, is much shorter. The fi rst major historical step in 

the application of meta-analyses to the social sciences has been attributed 

to an Arizona State University Professor, Gene V. Glass (1976). Glass has 

also been credited as probably being the fi rst person to coin the term 

 “ meta-analysis. ”  

 The story of Glass ’ s contribution is quite interesting; it arose out a very 

specifi c controversy between Glass and a well-known psychologist, Hans 

J. Eysenck. Eysenck (1952) had been severely critical of the methods and 

techniques of clinical psychotherapy. He argued strongly that such  “ talk ”  

therapies had little if any therapeutic effect beyond that expected from a 

placebo. The research supporting Eysenck ’ s argument had come from what 
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we would now consider to be a narrative analysis drawn from 24 studies 

involving 7,293 patients. Of these 24 studies, 5 used outpatient psycho-

analytic therapies, and 19 studies used subjects who were provided with 

either eclectic custodial care or not treated at all. The results were not 

encouraging; only 44% of the psychotherapy-treated patients were 

 “ improved, ”  whereas 64% of the eclectically treated or untreated patients 

were either  “ cured ”  or  “ improved. ”  On this basis, Eysenck rejected at least 

the psychoanalytic version of psychotherapy as being effective. 

 Glass provides an interesting history of his response to Eysenck ’ s cri-

tique in an unpublished conference paper entitled  “ Meta-analysis at 25 ”  

accessible at  http://www.gvglass.info/papers/meta25.html . For reasons that 

were in part personal and in part professional, Glass describes how he 

challenged Eysenck in an effort to prove that psychotherapy actually 

worked. In 1977, Smith and Glass published an article in which they meta-

analyzed the experimental literature (burgeoning by then to 375 relevant 

studies) on the effectiveness of psychoanalytic therapy. Based on this meta-

analysis, Smith and Glass reported that they believed Eysenck was wrong —

 that psychotherapy did do better than the eclectic treatments. Their study 

was one of the fi rst to point out that the particular style of treatment was 

not important, an idea that has been reinforced by recent research. 

Although the debate continues, whatever one concludes on the effi cacy 

issue itself, it now seems most certain that no particular method of psy-

chotherapy has any advantage over any other with the possible exception 

of a slight advantage attributable to behavioral methods. This conclusion 

has been substantiated by a number of studies including Smith and Glass 

(1977), Shapiro and Shapiro (1982), Lipsey and Wilson (1993), and Anony-

mous (2004). 

 Glass ’ s (1976) report also described some of the earlier work that had 

been done in psychology in which data were pooled from a number of 

what were often inconsistent fi ndings. Some investigators (e.g., Maccoby 

 &  Jacklin, 1974) simply used narrative techniques to assert what they 

thought was the joint impact of as much of the experimental literature as 

they could collect. Others, however, began to use techniques that are more 

formal. Astin and Ross (1960), Schramm (1962), Dunkin and Biddle (1974), 

and Sudman and Bradburn (1973) all used simple  “ voting ”  procedures (i.e., 

comparing the relative number of signifi cant and insignifi cant outcomes) 

on which to base their conclusions. Although relatively simple in terms of 
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their methodology, these voting techniques must certainly be classifi ed as 

an early form of meta-analyses. 

 Glass ’ s (1976) seminal article proved to be the modern starting point 

for the formal process that he named meta-analysis. The history in the 

1980s was characterized by an increasing number of reports including 

those by Shapiro and Shapiro (1982), Bond and Titus (1983), Guzzo, Jette, 

and Katzell (1985), Hyde and Linn (1988), and Bornstein (1989). In the 

next decade, the technique was used by an increasing number of inves-

tigators. Rosenthal and DiMatteo (2001) tabulated 24 major studies 

(mainly from the 1990s) in which problems in behavioral medicine, social 

and clinical psychology, as well as organizational psychology, were meta-

analyzed. 

 During the entire 35-year history since Glass ’ s introduction, naming, 

and formalization of the method, there have also been continued efforts 

to standardize the fi eld. Texts such as Cooper and Hedges (1994) and their 

updated handbook (Cooper, Hedges,  &  Valentine, 2009) provide advice on 

how to properly carry out meta-analysis and avoid some of the biasing 

pitfalls that we consider in chapter 2. 

 Despite these positive attempts to standardize the fi eld, the use of meta-

analysis in psychology has not lacked for criticism. Shercliffe, Stahl, and 

Tuttle (2009) have been among the most vociferous critics of the entire 

approach to pooling data. They challenged the whole idea that meta-

analysis  “ is an inherently superior technique as compared to other forms 

of review ”  (p. 413). Specifi cally, they pointed out that most of the purely 

psychological meta-analytic studies they examined were characterized by 

 “ . . . inconsistent/incomplete sampling procedures, a lack of reporting of 

even the basic methodological information (thus making replication dif-

fi cult), and a tendency not to address issues that may affect the validity of 

the results ”  (p. 424). They went on to argue:   “ . . . the conclusions of these 

meta-analyses are infl uenced to some degree by private judgment, collec-

tive views, and personal style, which is, notably, the same criticism that 

Glass et al. (1981) made of narrative reviews ”  (p. 424). 

 Shercliffe, Stahl, and Tuttle also pointed out that psychological meta-

analyses, to their detriment, depend heavily on the prevailing statistical 

Zeitgeist of modern psychology with its possibly misleading emphasis on 

signifi cance testing.  11   They suggested, further, that many personal deci-

sions are made in the execution of a meta-analysis that do not differ in 
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kind from those made in a narrative interpretation. If one extrapolates 

from their purely psychological studies to the neuroscientifi c ones that are 

the topic of this present book, meta-analyses, likewise, may not be the 

elixir that we are seeking in our search for the answers to questions about 

brain-cognition relationships. Without doubt, valid or not, meta-analyses 

are being used by an increasing number of psychologists to deal with the 

large number of reports of comparable psychological functions. The need 

is great. As Glass (1976) so presciently pointed out:  “ We face an abundance 

of information. Our problem is to fi nd knowledge in that information. We 

need methods for orderly summation of studies so that knowledge can be 

extracted from the myriad individual researches ”  (p. 4). 

 The current breadth of application of the meta-analysis method to psy-

chology is but barely hinted at by a Google search for the terms  “ meta-

analysis ”  and  “ psychology, ”  a search that turned up about 1,420,000 

results. Other researchers have suggested that there are hundreds of psy-

chological articles in which the term  “ meta-analysis ”  is used in the title 

published each year. Although there are many duplications and uncertain 

references, it is currently beyond doubt that meta-analysis has become a 

very pervasive technique for the analysis of psychological data. 

 Now, a new role has emerged for meta-analyses. In addition to purely 

psychological studies in which standard descriptive and inferential statistics 

have a long history, meta-analyses of neuroscientifi c fi ndings are becoming 

popular. Once again, the need is based on the considerable inconsistency 

observed among the fi ndings obtained from different experiments. Indeed, 

the reasons for applying meta-analyses to neuroscientifi c data are funda-

mentally no different from those required in any other science displaying 

considerable variability. 

 Among the fi rst reported applications of a meta-analysis to brain image 

data was a study by Tulving, Kapur, Craik, Moscovitch, and Houle (1994) 

on hemispheric representation of encoding and retrieval processes as 

refl ected in PET scans. Their meta-analysis was a fairly simple one typical 

of those in use at the time; they simply tabulated which side of the brain 

was active in the encoding and retrieval processes, respectively, in a series 

of 14 experiments using PET scans. In this and some other early attempts 

to pool data, a meta-analysis simply meant comparing or tabulating the 

results from a number of experiments in what was little more than a 

simple voting procedure. The results of their study were startling in their 
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simplicity; all encoding activations occurred in the left hemisphere and all 

retrieval activation in the right hemisphere. 

 More formal meta-analyses were subsequently carried out on PET 

imaging data by Paus (1996) and Picard and Strick (1996) in which statisti-

cal measures such as means and variances were computed to support nar-

rative judgments or simple votes. A more detailed history of these relatively 

early research projects can be found in an essay by Fox, Parsons, and Lan-

caster (1998). 

 It is not obvious where the fi rst applications of meta-analysis were made 

to fMRI data; however, it is clear that by the 1990s many investigators were 

concerned with merging the highly variable brain image data obtained 

from different runs within an experiment or between different experi-

ments. One of the fi rst discussions of the problem at that time was pre-

sented by Robb and Hanson (1991). Fox and Woldorff (1994) also discussed 

the issue shortly after that; a main interest of the latter investigators was 

in normalizing the different spatial brain maps obtained from different 

subjects. They briefl y alluded to the idea of meta-analysis as a potential 

means of  “ integrating maps among subjects ”  without expanding on how 

this might be done. To the best of my knowledge, the fi rst experiment in 

which the term meta-analysis was explicitly used in an fMRI-based experi-

ment was reported by Videbech (1997). Videbech was interested in ana-

tomical changes that could be associated with affective disorders — itself a 

very wide-ranging spectrum of psychological dysfunctions. The  “ analysis ”  

in this case was a more formal analysis based on the Mantel-Haenszel 

statistics test, a test of the null hypothesis for a number of categories or 

experimental fi ndings. 

 By the late 1990s, investigators such as Fox, Parsons, and Lancaster  

(1998), were championing the use of meta-analysis for overcoming many 

of the problems engendered by the data variability observed in PET images. 

By this time, the need and use of meta-analyses greatly expanded as the 

number of similar brain imaging experiments exploded. Cabeza and 

Nyberg (2000), whose graphical meta-analysis is still one of the most infl u-

ential sources of information in this entire fi eld of inquiry, pooled the 

results of 275 PET and fMRI experiments from a broad range of cognitive 

topics. (Most of the reports used in their analysis were probably based on 

PET images.) When Phan, Wager, Taylor, and Liberzon (2002) published 

their meta-analysis of brain responses to emotional stimuli, they could call 



Meta-analysis: The Idea 17

up 12 fMRI studies as well as 43 PET reports for this narrow topic alone. 

The fl oodgates have been open for the last decade. Our continuing discus-

sion considers the work in its technical context rather than the historical 

one characterizing this brief introduction. 

 1.4   Some Relevant but Basic Statistics 

 The decision problem in interpreting and understanding brain images is 

comparable to any other research that is characterized by variable or noisy 

data. It is necessary to apply statistical methods to determine the probabil-

ity of the truth or falsity of a hypothesis. There are no absolute answers 

because the same value of an effect can often be attributed to the signal-

plus-noise or the noise-alone distributions. In the brain-imaging context, 

this can lead to two distinct types of errors. A type II error — a miss — would 

have been made if the investigator concluded that there was no difference 

between the responses to control and experimental conditions when there 

actually was. A type I error in brain imaging — a false alarm — would be 

equivalent to reporting as an activation an event that was actually the 

result of noise alone. 

 Lieberman and Cunningham (2009) pointed out that in our efforts to 

avoid false alarms or type I errors in recent research using brain images, 

there has been an exacerbation of type II errors in which a real difference 

between the experimental and the control condition was missed. This is 

an inevitable result of the criterion level at which one decides that there 

is or is not a signifi cant response present in the image. As hits go up, misses 

must go down. This situation, therefore, leads to a conservative approach 

to determining the presence or absence of real activation areas. Whether 

or not this is a desirable development is a judgment call that, like all other 

statistical decision judgments, must be based on arbitrary criteria such as 

the relative costs of hits and misses. 

 An arbitrary criterion value demarcates between what we will accept as 

noise and what we will accept as signal plus noise. It does not exactly 

determine the presence of a signal, only the probability that the signal is 

likely to be present. If the criterion value is set too low, then a larger 

number of false-positive activations will be associated with the experimen-

tal condition. If the criterion is set too high, then there will be many 

activations overlooked that should not have been. The important point is 
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that there is a balance between false alarms and misses (i.e., between type 

I and type II errors) that it is impossible to overcome. This basic situation 

shows up in even the quantitative methods. 

 To put it most succinctly, the purpose of a meta-analysis is to determine 

the probability that a distinctive brain image actually is correlated or asso-

ciated with a cognitive process by pooling data from a number of experi-

ments. This increases the power of an analysis by building an adequate 

virtual sample size from a number of experiments that individually had 

inadequate power. 

 Sample size is a major factor in determining the robustness of a judg-

ment that there is or is not a signal buried in the noise. So, too, of course, 

is the magnitude of the effect being measured. There is little that can be 

done to manipulate the size of the effect — that is what is being depend-

ently measured. However, increasing the number of subjects in an analysis 

can determine whether the measured effect is going to be of suffi cient 

power to exceed some criterion of signifi cance and, thus, to be accepted 

or rejected as a real response — a signal. 

 No matter what measure or criterion is used to determine the signifi -

cance of the outcome of an experiment, sample size plays a central role in 

determining its impact, value, or utility. Remembering that the data them-

selves (i.e., the effects) are going to be the primary criterion of signifi cance, 

sample size appears throughout any statistical analysis as a controllable 

feature. 

 Sample size may also be considered from another point of view — its role 

in enhancing the signal-to-noise ratio. As more and more data are accu-

mulated from larger groups of subjects, repetitive signals will be reinforced, 

and the noise, if random both in a negative and positive direction, will 

tend to cancel out. This is the basis of statistical averaging as a means of 

extracting a signal from a complex noisy background — a process that has 

been widely used to extract the event-related potential (ERP) recorded with 

EEG-like methods. Averaging of this kind is becoming more frequently 

applied to newer high-speed techniques such as event-related fMRI (efMRI) 

 In short, the problem is that the determination of a signifi cant associa-

tion between brain responses and a cognitive process is not a simple yes-no 

type of situation in which there are clear-cut distinctions to be drawn 

between conditions, from subject to subject, from experiment to experi-

ment, or between effect distributions and shapes. Instead, it represents a 
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complex analytic situation replete with inconsistent and noisy responses 

that are either quasi-random or driven by unknown forces in a way that 

makes them appear to be nearly random. The very same brain response 

may, in one instance, refl ect an activity associated with a cognitive process 

and, in another, be nothing but noise. 

 The variability in activation areas can be so great that we usually must 

make arbitrary decisions about the reality and relation of the neural and 

the cognitive processes based on probabilistic analyses rather than deter-

ministic ones. Although there is little that can be done about the intrinsic 

noise in such a situation — noise is a function of the system being studied 

and the methods used to measure it — it is possible to increase the probabil-

ity of not making a type II error by increasing the power of an experiment, 

and this effectively means increasing the sample size. Achieving this ideal 

goal is the essence of why one would want to use the analytic methods we 

call meta-analyses. 

 In sum, it was argued by Glass and others:  “ Why not pool the results 

from many experiments to increase the expected power of a study? ”  

Whereas an individual experiment cannot always afford to use enough 

subjects, the assertion is that it might be collectively possible to improve 

the power of our analysis by combining the data, creating a large  “ virtual ”  

sample size, and thus reducing the possibility of a type II error when we 

draw our conclusions. Unfortunately, the process of pooling data from 

different experiments is more diffi cult than the simple rhetorical question 

implies. The basic reason for this diffi culty is the variability of the out-

comes of even the best-designed experiments. 

 1.5   Other Problems with Data Pooling 

 From the time of the earliest studies of localization using functional brain 

imaging, there has been concern that the simplistic association of a par-

ticular brain region with a particular cognitive process was fl awed in some 

fundamental way. For example, although speech has long been specifi cally 

associated with Broca ’ s area, it is not well known that there was a consider-

able argument against such a narrow localization based on the variability 

of individual responses and distributions. (This controversy was exten-

sively discussed in Critchley  &  Critchley, 1998.) The problem was that the 

way in which individual responses were pooled or combined to give an 
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 “ average ”  location (e.g., Broca ’ s area) did not refl ect the fact that there were 

vast individual differences among individual cases or that Broca ’ s area was 

far more extensive than it had originally seemed. On this theory, a nar-

rowly localized  “ Broca ’ s area ”  was a statistical fl uke representing a mythical 

average but was not neurophysiologically meaningful as a function-specifi c 

 “ center ”  that uniquely instantiated speech in individuals. 

 Nevertheless, throughout the twentieth century, research was in large 

part aimed at specifying as narrow a localization as possible by averaging 

individual activations. Relatively few investigators examined the individ-

ual records to estimate the intersubject variability. Although the individual 

records were slightly different because of both vagaries in experimental 

design and neuroanatomical noise, it was implicitly assumed that appropri-

ate statistical manipulations could infer what was the standard brain loca-

tion for a given cognitive process. 

 In a typical psychological experiment, means and standard deviations 

are computed from numerical values of dependent variables that are 

defi ned along well-defi ned metric dimensions such as effect size or reaction 

time. (The metric of a dimension is the geometric function that defi nes 

the distances between pairs of points in a space.) Many psychological 

dimensions (such as reaction time) have regular and equal intervals 

between any pairs of points along that dimension because they are linked 

to physical time. Other kinds of measurement may have unequal but still 

regularly defi ned distances between pairs of points. An example is the 

system of units produced by subjective magnitude estimates that seem to 

be best fi t by exponential functions. It is relatively easy to deal with either 

of these two cases: As more and more data are accumulated, these compa-

rable values can be further pooled to give ever better estimates of the metric 

(and other measures) of the dimension under examination. Statistical dis-

tributions for these kinds of metrics are clearly defi ned and can provide 

precise and meaningful estimates of the variability and central tendency 

of the specifi c parameter under examination. 

 However, it is extremely diffi cult to try to average responses that have 

no underlying metric but in which intervals are irregular and unequal. The 

absence of a regular metric challenges the whole idea of combining data 

by any kind of an averaging process and even raises questions about the 

most basic postulate of the quantifi ability of cognitive responses.  12   
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 Thus, although we may have obtained a set of values from different 

runs that can be numerically combined to give a seemingly quantitative 

estimate of an average value or variability along a dimension, these pooled 

numbers may be meaningless. We may be combining values for which 

there is no stable underlying metric of the distance between spatial pairs 

of points. It would be as if we had an elastic ruler that constantly shifted 

its units of distance from one measurement to another. 

 In the absence of a dependable and solid metric, the variability situation 

in the case of brain images, defi ned as they are along spatial dimensions, 

is considerably more complicated than in the usual psychological experi-

ment. In a typical imaging experiment (many specifi c examples of which 

we will examine later in this book), the activated regions for different pools 

of subjects may not even overlap. For many of the reasons discussed earlier, 

distinctly different locales may be illuminated or contrasted by slight varia-

tions in stimulus conditions. 

 If we consider the simplest case in which two non-overlapping regions 

are activated in two different subjects, what does a spatial  “ average ”  of the 

two mean. Does this bare-bones response pattern mean that the two spatial 

extents represented by the two brain images can be averaged to give a 

meaningful estimate of an intermediate region within which neither one 

showed any activation? Does it mean that only the common regions are 

to be used to defi ne a common activation region? The same answer applies 

to both of these rhetorical questions — of course not. Although we can carry 

out the mathematics of the spatial averaging, the  “ averaged, ”  intermediate 

location is nonsensical without a persistent and stable ruler. 

 Nor would spatial averaging always be meaningful even if we had a good 

metric of brain space, which does seem to be irregular. As a simple analogy, 

consider the following. New York and Los Angeles, on the average, lie 

somewhere in the Midwest of the United States, but neither is in that 

 “ average ”  geographical location, and nothing is added by adding some 

place in Nebraska to our knowledge of the locations of either New York or 

Los Angeles. Such pseudo-averaging of spatial locations must be inter-

preted in quite a different manner. There are perfectly sound reasons why 

two distant brain locations may have developed, as they did, not the least 

of which is that the whole brain is responding more as a unit than in some 

separable manner. Yet, as we see in chapter 3 when we examine some of 



22 Chapter 1

the data on individual differences, averaging human brain images often 

leads to totally nonsensical as well as highly variable responses that pre-

clude localized assignment of a cognitive process to any circumscribed 

brain region. 

 Reliability means something quite different in this case than in those 

that permit averaging of quantifi able values along a single metric dimen-

sion such as the distribution of heights in males. This kind of interpretive 

error was exemplifi ed in the recent statistical analysis of the popularity of 

President Barack Obama. It was repeatedly stated that he had an  “ average ”  

approval rating of around  “ 50%, ”  suggesting that most people were more 

or less neutral with regard to their evaluation of his popularity. Although 

this number seemed to mean something, on closer examination, it turns 

out to be a meaningless number. The actual bimodal distribution of the 

responses to this survey showed that there was a very large number of 

people who strongly disapproved of him and a very large number who 

equally strongly approved. The middle range was almost completely 

unpopulated. The  “ 50% ”  value thus has little value as a measure of his 

popularity. It is an  “ average ”  of the  “ unaverageable. ”  

 Similarly, there may be perfectly good reasons why two extensive but 

non-overlapping brain regions should not be averaged. One important 

reason is that they may be two interconnected portions of a broadly dis-

tributed system. Averaging the two regions would thus attach special sig-

nifi cance to the common parts of continuous but imaginary localized 

regions that actually did not exist in any functional sense. This common 

erroneous logic pervades any attempt to draw conclusions from only 

slightly overlapping brain regions. This may be referred to as the  “ Venn 

fallacy. ”    Figure 1.1  shows the logic behind this common error. 

    The Venn logical approach, common in this fi eld, argues, for example, 

that if three experiments aimed at answering a brain localization question 

jointly produced a single overlapping activation pattern, the common 

region (or  “ union ” ) actually defi nes the relevant and narrowly circum-

scribed brain locus. That is, the incorrect conclusion drawn is that it is 

only the small common region that is presumed to be encoding the 

manipulated cognitive activity. However, such logic ignores the possibility 

that the entire extent of all three broader regional distributions may also 

be real, true, or valid neural responses. To the contrary, the union is a 

fi ction arising out of the desire to narrowly localize whatever cognitive 
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process is being studied in the brain. There is, from this latter perspective, 

nothing particularly compelling about the accident that the three broadly 

responding regions shared a common fi eld or union; it is our cultural 

scientifi c proclivity to search for narrow localization, not a compelling 

set of data, that drives us to make the Venn fallacy. Happily, broad distribu-

tion and multiply interconnected nodes devoid of functional specifi city 

now seem to be offering an alternative metaphoric concept of brain and 

cognition. 

 Furthermore, the initial appearance of two or more separate regions may 

itself be an artifact. Regions may appear to be separate because the thresh-

old was set too high by the imaging investigator. High thresholds produce 

a few narrow peaks; low thresholds produce diffuse activity distributed over 

more of the entire brain. It is entirely possible that what was in actuality 

a very broad, brain-wide activation pattern was fallaciously converted into 

isolated peaks by a high threshold. 

 The central issue, therefore, is the variability of the brain responses from 

individual subjects — the non-overlapping portions of the activation regions 

may represent neurobiological responses that are as real as any others and 

not just the random effects of some kind of neurobiological noise. All too 

often, we simply throw out the noise in our effort to fi nd localized regions 

of cognitive signifi cance. 

 Despite the importance of variability in many aspects of cognitive neu-

rosciences, variability remains a relatively underdeveloped interest among 

most cognitive neuroscientists. Among the few who have tackled what I 

 Figure 1.1 
 The illogic of the Venn fallacy in which noncommon areas are ignored. 
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believe is the central core of the brain imaging – cognitive comparisons are 

Bennett and Miller (2010). They have been leaders in exploring central 

questions such as  “ How reliable are the results from functional magnetic 

resonance imaging? ”  They emphasize that measuring variability in brain 

imaging experiments is not necessarily a direct or easy task. All of the 

methods for doing so are limited by constraints of one kind or another; 

however, among the best measures of variability they cited was the intra-

class correlation coeffi cient (ICC) defi ned by the following equation: 

  C between

between within

=
+

σ
σ σ

2

2 2
   (1.1) 

 Where  σbetween
2   is the variance of interest or the spread of scores around a 

grand mean of all groups, and  σwithin
2   is the variance or the spread of scores 

within groups. The symbol  σwithin
2   can also be interpreted as the noise in 

the system; to the extent it is large, ICC scores are low, and vice versa. This 

provides a range of values for variability that goes from perfect association 

(1.0) to none (0.0). Other methods described by Bennett and Miller, less 

frequently used, have included maximum likelihood estimates and the 

coeffi cient of variation. 

 Bennett and Miller (2010) sum up the current situation concerning reli-

ability as follows. 

 There is little agreement regarding the true reliability of fMRI results. While we 

mention this as a fi nal conclusion from the literature review, it is perhaps the most 

important point. Some studies have estimated the reliability of fMRI data to be quite 

high, or even close to perfect for some tasks and brain regions (Aron et al., 2006; 

Maldjian et al., 2002; Raemaekers et al., 2007). Other studies have been less enthu-

siastic, showing fMRI reliability to be relatively low (Duncan et al., 2009; Rau et al., 

2007). Across the survey of fMRI test-retest reliability we found that the average ICC 

value was 0.50 and the average cluster overlap value was 29% of voxels (Dice overlap 

= 0.45, Jaccard overlap = 0.29). This represents an average across many different 

cognitive tasks, fMRI experimental designs, test-retest time periods, and other vari-

ables. While these numbers may not be representative of any one experiment, they 

do provide an effective overview of fMRI reliability. (p. 145) 

 We thus are left with two important but unanswered questions: 

 1.   How variable are the responses from comparable studies? 

 2.   Does the observed variability preclude robust associations between cog-

nitive and brain image processes? 
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 These questions arise repeatedly throughout this book, especially in chapter 

3, where I carry out actual comparisons of data. For the moment, we have 

to consider the reliability question to be unresolved. However, it will 

become clear from our discussions that reliability is quite low when one 

compares data from all levels of analysis. 

 Bennett and Miller (2010) also reported the results of a meta-analysis of 

15 studies in which the ICC measure was used to measure reliability. Values 

ranged from essentially no correlation (0.0) to nearly perfect correlation 

with a wide scatter of intermediate values. Other methods produced com-

parable variations in the variability scores. Signifi cantly, we see later that 

the higher values they reported do not occur when one compares meta-

analyses rather than individual studies. 

 Bennett and Miller also considered the question,  “ What level of reli-

ability should be considered to be acceptable? ”  In lieu of a specifi c answer 

to this question, they pointed out that there are a number of reasons why 

such a question cannot be answered. Equipment, subject samples, indi-

vidual differences, and laboratory protocols all infl uence the reliability 

measures. However, there are two reasons that seem to me to stand above 

the rest: (1) the intrinsic arbitrariness of the cognitive task or process 

created by the poor defi nition of psychological constructs for which a 

neural foundation is being sought,  13   and (2) the neurobiological variability 

both within the individual brain and between brains. The resulting incon-

sistency of the raw data resulting from these two factors argues strongly 

that the variability of cognitive neuroscience fi ndings has been greatly 

underestimated. As a result, the theoretical signifi cance of brain imaging 

fi ndings has been seriously overestimated. 

 Clearly, the problem of reliability and, therefore, the acceptability and 

meaningfulness of such variable and unreliable data typically encountered 

in brain imaging studies are going to be with us for a long time. Equally 

clearly, much of the current crop of brain imaging research is suffi ciently 

variable as to possibly  preclude any simple answer to the question of how 

the brain represents or encodes cognitive functions. Many current experi-

ments associating brain locales and cognitive processes do not replicate, 

as extensively discussed later in this book and in my earlier works. Not 

only do we inappropriately pool variable individual response patterns, but 

also the pooled meta-analyzed estimates fail to converge on simple answers 
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to the complex problems; as a result, they may actually impede our efforts 

to unravel the great mind-brain problem. 

 Bennett and Miller (2010) summarized their concern about the reliabil-

ity of brain images by pointing out that the problem has not enjoyed the 

attention it deserves. Despite the fact that there are a number of different 

methods for measuring reliability, the cognitive neuroscientifi c commu-

nity has not converged onto a generally acceptable level comparable to the 

.05 criterion for statistical signifi cance in conventional psychological 

research.  14   

 It is the purpose of this book to dig deeper into the problem posed by 

the variability of brain imaging data as used by cognitive neuroscientists 

at several different levels of analysis. This includes the comparison of meta-

analyses, a task I refer to as meta-meta-analysis. This fi rst chapter intro-

duces the problems and sets the stage for the subsequent chapters. 

 Chapter 2 is aimed at specifi cally exploring the meta-analysis methodol-

ogy itself. In it, I examine the kinds of meta-analyses that have been used 

to evaluate pools of experimental results. I discuss the advantages and 

disadvantages of the various methods, particularly with regard to the many 

sources of bias that can distort our understanding of the pooling process. 

 Chapter 3, the heart of this book, discusses and compares the empirical 

fi ndings that have been forthcoming from the application of brain imaging 

techniques to the study of cognition. Comparisons are carried out at all 

levels of data pooling. 

 Chapter 4 examines the nature of the theories and interpretations that 

have emerged from the huge mass of data that has become available in 

the last two decades since the invention of functional MRI. It also discusses 

the role of brain imaging in theory development. 

 Chapter 5 draws conclusions from current empirical results and identi-

fi es a number of emerging principles that help to encapsulate the current 

state of the art in cognitive neuroscience. 
 



 2   Meta-analysis: The Methodology 

 2.1   Introduction 

 In chapter 1, I discussed why there is such an extensive and obvious need 

for meta-analyses of brain image data. The nutshell expression of this need 

is that many, if not most, individual experiments do not have suffi cient 

statistical power (largely because of inadequate subject sample sizes) to 

distinguish between random artifacts (the null hypothesis) and actual 

neural correlates (signifi cant differences). One result of their low power is 

that the outcomes of some experiments purporting to study the same 

phenomenon are often very variable. The proposed solution to this problem 

is to build a large  “ virtual ”  database by pooling the results of a number of 

experiments — in other words, to carry out a meta-analysis. 

 As easy as it is to express the putative solution inherent in a meta-

analysis, there are many diffi culties in carrying out such a procedure. Each 

of the experiments in the pool must be suffi ciently similar to the others 

in terms of their stimuli and effects to justify combing them. In a world 

of poorly defi ned cognitive processes, procedural variations, and what 

appears to be a substantial amount of neurobiological variability among 

people, this is not an easy task. Nevertheless, a substantial number of 

cognitive neuroscience meta-analyses have been carried out in the past 

decade as the idea has become increasingly popular. 

 A typical meta-analysis often involves complex statistical manipulations 

of the data. Therefore, the possibility that the statistical manipulations 

themselves may introduce artifacts (false associations of brain regions 

and cognitive processes) should not be overlooked. Indeed, it is not neces-

sarily preordained that individual brains are similar enough in terms of 

their representational mechanisms to be compared or pooled. Nor is our 
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technology suffi ciently robust to guarantee that the answers to our research 

questions can or will be answered by the best-intended efforts to increase 

experimental power. In systems with a great deal of variability, conclusions 

are always based on probabilities. Both type I (false alarms) and type II 

(misses) errors are possible no matter how much data are pooled. As a 

result, it is necessary for investigators to be especially watchful when 

drawing conclusions about the fi ndings from meta-analyses. Whatever 

interpretations and theories we may ultimately generate depend on the 

reliability of our empirical data. We will see later in this book how that 

requisite empirical consistency is remarkably hard to fi nd. Thus, it is 

important that we also consider the sources of bias, error, and variability 

that seem to plague complex meta-analyses of brain imaging data, not the 

least of which is the powerful force of the current Zeitgeist that often 

champions one idea or conclusion over another, sometimes even before 

an experiment or analysis is carried out. The prevailing Zeitgeist also tends 

to make us less open to new interpretations than is desirable in a dynamic 

science. It is surprising how powerful the Zeitgeist can be even when a 

substantial amount of new data actually supports a different view than the 

currently popular one. 

 This chapter has two goals. The fi rst is to classify in at least a preliminary 

manner the kinds of meta-analyses that have been developed in recent 

years. The second is to tabulate and discuss the sources of error, bias, and 

inconsistency characterizing the current experimental literature. Our main 

concern throughout this chapter is with the spatial patterns obtained with 

brain imaging devices. Because the preponderance of results in this litera-

ture are presented in terms of spatial localization, we must start by intro-

ducing the nomenclature that is used to specify location in and on the 

brain. 

 2.2   The Language of  “ Where ”  in the Brain 

 Consider, for a moment, the diffi culty inherent in specifying the answer 

to the superfi cially simple  “ where ”  question. Because brains vary in size 

and, to a degree, even in shape, it has been considered essential to develop 

a standardized nomenclature to supplement qualitative pictures. Although 

there have been many efforts to standardize the nomenclature used to 

defi ne brain locations, none is defi nitive. Three different reporting modes 
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are typically used to designate the extent of the responding activation 

areas. 

 1.   Brodmann areas 

 2.   Narrative  “ relative ”  locations 

 3.   The Talairach-Tournoux system 

 The traditional system has been for many years the Brodmann areas 

(BAs) proposed in 1908. Despite its longevity, the BA system is not without 

its fl aws. It was originally charted based on the anatomical shapes of 

neurons (cytoarchitectonics) that Brodmann observed microscopically in 

a single sample of human brain. Therefore, the boundaries of the BAs are 

vague and uncertain given both the variability of individual brain anatomy 

as well as Brodmann ’ s ill-defi ned boundaries themselves. Furthermore, 

because there are about 50 BAs, they vary signifi cantly in their extent and 

shape. Therefore, an activated fMRI response could overlap two BAs; in 

other cases, only a portion of one BA might be activated. Furthermore, BAs 

extend over broad regions of the brain in a way that could make any 

restricted localization by designating a particular BA misleading. In particu-

lar, as shown in   fi gure 2.1 , Brodmann ’ s original areas 19, 10, and 21 were 

elongated areas that spanned extensive regions of the brain. Others such 

as BAs 41, 42, 43 are small and close together, and activation (depending 

on an arbitrary threshold) might spread or seem to spread across all three. 

    A second means of comparing brain locations is based on narrative 

language exemplifi ed by such phraseology as  “ posterior middle temporal 

gyrus ”  or  “ orbitofrontal gyrus. ”  The arbitrary and qualitative (as well as 

idiosyncratic way) in which this terminology is used, however, makes it 

diffi cult to compare locations from one study to another in a precise 

manner. 

 The third method of locating activation regions on the brain is the one 

proposed by Talairach and Tournoux (1988) and modifi ed at the Montreal 

Neurological Institute (MNI) by Evans, Collins, and Milner (1992). These 

systems use a Cartesian three-dimensional coordinate system to defi ne the 

locations of activations both within and on the surface of the brain. This 

new type of three-dimensional coordinate system is more and more often 

being used in brain imaging studies. However, the Talairach and Tournoux 

coordinate system represents each activation area as a point in space rather 

than as a distributed region. This can be a serious problem leading to an 
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 Figure 2.1 
 A modern version of Brodmann ’ s map of brain regions. From Cabeza and Nyberg 

(2000) after H. C. Elliot ’ s  Textbook of Neuroanatomy  (1907). 
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underestimation of the extent of a response because the activations are 

never restricted to a narrow point. Although this problem is partially com-

pensated for by the use of such artifi ces as uniform Gaussian distributions 

mathematically defi ned around that point, even that method is not fully 

able to characterize the distribution of the activation areas; irregular regions 

of activity would not be adequately described by this method. 

 Furthermore, brain coordinate systems of the Talairach and Tournoux 

type ( x, y,  and  z ) are also diffi cult to compare quantitatively or to plot 

graphically. Many such attempts using three-dimensional plots (on two-

dimensional paper) end up with an indiscriminable blob representing 

clusters of activation areas that are diffi cult to visualize.   Figure 2.2A , for 

example, is a raw plot of the activation peaks associated with emotional 

stimuli reported by Murphy, Nimmo-Smith, and Lawrence (2003). 

    The two lower graphs,   fi gure 2.2B and C , represent subsets of the 

responses shown in   fi gure 2.2A  for two different experimental conditions. 

  Figure 2.2B  represents activation peak responses for  “ positive-negative ”  

valence emotions, and   fi gure 2.2C  depicts the responses to an  “ approach-

withdrawal ”  condition. Despite the use of the black dots to distinguish 

between the activations forthcoming from each of the two conditions, it 

is diffi cult to distinguish visually between the two lower graphs. 

 The original Talairach and Tournoux atlas was based on the brain of a 

single female with an unusually small brain. Furthermore, their coordina-

tion with the BAs was based on an arbitrary inspection of this woman ’ s 

brain and did not precisely relate to the traditional regions suggested by 

Brodmann. For reasons such as these, more precise standard brain maps 

such as the MNI atlas of the brain have become widely used in recent years. 

Neither, however, is completely representative of all brains, and the three-

dimensional coordinates given for particular locations are subject to con-

siderable error. 

 Specifi c transformations also have been suggested to convert Talairach 

and Tournoux coordinates to the MNI version (e.g., by Lacadie, Fulbright, 

Rajeevan, Constable,  &  Papademetris, 2008). Attempts to convert between 

the Montreal Neurological Institute and the Talairach-Tournoux systems 

continue to be major efforts in current cognitive neuroscience. Currently 

several types of mapping are utilized, unfortunately often without any 

indication of which one was actually used. The identifi cation and measure-

ment of comparable locations on the brain have become an increasingly 
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 Figure 2.2 
 Talairach and Tournoux plots of all reported activation peaks for emotional stimuli. 

(A) All emotions; (B) positive/negative valence emotions; (C) approach/withdrawal 

emotions. From Murphy, Nimmo-Smith, and Lawrence (2003) with the permission 

of the Psychonomics Society. 
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diffi cult problem as the resolution of the MRI systems increases and voxel 

sizes decrease. 

 It has been suggested by other investigators that it should be possible 

in principle to interconvert from any one of these three types of systems 

to the other two. However, such an approach was always inhibited by the 

arbitrariness of the narrative localization system, the imprecision of the 

BAs, and the pointlike representations of the  x, y,  and  z  coordinates in 

Talairach and Tournoux systems. Indeed, the inadequate manner in which 

Talairach and Tournoux originally tried to rationalize their coordinate 

systems with the BA system has long been criticized. 

 2.3   A Typology of Meta-analyses 

 Although modern meta-analyses are often complex statistical manipula-

tions, the basic idea characterizing them is also inherent in the most basic 

of data-pooling methods. Indeed, the whole idea of using multiple subjects 

in an experiment is operationally no different in principle from that under-

lying the most complex interexperiment, meta-analytic data pooling. In 

the single experiment, we pool the results of many subjects; in the meta-

analysis, we pool the results of many experiments. The basic need for 

pooling or averaging individual subjects emerges from the indisputable fact 

that there are substantial differences among individual subjects (as docu-

mented in chapter 3). If one limited experiments to examining the results 

of single subjects, the degree of intersubject variability would produce 

chaos in the kind of cognitive neuroscience that we are discussing here. 

 In point of historical fact, single-subject experiments are not unusual. 

We call them case studies, and they are probably among the greatest source 

of bias, error, and fl awed theoretical explanations throughout cognitive 

neuroscience. Often, the problem is exacerbated by injudicious selection 

of the results produced by a single subject from a larger sample that col-

lectively did not otherwise support some general conclusion.  1   

 The basic need for comparing different experiments, as noted earlier, 

arises from the fact that there are substantial differences between the out-

comes of what are intended to be similar experiments. This problem is 

further exacerbated by the fact that it is expensive and time consuming to 

carry out fMRI brain imaging studies. As a result, not all reports are blessed 

with adequately large samples, and given their wide variability, their 
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statistical power can be severely limited. Subject sample size in some tomo-

graphic methods is further limited because it is also currently considered 

unacceptably invasive to carry out PET studies for nontherapeutic reasons. 

The invasiveness involves the injection of radioisotopes.It is also necessary 

to have an onsite cyclotron. Therefore, the preponderance of experiments 

published in the last decade report the use of relatively few subjects and 

few trials on any single subject. Compared to the ease with which many 

subjects can be recruited and tested in a typical human perception experi-

ment, this is a major impediment. Wager, Lindquist, Nichols, Kober, and 

Van Snellenberg (2009), for example, reported that in the 415 studies they 

reviewed only 4,856 subjects were used. This is an average of only 11 or 

12 subjects per experiment, and some experiments used as few as 4 or 5 

subjects. It is problematic, depending on the variation among subjects, 

whether these small numbers are suffi cient to support conclusions and 

theoretical syntheses. 

 Nevertheless, even for these small numbers and the resulting low power 

of their experimental protocols, experimenters often felt confi dent enough 

to publish their fi ndings and presumably draw strong conclusions from 

their work. Given the unreliability of the typical brain image, this may 

have been a reckless strategy. 

 Because of the relatively low power of many cognitive brain imaging 

experiments, there have been many recent attempts to develop powerful 

methods to further pool the outcome of a number of experiments. The 

goal is to enhance the power and to determine what, if any, truly robust 

associations can be made between brain activations and cognitive states. 

 Regardless of the method, it must also be reiterated that the goal of 

almost all brain image – cognitive process comparisons in cognitive neuro-

science is to answer the  “ where ”  question. That is, at the most fundamental 

level, brain imaging experiments can only tell us  where  something is hap-

pening in the brain and not  how  cognitive processes are produced by these 

macroscopic measures. Ignoring for the moment that the  “ where ”  question 

may be a bad one, the main thrust in any brain imaging study is to support 

the idea that there exists more or less localized activity corresponding to 

particular cognitive functions. How local is defi ned in this context may be 

quite variable; however, in principle, even the most distributed system 

answer to this question is just a question of how much and the degree to 

which localization exists. 
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 Given the variability of the results from individual subjects and from 

individual experiments, it is always diffi cult to answer the  “ where ”  ques-

tion with precision. The hope is that by a pooling or averaging of what 

appears to be disparate or inconsistent data, we may be able to zero in on 

brain regions (or systems of regions) with specialized cognitive functions. 

However, this important and challenging task is loaded with sources of 

error and carries a considerable baggage of noisy and erroneous data. 

Wager, Lindquist, and Kaplan (2007), for example, estimate that  “ 17% of 

the total number of reported peaks ”  in a sample of   “ 195 studies of long 

term memory ”  (p. 151) are false positives. Distinguishing between the false 

positives and valid cognitive-brain associations is a major goal of meta-

analysis. 

 In this section, I present a description of the types of meta-analysis that 

have been used in recent years to pool the results of multiple experiments 

to increase their collective power. These include the following approaches: 

  •    Inductive narrative comparisons 

  •    Voting 

  •    Conventional statistics (otherwise known as classic or Glassian 

meta-analysis) 

  •    Pictorial and graphical superimposition 

  •    ALE 

  •    KDA and MKDA 

  •    Replicator dynamics 

 Later sections of this chapter examine the sources of bias that continue 

to distort both the empirical outcome of this data pooling and the theoreti-

cal conclusions that arise from them. 

 2.3.1   Narrative Interpretations 

 Much of modern science does not use sophisticated analyses or even quan-

titative methods to interpret the collective meaning of its fi ndings. In 

many sciences, it is simply assumed that an experienced and well-informed 

scholar has a powerful ability to perceive the patterns manifested in a 

complex, multidimensional database. Simple narrative descriptions based 

on informal inductive thinking are still a mainstay, especially in the social 

and behavioral sciences. There is, indeed, much evidence to support the 



36 Chapter 2

contention that people are good at many kinds of inductive data pooling; 

human beings demonstrate wonderful abilities to recognize faces, to track 

complex movements, or to predict the outcome of subtly nonrandom 

sequences. 

 However, it is also well known that people tend to perceive patterns 

even in situations in which the sequences are actually quite irregular, even 

random. It is does not take too long observing gamblers to appreciate how 

self-deceptive people may be in  “ seeing ”  patterns that do not actually exist. 

For example, most people do not appreciate that  “ hot ”  streaks are much 

more consequences of statistical improbabilities than of any sequential 

causality. The ubiquity of human illogic has been repeatedly described by 

psychologists such as Tversky and Kahneman (see, for example, their now 

classic 1983 article as well as the article by Gilovich, Vallone, and Tversky 

[1985] on the  “ hot hand ”  in basketball). 

 Furthermore, what research we arbitrarily choose to include in our nar-

ratives can strongly infl uence the nature of our conclusions. Unfortunately, 

scholars and scientists are as likely as anyone else to fall victim to their 

own illogical preconceptions or subsequent misperceptions. The result 

is that biases of many kinds can infl uence  “ considered judgment ”  of the 

meaning to be extracted from a collection of research reports. For this 

reason, purely narrative discussions of brain imaging data are coming into 

disrepute. It is with such narrative interpretations that a multitude of sub-

jective biases are free to run amuck and to be expressed with impunity 

without the constraining infl uence of quantitative tests. However persis-

tent informal narrative methods may be, there are countless examples in 

which narrative prejudgments can distort the inferences to which even the 

most expert interpreter of complex data may come. In their place, a quan-

titative evaluation is to be desired if the data are amenable to it. The 

methods discussed in the following sections all strive to make quantitative 

and objective that which is often qualitative and subjective. 

 2.3.2   Simple Voting 

 In some situations in cognitive neuroscience, it is possible to phrase 

research questions in a manner amenable to simple voting methods. For 

example, research might be carried out to answer a question such as  “ Is 

there any relation between the behavioral dysfunction known as autism 

and the size of a particular area of the brain. ”  Brambilla, Hardan, di Nemi, 
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Perez, Soares, and Barale (2003), for example, compared research reports 

seeking to answer this specifi c question and found a discouraging mix of 

answers. Half of the studies they examined reported a signifi cant corre-

spondence between autism and regional brain size, and half did not. The 

vote, in this case, was inconclusive. 

 Similar relatively simple vote counting was used by Sommer, Aleman, 

Bouma, and Kahn (2004) in their examination of the hypothesis that there 

existed a bilateral brain difference in language representations between 

men and women.  2   The result of the voting procedure was that 15 studies 

reported no difference, whereas 9 found a difference. We should consider 

this an ambiguous answer to the question of gender differences unless the 

differences can be explained. In reviewing these experiments, Sommer and 

her colleagues reported that most of the studies that did show a difference 

were biased by small sample sizes — the larger the sample size, the more 

likely it was to fi nd no difference. 

 The point is that a simple vote provided an ambiguous answer to what 

initially seemed to be a straightforward question; a more detailed kind of 

analysis was required to resolve this issue. Voting, in general, but even 

more specifi cally when dealing with highly variable data, seems to be an 

inadequate way to resolve such issues. In this case, identifi cation of a bias 

(inadequate sample size) was possible; in others, the voting method would 

leave us with great uncertainty about the answer to what may have ini-

tially seemed to be a  “ simple ”  question. 

 2.3.3   Conventional Statistics 

 Many research questions may demand something beyond a basic binary, 

yes-no, answer than can be, in principle, resolved by simple votes. Answers 

to specifi c questions may have to be provided, such as  “ What is the correla-

tion between two variables? ”  Another specifi c exemplar question is  “ What 

is the magnitude of the effect on learning produced by the interval between 

training and testing? ”  In traditional experimental psychology, there typi-

cally is considerable variability in the answers obtained to such questions. 

Variability demands that multiple tests be given and the statistical proper-

ties of the pool of answers to the question of average effect size and vari-

ability be determined. All of us are familiar with means, variances, standard 

deviations, and the panoply of tests that are used to determine how much 

credence we can give to data that are pooled by simple statistical averaging. 
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There is a rich culture of statistical methods for pooling effect sizes in 

experiments characterized by multiple sources of variance and response 

variability. 

 Descriptive statistics is a straightforward method for pooling data, 

usually within the confi nes of a simple experiment, but it can also be used 

also to combine the results of a number of experiments. Averaging of this 

kind may thus be considered to be a simple form of meta-analysis. A clear 

example of such a meta-analytical averaging procedure for a purely psycho-

logical experiment can be found in the work of Brown and Okun (in press). 

 There are many diffi culties in just averaging, of course. Among them is 

the obvious fact that effect sizes are not always presented using the same 

measures. For example, Okun and Brown found that the sample of studies 

they meta-analyzed reported their fi ndings using three different measures 

of effect sizes — hazard ratios, odds ratios, and relative risk. Such differences 

were overcome by interconverting hazard ratios and odds ratios to relative 

risk scores using methods proposed by Zhang and Yu (1998). Such proce-

dures then permit the investigator to apply standard statistical techniques 

to the data using a common measure of effect size. 

 Bangert-Drowns and Rudner (1991) summarized the development of the 

fi eld using conventional statistics as primitive forms of meta-analyses up 

to the dawn of the brain imaging era. They suggested the following catego-

ries for what we would now consider conventional statistical techniques 

for pooling data. 

  •     Classic  or  Glassian meta-analysis , the standard on which all of the other 

methods were based. It was characterized by inclusiveness of all possible 

data, use of multiple fi ndings from each study, and averaging different 

dependent variables. 

  •     Study effect meta-analysis , which used more selective inclusion rules and 

used only one effect size from each study. 

  •     Tests of homogeneity , which used analysis of variance procedures in order 

to evaluate sampling error. 

  •     Psychometric meta-analyses , which combined the best features of the other 

methods. (Abstracted from Bangert-Drowns and Rudner, 1991) 

 Not surprisingly, there was vigorous debate among the early meta-

analyzers concerning the effi cacy of each approach — debate that continues 

to this day. 
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 2.3.4   Spatial Patterns 

 The technology of cognitive neuroscience has made demands on the 

standard statistical approach that often require a completely new set of 

methods as well as a distinctively different perspective on the part of the 

researcher. Instead of the single-dimensional effects typical of classical meth-

ods, brain images now confront us with two- and three-dimensional pat-

terns in space. The typical fMRI meta-analysis, for example, involves many 

extended activation peaks scattered throughout the three-dimensional 

brain. In such situations, the properties of a huge number of pixels, rather 

than an overall measure of effect size, may have to be considered. Our 

traditional statistical methods must be expanded to handle this new mul-

tidimensional environment. 

 Consider the situation in which a number of fMRI experiments produce 

an array of activation peaks in the three-dimensional space of the brain. 

Each of these places in space may represent a focus of neural activity pre-

sumably created by or associated with the psychological task confronting 

the subject. If life were simple, then all of the experiments that used a 

similar stimulus or task would produce the same distribution of activity, 

and we could draw our conclusions from single, well-designed experi-

ments. However, as recent research has compellingly made clear, such 

simplicity in outcomes is not usual. However well we may control the 

stimulus, there are many sources of variability that tend to produce an 

array of what may often appear to be a random distribution of activity. 

Furthermore, it is frequently the case that each of the several experiments 

directed at a particular problem produces a different distribution of these 

peaks. 

 What is a researcher supposed to do in this case in order to resolve the 

question of which parts of the brain are activated by a particular cognitive 

process? One of the simplest things that can be done is simply to plot each 

of the reported peaks in a three-dimensional space. (For example, see 

  fi gure 2.2  earlier in this chapter.) Ideally, at least some of the peaks would 

cluster in a way that would suggest the common impact of the stimulus 

condition. In actuality, however, few cumulative plots of high-level cogni-

tive processes show such visible clustering. In fact, as shown in the example 

in   fi gure 2.2 , the typical result is a very broad distribution of activation 

peaks — the breadth of which seems to spread ever more widely rather 

than clustering in localized regions as increasing amounts of data are 
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accumulated. Several methods have been developed for analyzing dis-

tributed patterns of this kind in the search for some kind of  “ average ”  or 

typical response. 

 Aggregated Gaussian Estimated Sources 

 One of the earliest methods for meta-analyzing the brain responses to 

cognitive tasks was based on computer graphic techniques. Chein, Fissell, 

Jacobs, and Fiez (2002) pooled the data from 30 studies on verbal working 

memory but restricted their analyses to the brain region traditionally asso-

ciated with Broca ’ s area. Their novel means of processing was to use a 

Gaussian distribution space around each activation peak as a weighting 

function  3   rather than dealing with it only as an isolated point in the Talai-

rach and Tournoux space. 

 Chein and his colleagues (2002) then simply added all of the Gaussian 

weighted responses together to give a cumulative and continuous map of 

the activity induced in this region of the brain by the working memory 

task. Where peaks were clustered together and mutually strengthened by 

proximity, the value of the contrast (encoded by them with color) was 

high, and vice versa. This produced a variable contrast pattern over the 

designated region.   Figure 2.3 A is a sample of this distributed activated 

pattern recorded from a meta-analysis of all 30 studies. The value of any 

particular point in the pictured space is that obtained from the sum of the 

Gaussian weighted activations. 

    The next step was a highly arbitrary one derived from computer vision 

techniques. Chein and his colleagues (2002) simply applied an arbitrary 

cutoff level to the cumulative map, the result of which was the emergence 

of two maxima in this brain region they interpreted as distinguishable 

(from the surround and from each other) functional regions as shown in 

  fi gure 2.3B . This process, in the language of computer vision technology, 

would be called  “ thresholding. ”  

 Chein, Fissell, Jacobs, and Fiez ’ s (2002) special contribution was the 

introduction of the idea of Gaussian weighted zones around each of 

the activation peaks that was originally specifi ed simply as a point in the 

Talairach and Tournoux space. The next step — simply adding the distance-

corrected values — provided a means of having nearby peaks mutually 

support each other more strongly than distant ones, thus introducing 

proximity as a regularizing process for pooling peaks. In a system with such 
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high positional variability as exhibited in their work, some such means of 

quantifying  “ nearness ”  was essential. 

 The limitation of such an approach is that there is no objective way to 

determine where one should set the arbitrary cutoff threshold. Depending 

on the choice of threshold and the scaling dimensions used, there could 

be one, two, or even more distinguishable regions. Methods that are more 

modern at least partially overcome this problem by providing statistical 

methods to quantify the choice of a threshold. 

 2.3.5   Statistically More Complex Meta-analysis 

 The use of qualitative summaries, depictions, graphical approaches, and 

simple statistics of the results from a number of brain imaging experiments 

has been supplemented in the last decade by a number of more elaborate 

quantitative methods. As Turkeltaub, Eden, Jones, and Zeffi ro (2002), the 

creators of the most popular meta-analysis method, have pointed out, 

there is a fundamental advantage to be gained from quantifying pooled 

Intensity
Threshold

B.  Thresholded Probability Field

A.  Pre-thresholded Probability Field

 Figure 2.3 
 (A and B) Demonstration of the AGES technique, a method of computer vision 

processing. From Chein, Fissell, Jacobs, and Fiez (2002) with the permission of 

Elsevier Science and Technology Journals. 
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data, thus raising our judgments from the arbitrary and subjective to 

the objective. They summed up the advantages of formal mathematical 

meta-analyses as (1) the automatization of the analysis, (2) the quantifi ca-

tion of the level of concordance in addition to the location, and (3) the 

use of signifi cance thresholds, providing statistically defensible conclu-

sions (p. 765). 

 Nevertheless, the goal of these powerful new methods is the same as 

that of the simpler methods — to fi nd consistency or concordance among 

the distribution of responses that were generated by cognitive stimuli in a 

number of different but presumably related experiments. That is, the goal 

aspires to determine which peaks are more likely to be common responses 

to a particular cognitive state and which are irrelevant or idiosyncratic to 

the single experiment from which they came. The key to making these 

discriminations is fi nding where peak activation responses from a number 

of experiments are clustered. The noise in this system is the position of 

the widely distributed array of activation peaks both within and without 

these clusters; the signal is the subtle clustering of a subset of those peaks 

that is otherwise obscured by the noise. The strategy is much the same as 

that of the signal detection theory approach using statistical decision-

making methods to determine where the clusters are signifi cantly different 

from the noise. These methods depend on the information that is depicted 

in the spatial plots shown, for example, in   fi gure 2.2  (Murphy et al., 2003). 

The basic data for such an analysis are in the form of sets of three-

dimensional coordinates, each triplet representing the location of one of 

the peak activations reported in any of the experiments that were pooled 

for the meta-analysis. 

 Thus, the goal of this method is to distinguish a cluster of salient (i.e., 

concordant) peaks from those that might be considered to be random, 

spurious, false, or outlier responses. The test for inclusion as a  “ real ”  activa-

tion is whether it is a part of a cluster of other reported peaks, all of which 

are supposedly responsive to the same cognitive task. The theory is, in 

other words, that the more a group of peaks is clustered together, the 

higher is the probability that they collectively represent a common brain 

region associated with the common cognitive task. Isolated peaks, on the 

other hand, were considered to be  “ noise, ”   “ irrelevant, ”  or  “ random ”  

events that emerged because of differences in the original experimental 

protocol. 
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 In short, these meta-analytic methods are designed to identify regions 

of activation that may not be visually apparent in the raw data. They are 

examples of classic signal-to-noise problems enjoying the advantages and 

disadvantages of statistical processing. They are necessary because the 

signal-to-noise ratios may be rather poor in some situations (e.g., see the 

work of D ’ Esposito, Deouell, and Gazzaley, 2003, where signal-to-noise 

ratios as low as 0.10 were observed). 

 Activation Likelihood Estimates 

 The pioneering and currently the most often used quantitative meta-

analytic procedure of this kind, as noted earlier, was proposed by Turkel-

taub et al. (2002); it was fi rst used by them in a meta-analytic study of 

single-word reading. Their original paper was designed to pick out clusters 

of peaks that were not apparent in the three-dimensional glass brain as 

depicted in   fi gure 2.4 . 

    To accomplish this goal they assigned MNI coordinate values to each of 

172 peaks from 11 PET studies. However, the peaks were not represented 

as points. Instead, as Chein, Fissell, Jacobs, and Fiez (2002) did in the 

aggregated Gaussian estimated sources (AGES) system, they were repre-

sented as  “ localization probability distributions ”  centered at the MNI point 

coordinates (p. 769). These probability distributions defi ned spaces sur-

rounding each point that diminished in their values (i.e., produced lower 

weights) with increasing distance between peaks. That the probability 

distribution function fell off with distance acted to diminish the infl uence 

of peaks widely separated from each other. This strategy helps to form 

meaningful clusters (if they exist) because peaks that were close to each 

other would produce stronger interaction values than those that were more 

distant. 

 Each of the probability distribution regions associated with each of the 

172 peaks used in the Turkeltaub et al. meta-analysis was then used to 

calculate the probability that a peak lay within each voxel. Obviously most 

voxels would have a probability of zero because the voxels were much 

smaller and more numerous than the spatial extent of the probability 

distribution surrounding each peak. However, some voxels would have 

a number of peaks within their space. Every voxel was then assigned a 

number — the activation likelihood estimate (ALE) — that indicated the 

joint probability of peaks being present in that voxel. 
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 Figure 2.4 
 A  “ glass brain ”  display of the distribution of activations in response to a single-word 

reading task. From Turkeltaub, Eden, Jones, and Zeffi ro (2002) with the permission 

of Elsevier Science and Technology Journals. 

 Turkeltaub and his colleagues then compared the ALE values of the 

experimental data to a Monte Carlo simulation (computed from 1,000 

randomly generated sample sets of 172 random peaks). This permitted 

them to use conventional  p  values to evaluate the null hypothesis. The 

null hypothesis in this study was that the distribution of peaks shared the 

same statistics as the Monte Carlo – generated random background and, 

thus, there was no signifi cant spatial clustering or concordance of the peaks 

from the collection of experiments being analyzed. The signifi cant ALE 

values were then further fi ltered by establishing a threshold above which 
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they were accepted as signifi cant clusters. These  “ statistically signifi cant 

maxima ”  were then considered to defi ne brain regions that were associated 

with the single-word-reading cognitive task. 

 The basic idea was to determine the likelihood of activation for every 

voxel in their brain space for the 172 peaks and compare it to the random 

predictions of the Monte Carlo simulations. Using this method, Turkeltaub 

and his colleagues (2002) identifi ed 11 regional clusters of the brain where 

the peaks were clustered suffi ciently well for them to conclude with a 

certain degree of statistical confi dence that these clusters were associated 

with single-word reading. These were the regions in which the null hypoth-

esis could be rejected. However, not all clusters were direct indicators 

of the cognitive activity — single-word reading — under study. Indeed, the 

strongest clustering activity was to be found in the primary motor cortex, 

hardly a surprise for a motor task such as oral reading.  4   

 As Turkeltaub and his colleagues effectively and collectively argued, the 

main advantage of this technique is that, in principle, it elevates the evalu-

ation of brain regions from narrative or qualitative interpretations of 

graphic or tabular information to a quantitative and objective evaluation. 

However, even they acknowledged that the technique is by no means 

foolproof. All of the sources of bias, variability, and error that are discussed 

later in this chapter remain germane in any evaluation of their method. 

Furthermore, as they also discussed, any correspondence between the ALE-

determined clusters and those peaks obtained with a single brain image is 

likely to be far from perfect. 

 Because all of the experiments pooled in their meta-analysis were based 

on PET images, Turkeltaub and his colleagues attempted to cross-validate 

their method by carrying out an fMRI test of brain activations for a similar 

single-word-reading task. The correspondence between the two measures —

 the meta-analyzed PET scans and the single fMRI image — was not exact; 

they computed a correlation coeffi cient of .636 between the two measures, 

suggesting that only 40% of the variance was accounted for. Whether this 

level of correspondence between the two measures is suffi cient to claim 

equality or even similarity, others must decide. 

 There is a more fundamental conceptual problem with the ALE approach, 

however, that transcends how well it works computationally. When one 

examines the raw data — the locations of the peak values from the pooled 

studies in   fi gure 2.4  — clustering was not visually apparent; the peaks were 
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distributed over much of the brain. To reiterate, the intended goal of the 

Turkeltaub et al. ALE method and any others like it was to fi nd localized 

clusters of activity in regions of the brain that can be associated with par-

ticular cognitive functions that cannot be detected in plotted data by the 

human perceptual system. This expectation is being driven by the assump-

tion that cognitive processes are localized, broadly construed, in the brain. 

The question may be raised whether we are in some illogical and inadver-

tent way justifying the hypothesis that cognitively signifi cant regions 

of the brain exist by using a method that ignores the possibility that 

the brain is actually more distributed and functionally homogeneous. To 

carry this critique further, could the clusters actually be the result of 

random fl uctuations? Into which category specifi c clusters will ultimately 

be thrust depends on the criterion level of signifi cance adopted by the 

meta-analyst. 

 The point is that even this highly formal method is not completely 

devoid of subjectivity. Judgments have to be made of the role of a cluster 

compared to other isolated peaks that were not combined. Vestiges of 

subjectivity in this method are inherent in terms of the criteria guiding 

the choice of the acceptable  p  levels as well as the arbitrariness of the 

thresholds defi ning a peak. 

 Even more fundamental, however, is that we may be making what I 

referred to earlier as the  “ Venn fallacy. ”  In this case, however, it is not a 

two-dimensional error but a three-dimensional one. Recall that in the 

Turkeltaub et al. method, the ALE values were defi ned by the union or 

common probabilities of the peaks. Thus, only regions of the brain that 

shared a signifi cant number of peaks were considered cognitively salient 

in the analysis. This excludes all of the other isolated peaks that appeared 

in these data. Depending on the exact nature of the Gaussian, Gaussian-

like, or spherical distribution around each peak (another arbitrary factor), 

peaks might become members of clusters. However, those that are not may 

be as real participants in the cognitive process as the ones that were 

included in the cluster. The effect of this fallacious three-dimensional Venn 

fallacy is the same as the two-dimensional one: peaks outside the clusters 

are treated as noise despite the fact that they might be as psychobiologi-

cally signifi cant as those that become a part of a cluster. 

 Although   fi gure 2.4  (Turkeltaub et al., 2002) shows large numbers of 

peaks scattered over broad reaches of the brain, the ALE meta-analysis 
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distills these down to a few regional clusters. The argument is that this 

distillation process works to identify salient localized brain regions associ-

ated with particular cognitive processes by distinguishing between  “ noise ”  

peaks and  “ signal ”  peaks. That identifi cation, of course, is based on the 

premise that there are localized brain functions. The ALE method tends to 

support this hypothesis by fi nding localized clusters that may or may not 

correspond to cognitive activities. 

 The problem is, as it is with any statistical phenomenon, that even a 

random distribution of peaks may have  “ clusters ”  appearing by the vaga-

ries of chance.  5   The more intense our analysis, the more samples of subjects 

or experiments, the more likely we are to fi nd signifi cant responses. What 

all of these statistical methods have in common, therefore, is the unavoid-

able possibility that there will be false alarms up to the point that the 

sample size equals the size of the relevant universe. The .05 criterion is a 

very arbitrary number. 

 How, then, do we account for all of the other more or less isolated peaks 

that were not included in the clustering process? Are they simply to be 

ignored? Are they simply noise to be excluded in the meta-analysis proce-

dure? Answers to questions such as these still bedevil brain imaging studies 

of cognition. It is possible that the goal of fi nding clusters may be a mani-

festation of our propensity to search for localized representations rather 

than the actual distributed nature of the brain ’ s cognitively relevant 

responses. 

 In short, the ALE method, like all of the developments that followed it, 

is not entirely free of subjectivity or the intrinsic uncertainty of any statisti-

cal analysis no matter how impressive the formal structure of the mathe-

matics may seem to be. 

 Kernel Density Analysis 

 Wager, Phan, Liberzon, and Taylor (2003) and Wager, Jonides, and Reading 

(2004) proposed two additional meta-analytical systems for studying brain 

images — kernel density analysis (KDA) and a modifi ed and improved 

version they refer to as multilevel KDA (MKDA). Their descriptions of these 

methods are presented in a more recent article by Wager, Lindquist, and 

Kaplan (2007). 

 In many ways, the KDA method is very similar to that developed by 

Turkeltaub and his colleagues. Both methods defi ned a region in space 
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around each activation peak as a means of identifying clusters that are 

considered to be signifi cant indicators of cognitively salient activity. As 

previously described, Turkeltaub et al. used a three-dimensional Gaussian 

probability distribution to defi ne this weight of interaction between activa-

tion peaks; the nature of the Gaussian distribution determines that this 

weighting factor is reduced with increasing distance between peaks. Wager 

and his colleagues, on the other hand, used an equiweighted spherical 

space in which distance did not matter until one moved outside that 

spherical space. Both used Monte Carlo calculations to develop a hypo-

thetical random space against which the null hypothesis could be tested 

(i.e., to determine if there was any difference between the data and the 

Monte Carlo simulation). The KDA method uses a simple count of the 

number of peaks in the spherical kernel that exceed the number that would 

be expected by chance, whereas the ALE method evaluates the probability 

of a peak (or peaks) for each pixel. 

 Wager, Lindquist, and Kaplan (2007) pointed out certain other implicit 

assumptions that minimize the impact of both the ALE and KDA meta-

analytical techniques. The three most signifi cant ones are these: 

 First, the analyst assumes that peak reported coordinates are representative 

of the activation maps from which they come. 

 Second, because the procedures lump peak coordinates across studies, 

study identity is treated as a fi xed effect. 

 [Third] . . . a third assumption of KDA and ALE analyses is that peaks are 

spatially independent within and across studies under the null hypothesis 

(p. 154). 

 The implications of these three implicit assumptions in this kind of 

meta-analysis are several. For example, Wager and his colleagues (2007) 

point out that they imply that one study can dominate and thus destroy 

the validity of the entire meta-analysis. 

 To overcome the negative effects of these implicit and potentially 

biasing assumptions, Wager and his colleagues (2007) proposed a modifi ca-

tion of the KDA method, which they referred to as the multilevel KDA or 

MKDA. They suggested that the basic unit of analysis should not be the 

location of the peaks but rather the experimental study from which the 

data originally came. Thus, they suggested,  “ the proportion of studies that 

activate in a region, rather than the number of peaks, is the test statistic ”  
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(p. 154). In this method, the three-dimensional space of the brain is not 

populated willy-nilly with all of the peaks regardless of the study from 

which they originated. Instead, the peaks are fi rst processed to produce a 

map for each study. Only then are the maps merged and fi ltered by the 

application of a threshold to produce a composite activation map of the 

brain. 

 Replicator Dynamics 

 The methods described so far in this section are not the only methods used 

to seek order in the noisy environment of brain responses. Other mathe-

matical procedures have also been used to meta-analyze brain imaging 

data. There are two distinguishable goals of all of these kinds of analyses. 

The fi rst is simply to determine the regions that are activated when a 

person is challenged with a cognitive task. This is a basic signal-in-noise 

detection task in which multiple responses are used to determine where 

high probabilities of signifi cant clusters of responses occur. The second is 

to link these clusters together into interacting networks determined by 

coincidence, that is, by showing that there are networks of brain areas that 

collectively seem to encode a cognitive process by means of their concor-

dant activity. It should be evident that these two goals are not the same. 

 Neumann, Lohmann, Derrfuss, and von Cramon (2005) proposed a 

method aimed at carrying out the second of these two tasks — defi ning 

systems of interacting regions that are associated with a cognitive task. 

Their method is based on a matrix analysis system designated as Replicator 

Dynamics that highlights the co-occurrence of pairs of peak activations in 

a group of experiments. By means of the matrix, they hoped to be able to 

determine the strength of the relationships between various regions and 

thus determine the network with the strongest interconnections; presum-

ably, this is also the most likely network to represent the cognitive process 

under study. 

 General Discussion about Meta-analysis Methods 

 It is quite clear that the formal meta-analysis techniques briefl y described 

here, and others that most certainly will be forthcoming, mainly offer a 

way to examine the  “ where ”  question in the brain. However, it is by no 

means certain that this is a meaningful question at this macroscopic level 

of analysis. From the current empirical point of view, it is uncertain that 
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there are specifi c brain regions assignable to particular cognitive processes. 

The psychobiological premises underlying the meta-analytic technique 

may be just another reaction to the implicit and even more basic assump-

tion of localization of systems if not individual sites. In other words, the 

mathematics of replicator dynamics (and other meta-analytic techniques) 

may be built on an assumption of the brain localization of cognitive pro-

cesses that is not justifi ed. Beyond this controversy, we must also reiterate 

the observation that even if the  “ where ”  question could be answered in 

some empirical sense, it would not answer the question of how cognitive 

processes are encoded in the brain. Whether answering the macroscopic 

 “ where ”  question is a necessary preliminary to answering the microscopic 

 “ how ”  question is yet to be determined. 

 The basic empirical fact is that there is still an enormous amount of 

variability at all levels in the fi ndings obtained with brain imaging studies. 

It is entirely possible at this stage of the game that the distribution of peaks 

across and within the brain is not clustered beyond that expected by 

chance and that our criterion for accepting a cluster as such is much too 

low. Responses may be much more uniformly distributed across and within 

the brain (and many of the fi gures in chapter 3) than is suggested by any 

of the meta-analytic methods. If this were so, it would represent substantial 

support for a more holistic or distributed form of representation than the 

currently dominant localization postulate suggests. 

 The typical fi nding (as we repeatedly see in chapter 3) is that meta-

analyses do not replicate any better than individual experiments; the 

results are strongly dependent on the method and the particular selection 

of data. Clearly, meta-analyses are confounded, confl ated, and biased in a 

number of different ways. This is the topic of the next section. 

 2.4   Sources of Bias, Error, and Variability in Meta-analyses 

 Proponents of brain imaging meta-analyses promise to provide a deeper, 

more quantitative, and more accurate evaluation of the relationship 

between macroscopic brain regions and cognitive processes. Their approach 

has already made a fundamental contribution that might change the Zeit-

geist in cognitive neuroscience in a profound way. The multiplicity of 

regional activations associated with cognitive processes in a variety of 

experiments make it clear that the reported fi ndings do not support the 
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idea that localized and functionally specialized regions of the brain exclu-

sively represent particular components of cognitive function. Instead, it 

has been an almost universal outcome that the more experiments consid-

ered the broader and more diverse are the regions of the brain reported to 

be activated by any given kind of mental activity. Simply put, this suggests 

that either there is great variability (and, thus, questionable raw results) or 

the brain responds broadly and diffusely to cognitive stimuli — or both. 

 Meta-analyses, therefore, provide a compelling counterargument to 

both old and new versions of the classic postulate that still stalks modern 

cognitive neuroscience — the association of narrowly localized regions of 

the brain with specifi c cognitive processes. The main idea that should be 

emerging from these empirical fi ndings is that cognitive activity is repre-

sented by very broadly distributed brain systems incorporating a multiplic-

ity of interacting regions and centers.  6   It is now virtually impossible for 

cognitive neuroscience to associate a single isolated (or isolatable) brain 

region with a single cognitive process. The best empirically based and most 

plausible current description of results has to be framed in terms of very 

broad regions of activation. Of course, there remains considerable doubt 

about what the word  “ broad ”  means in this context. Some of the neural 

systems are reported to involve many widely separated but distinguishable 

parts of the brain, whereas other reports suggest that essentially all of the 

cerebral cortex is involved in any or all cognitive processes. Because of this 

trend, the modern form of phrenological localization that still pervades 

cognitive neuroscience can no longer be taken seriously. 

 Breaking the historical conceptual bond to the simple kind of neophre-

nology that dominated thinking in the twentieth century would be no 

mean achievement. Nor does it require the most sophisticated meta-

analytical technique. Increasingly, during the last decade or so, individual 

experiments have reported multiple regions of brain activation responding 

to cognitive tasks. Chapter 3 presents a broad sample of the research 

showing that many different brain regions are active in any cognitive 

process. 

 As sophisticated and complex as the various techniques for meta-

analyzing the results of a diverse set of experiments, it must also be remem-

bered that they are not foolproof. Indeed, there are innumerable sources 

of bias, error, and variability built into any meta-analytic technique that 

are only partially ameliorated by increased sample size and the supposed 
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objectivity of the analytic method applied. Some of these biases are 

common to any kind of statistical analysis; others, however, are specifi c to 

the brain imaging methods that are the grist for the meta-analytic mills 

now being discussed. 

 Several fundamental problems stalk the meta-analytic approach. The 

fi rst, to which I have repeatedly alluded, is that there may be, in actual 

empirical fact, no real correlative relationship between the activities of 

these macroscopic brain regions and stimulating cognitive processes and 

tasks; all of our data may be based on random processes or those beyond 

our experimental control. If so, no amount of meta-analytic data pooling 

will fi nd such a reliable relationship, and all of the present effort may be 

for naught. 

 Another problem confounding this seductive idea of data pooling in 

the pursuit of precision is that it is not always straightforward how one 

goes about pooling data from experiments that may be heterogeneous in 

many of their stimulus, analysis, and response aspects. Furthermore, much 

of the data reported in single studies has already been presummarized, and, 

thus, much of the original information has been lost. Although it would 

be far better to carry out a mega-analysis on the original data, this rarely 

can be done, and, therefore, methods had to be developed for merging the 

residual information persisting after data have been pooled in the original 

experiments. 

 Thus, there are a number of barriers to achieving the goal of increased 

precision by means of meta-analysis. First, the mind-brain system is 

extremely complex with many controlled and uncontrolled variables 

simultaneously infl uencing the outcome. Second, although stimuli may be 

easy to control, the cognitive results of a stimulus may diverge greatly from 

what the experimenter desires; the actual psychological or cognitive activi-

ties may be poorly controlled. Third, signal-to-noise ratios are often low, 

and results are often ambiguous. Given these many sources of variability, 

it is perfectly understandable why data should be so inconsistent. The 

dream of those who wish to use meta-analysis is that there is an analogy 

between simpler experiments in which variability can be overcome by data 

pooling and those in which much more complicated brain – cognitive rela-

tionships are being studied. To accomplish this feat, very specifi c tech-

niques have been developed to guide the process. 
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 Among the most specifi c recipes for carrying out a meta-analysis is the 

one proposed by Rosenthal and DiMatteo (2001). In short, the steps they 

suggest are these: 

 1.   Defi ne the independent and dependent variables. 

 2.   Collect the studies in a systematic way. 

 3.   Examine the variability among obtained effect sizes with graphs and 

charts. 

 4.   Combine the effects using several measures of central tendency. 

 5.   Examine the signifi cance level of the indices of central tendency. 

 6.   Evaluate the importance of the obtained effect size. (Abstracted from 

Rosenthal  &  DiMatteo, 2001) 

 Another well-known  “ recipe ”  for carrying out meta-analyses was sug-

gested by Cooper and Hedges (1994). Their steps, in brief, included these: 

 1.   Formulate the problem. 

 2.   Gather the relevant literature. 

 3.   Code the studies. 

 4.   Analyze and interpret the data. (Abstracted from Cooper  &  Hedges, 

1994)  7   

 Although these directives may seem straightforward, it is immediately 

obvious that the potential problems associated with each of these steps are 

deep and profound. Each step taken from the conceptualization of the 

process to the interpretation of the fi ndings offers opportunity for misun-

derstanding the nature of the cognitive processes under study, mistakes in 

processing responses, and, therefore, the introduction of biases, errors, and 

variability. 

 In the following section, I consider some of these sources of bias and 

error plaguing meta-analysis techniques and discuss how they contribute 

to the production of high levels of variability. I have categorized these 

sources in terms of the locus of their origins, that is, at the stage of the 

total experimental and analytic process at which I believe these biases are 

exerted. Some of these sources of bias have to do with the choices concern-

ing which samples of the available research literature should be included 

in the meta-analysis. It is at this initial stage that distortions known as 

selection biases can occur. 
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 A major problem facing researchers when they select a sample of studies 

for meta-analysis is that not all seemingly relevant experiments are of equal 

quality. Some of the individual experiments may not be well designed or 

executed. Furthermore, each of the pooled experiments may actually not 

share the same scientifi c goals despite some common vocabulary. It is not 

clear that all of the studies of  “ short-term memory ”  or  “ emotion, ”  for 

example, are actually studying the same cognitive processes. The lack of 

precise defi nitions of cognitive processes will continuously contribute to 

the uncertainty that concepts being compared are actually comparable. 

That which may seem to be the same cognitive process to one investigator 

need not be the same to another. 

 It is, therefore, critically necessary that the data being pooled have 

adequate similarities. Clearly, we want to have all of the dependent vari-

ables measured along the same metric. Otherwise, we would, indeed, be 

pooling and averaging  “ apples and oranges. ”  As obvious as this fact is, 

because of the shortage of relevant data, occasionally meta-analytical 

investigators injudiciously mix experiments that may superfi cially seem to 

represent the same cognitive process but actually represent quite different 

tasks. Indeed, it is possible that, given the multifactorial nature of cognitive 

processes, no two cognitive neuroscience experiments should ever be con-

sidered to be equivalent and suitable for meta-analysis. 

 Other sources of bias are generated by the intrinsic variability of the 

sample of subjects. Others are created by technical problems with the MRI 

systems that are used to produce the results. Still other unavoidable prob-

lems are associated with the inevitable quirkiness of the interactions 

between human beings and mechanical systems. 

 Not to be underestimated is the fact that the responses of the biological 

system — the brain itself — are themselves highly variable. Individual brain 

anatomy (and to an unknown degree, its physiology) may vary from 

subject to subject and from group to group. Most cognitive neuroscientists 

agree that here is no a priori reason that every brain must process a stimu-

lus in the same way using the same neural mechanisms at the same brain 

locations as every other brain. 

 Furthermore, the statistical techniques used to carry out the meta-

analyses are not themselves foolproof. Human intervention in setting 

criteria, thresholds, and various tests of the signifi cance of a result can 

profoundly affect what is fi nally produced by a meta-analysis. Even more 
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fundamental, however, is the fact that statistical analyses are only as good 

as their assumptions; all too often even the most basic assumptions such 

as the normality of the response distributions are neither checked nor 

compensated. Many statisticians would be amused by the cavalier attitude 

of some neuroscientists in assuming that their data meet the most basic 

criteria for statistical robustness. 

 It is important as I undertake this essentially gloomy task of identifying 

sources of bias and error that I also point out that the general approach of 

any science is to carry out successively more complex pooling of results in 

its search for synoptic, explanatory, descriptive theories and general laws. 

From this pooling is supposed to emerge a progressive pyramiding of 

knowledge leading to both ever more convergent general principles and 

more precise answers to the main questions being examined. In the fi nal 

analysis, the challenge is to determine whether an average signal (as a 

representative of the general answer to a major question) can be pulled 

from the noise produced by the following sources of bias, error, and vari-

ability in our research strategy. 

 The degree to which we meet this challenge depends on stable and reli-

able measurements and a reasonably high level of correlation between the 

brain and cognitive parameters. Counteracting this goal of reliable data 

and thus valid scientifi c conclusions are a large number of sources of error, 

bias, and variability intrinsic to this complex research environment.   Table 

2.1  is a partial compilation and categorization of such sources.  8   

   Among the most serious sources of bias and inconsistency in this list 

are the psychological and neurobiological issues — the innate variability 

due to differences in our understanding of what are cognitive processes 

and of the complexity of brain mechanisms. Although it is very likely that 

many of the technical and statistical sources of bias can be overcome in 

the future, it is not so certain that the psychological and neurobiological 

sources can be. People are not so easily driven into perfectly standard 

cognitive states, nor are their brain anatomies and neurophysiologies likely 

to be uniform enough to permit easy resolution of some of the problems 

such variability introduces. 

 Now let us fl esh out a few of the more important items in this list. In 

the following sections, I discuss the major categories and a few of the items 

that play an especially signifi cant role in the introduction of bias, error, 

and variability to brain imaging fi ndings. 



  Table 2.1 
 Possible sources of bias, error, and unreliability in meta-analytic research 

 1.   Conceptualization Errors 
  •    Wrong level of analysis 
  •    Underestimation of the diffi culty of the problem 
  •    Heterogeneity of many aspects of sample of experiments 
  •    High expectations hold for objective methods 
  •    Poor defi nition of psychological independent variables 
  •    Limits of the subtraction method 
  •    Poor, uncommon, or nonequivalent metrics 
  •    Diffi culty in using three-dimensional locations as a dependent variable instead 
of a simpler measure of one-dimensional effect size 
  •    Confusing transmission codes with cognitive psychoneural equivalents 
  •    Assuming that pooling data will always give you a better (i.e., convergent) result 
  •    Anticipation errors that permit the current consensus to  “ beg the question ” ; 
specifi cally, the idea that cognitive can be modularized and brain regions localized 
  •    Vested interests (e.g., funding availability and existing laboratory facilities) 

 2.   Selection Biases 
  •    Inadequate search method 
  •    Apples and oranges; diversity of experimental intent 
  •    Nonrefereed or inadequately peer-refereed researches — the  “ gray literature ”  
  •    Publication bias; the  “ fi le draw ”  problem (the disappearance of negative results) 
  •    Required attentional effort 
  •    Sample size differences 
  •    Experiments with multiple tasks mixed with those involving single tasks 
  •    Differences in reported number of peaks 
  •    Underpowered experiments 
  •    Inadequately reported methodology 
  •    Analysis differences 
  •    Quality differences 
  •    Visibility differences (citation rates) 
  •    Mixing PET and fMRI experiments 
  •    Inability to distinguish high-quality from  “ junk ”  experiments 
  •    Absence of key information on conditions of experiments 

 3.   Errors in Original Experimental Design 
  •    Nonindependent data (double dipping) 
  •    Lack of permutation analysis 
  •    Loss of single-subject data as a result of pooling and data smoothing 
  •    Low power because of small sample size 
  •    Poor appreciation of differences between sensory and motor, on the one hand, 
and complex cognitive representations, on the other 
  •    Inadequate control of experimental conditions 

 4.   Cognitive Variability 
  •    Vagueness in instructions 
  •    Lack of stimulus control 
  •    Poorly defi ned cognitive responses 
  •    Variability in subject ’ s cognitive state and strategies 
  •    Interference from uncontrolled cognitive states 
  •    Subject ’ s affective state 
  •    Restricted subject diversity 
  •    Test-retest intervals 
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 5.   Technical Artifacts 
  •    Intended fl uctuations in magnetic fi eld strength in fMRI systems 
  •    Uncontrolled variations in fi eld strength 
  •    Subject body, head, and jaw movements 
  •    Uncontrolled blood pressure and other orthostatic factors 
  •    Other uncontrolled autonomic responses 
  •    Magnet acoustic noise 
  •    Equipment signal-to-noise ratios 
  •    Interlaboratory procedural and statistical differences 

 6.   Decision Criteria 
  •    Arbitrary variations in thresholds 
  •    Arbitrary variations in signifi cance criteria 
  •    Overemphasis on peak activations 

 7.   Neurobiological Variability 
  •    Natural variability in brain responses to the same stimulus or task 
  •    Individual differences in brain anatomy 
  •    Individual differences in brain physiology 
  •    Inadequate brain maps 
  •    Inadequate language for localization 
  •    Inadequate localization coordinates 
  •    Fatigue and vigilance 
  •    Variations in physiological noise with magnet strength 

 8.   Statistical and Methodological Errors in Meta-analyses 
  •    Complexity of three-dimensional statistical analyses 
  •    Preanalysis or pooling of experimental data resulting in loss of data (data 
pooled are data lost) 
  •    Using high criterion thresholds resulting in distributed areas being characterized 
by the maximum value of the activation peaks 
  •    Using low criterion thresholds resulting in too many or too broad brain areas 
being considered to be activated 
  •    Mixing variable thresholds or signifi cance criteria 
  •    Nonnormal distributions of data 
  •    Lack of a common metric 
  •    Voxel size differences between experiments 
  •    Different analysis methods 
  •    Attempting to average spatial patterns 
  •    Pooling nonequivalent data 
  •    Artifi cially elevating type II errors by attempts to minimize type I errors 
  •    Attempting to achieve signifi cance from a pool of nonsignifi cant studies 
  •    Balance of hits and false alarms 
  •    Ex post facto narrative  “ just so ”  stories 

Table 2.1
(continued)
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 2.4.1   Conceptualization Errors 

 By conceptualization errors, I am referring to that category of a priori 

 “ beliefs ”  that come from some deep and usually covert place in our cogni-

tive schemas. It is there where we keep those assumptions and premises 

that guide our scientifi c behavior. This is what we mean by the Zeitgeist —

 the implicit consensual agreement on issues that we, as a scientifi c com-

munity, take for granted. In actual fact, these beliefs may represent ideas 

that have been confi rmed as well as some that have not yet been confi rmed. 

Here we are on the edge of philosophical speculation — discussion of pos-

sibilities and alternatives, but for which we have little empirical support. 

 One of the most important of these conceptualization errors is the 

uncritical acceptance that the level at which we  can  measure is the level 

at which answers are to be found. In the case of the mind-brain relations, 

our ability to record fMRI or EEG brain signals is widely interpreted as a 

pathway to solving the great mind-brain problem.  9   

 Another conceptualization error is the high expectations that we have 

for the meta-analysis approach in answering some of our most complex 

mind-brain problems. The fact that meta-analyses use a formal and  “ objec-

tive ”  method sometimes clouds the fact that in many cases such methods 

cannot compete with the incredibly high pattern recognition capability of 

the human to infer meaningful integrative narrative (i.e., nonmathemati-

cal) conclusions from the results of our studies. It is not necessarily the 

case that these complex statistical methods are going to provide us with 

anything more than can a critical narrative of the data. 

 The sheer length of the list of potential sources of bias presented here 

is testimony to the many obstacles that stand in the way of successful 

meta-analyses. The assumption that we will converge on a more  “ precise ”  

answer by pooling a heterogeneous mess of what may well be incompatible 

fi ndings remains more a hope than an accomplishment. 

 There are other fundamental conceptualization problems concerning 

how we think about the technical details of the meta-analytical approach. 

Beyond the bare-bones general possibility that it just may not work, all 

meta-analysts are implicitly assuming that the subtraction method can 

accomplish that which it sets out to do, that is, to distinguish between the 

salient and irrelevant responses to control and experimental conditions. 

An argument can be made that the subtraction of the BOLD values obtained 

in experimental and control conditions, respectively, does not necessarily 
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refl ect differences in neural states (see, for example, Sirotin  &  Das ’ s [2009] 

work dissociating neural responses from the fMRI BOLD-based response). 

For several reasons, therefore, it seems plausible, if not likely, that underly-

ing microscopic neuronal network states may differ wildly from each other 

even though fMRI images indicate no difference. This, of course, remains 

a matter of considerable contention; however, the point is that a naive 

acceptance of the differencing procedure may be a major potential con-

ceptual source of bias in meta-analyses. 

 Other important implicit assumptions and postulates built into the 

meta-analytic approach usually go unmentioned in the empirical litera-

ture. The fact that some portions of the brain (e.g., the sensory primary 

projection regions and motor pathways) may serve transmission functions 

while other more central regions represent or encode more elaborate cogni-

tive processes (e.g., decision-making or emotions) raises the possibility that 

the neural processes and mechanisms used by the two domains may be 

substantially different.  10   Therefore, approaches, models, theories, and 

explanations that are effectively used in one domain may not be relevant 

in the other. Indeed, the extrapolation of ideas and concepts from the rela-

tively simple sensory and motor regions to the  “ association ”  cortex may 

be one of the major sources of bias in the fi eld. 

 Finally, the most general conceptualization bias of all arises from the 

assumption that the meta-analysis approach works! Despite the widespread 

application of this technology in modern psychology and cognitive neu-

roscience, the validity of this approach has not yet been confi rmed. There 

is still no  “ proof ”  that the answers that we get by pooling data are better 

than the outcome of a single well-designed experiment. One peculiar effect 

to the contrary, for example, is known as the Simpson paradox (Simpson, 

1951), in which the pooling of two signifi cant sets of data leads to an 

insignifi cant result. Wager and Smith (2003) offered one explanation for 

this anomaly. They noted that because of the variability of the position of 

what may appear as a peak of activation from study to study, there is always 

the possibility of two highly signifi cant peaks in the individual studies 

being canceled out (i.e., falling below signifi cance) when the data are 

cumulated because of slight differences in position. Wager and Smith 

also argued that particularly noisy control conditions could also contribute 

to the lowering of acceptable signifi cance levels in the cumulated meta-

analysis resulting in increased type I errors — false positives. 
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 In general, as with many other proposed panaceas, the use of meta-

analyses raises serious questions concerning their most fundamental 

assumptions. Indeed, as we see in the later chapters of this book, there is 

a compelling suggestion that the sources of bias, error, and variability are 

so great in this kind of cognitive neuroscience that pooling the results of 

a diverse set of experiments inevitably leads to an increase in variability 

rather than convergence on a general answer. 

 In the sections that follow, I delve more deeply into some of the problems 

involved in using the meta-analytic methods. The continuing question is 

whether or not these biases are insurmountable or can be accommodated 

in a way that makes the method work to the advantage of cognitive neu-

roscience research. 

 2.4.2   Selection Biases 

 If the conceptualization biases were disturbing to some, many other cogni-

tive neuroscientists would argue they are only  “ philosophical ”  and can be 

put aside, at least for the time being. However, of much more immediate 

concern, the basic methodology of a meta-analysis requires that we select 

a number of related experiments for the analysis. The problem of which 

criteria will be used to select which experiments are to be included in a 

meta-analysis thus arises. Despite the fact that there is plenty of practical 

advice for the selection of research reports for a meta-analysis, much of 

this advice is useless, and the process is fraught with opportunities to 

engender errors, biases, and undesirable variability. 

 Some of these sources of bias and error in the selection process are due 

to the inappropriate pooling of data that do not fi t together for statistical 

or content reasons. For example, the fi ndings may not be represented along 

the same dependent variable dimension. In addition, the cognitive pro-

cesses under examination may not be the same despite vague superfi cial 

vocabulary similarities. Beyond the lack of congruity, however, there are 

some very fundamental errors that mislead or misdirect the most careful 

meta-analyzer into inadvertently either including irrelevant or excluding 

relevant reports. 

 A meta-analysis may be biased from the start by inadequate search 

methods. Prior to the advent of Google and other search engines, study 

selection was always a hit-or-miss procedure in which author familiarity, 

citation rates, or journal prestige could lead to unbalanced selections. Dif-
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ferent experimental procedures often led to pooling of experiments that 

may have initially seemed, but were eventually not, comparable. 

 The availability of such extraordinary search devices such as Google 

Scholar and the availability of vast online university libraries help enor-

mously in broadening the search process and bringing together what 

otherwise might be obscure and, thus, overlooked but relevant reports. 

However, computerized searches also can lead to bias in the selection 

process by incorporating items that may have shared only an ambiguous 

vocabulary. Nevertheless, it is still possible to miss a critical item or include 

a spurious one. Human judgment is still needed to distinguish between 

high- and low-quality studies; simple measures such as the number of 

subjects often are insuffi cient to determine that decision. 

 Prior to evaluating the quality of an experiment is the task of fi nding 

it. Even the simplest Google search (or those using PsychINFO,  MEDLINE , 

the Web of Science, EBSCO, the Library of Congress, or any other of the 

increasing list of search engines) will lead to an enormous number of 

responses. These lists may be redundant and indiscriminate and, thus, all 

too inclusive. For example, the simple Google search for  “ fMRI learning ”  

I personally carried out produced about 623,000 results in the latter days 

of 2010 and each day the list must increase as new research is published. 

 The list of potential reports to be included can, of course, be pared down 

by the inserting of more and more qualifi ers in the search terms for each 

list; for example, when I searched for  “ fMRI learning skill ”  the count 

dropped  to about 119,000 results — a number that is still too large for the 

even the most energetic meta-analyzer. However, each such additional 

search term raises the possibility of the investigator missing truly relevant 

research as the search becomes more selective. Occasionally, some preselec-

tion is effectively carried out by authors of books with encyclopedic or 

synoptic proclivities and tendencies or even by other previously executed 

meta-analyses. Another oft-used source of candidate articles are the refer-

ence lists of the articles that turned up in the original search or in citations 

to those articles. 

 Given the overwhelming number of reports and articles that might be 

included in a typical meta-analysis, the next task is to extract the truly 

relevant research from what may be a huge list of irrelevant responses to 

the search engine ’ s indiscriminate probes. This is no easy task and requires 

both objective and subjective decision making. To begin, it is necessary to 
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adopt certain fi ltering criteria to weed out the irrelevant candidates. It is 

here that judgmental factors must be invoked to establish informal (i.e., 

qualitative) standards for inclusion or exclusion of each particular candi-

date research report. Doing so may require the establishment of a coded 

system in which the various attributes of an article are represented by 

simple symbols. For example, an  “ F ”  might refer to an fMRI-based experi-

ment and a  “ P ”  to a PET-based one. A numeral may refer to the number 

of subjects used. Coding schemes such as this can help to produce some 

objective and useful criteria for selecting a report for inclusion or exclu-

sion. However, in the fi nal analysis, no matter how simple, complex, or 

effective the coding scheme may be, human intervention will ultimately 

be necessary. 

 Another important feature used for selection is the nature of the task —

 does it fi t well with the overall topic of the meta-analysis? A discerning 

researcher must also ask whether or not there was a well-defi ned control 

condition. The gender and age of the panel of subjects used in the experi-

ment may also be signifi cant. Weeding out duplicates, or even worse, 

avoiding duplicate uses of the same data in different published articles is 

also something that is essentially a human task. 

 Other criteria may have to be used be to distinguish between experi-

ments that have been properly controlled and represent reasonably rele-

vant cognitive tasks, on the one hand, and those that may have only a 

superfi cial similarity to the cognitive process under investigation, on the 

other. Most important of all in the cognitive neuroscience context is that 

some method must be developed to encode the properties of the imaged 

response itself. Is the image to be coded simply as the pointlike spatial 

location of an activation peak or as a distributed region of interest? One 

might also ask whether it represents a statistical estimate of the signifi cance 

of the difference between a voxel at one point and some estimate of the 

average value of all measured voxels. 

 Thus, there continue to be some systemic problems in selecting which 

articles are to be included in a meta-analysis. The diffi culty of including 

or not including an article that may have been pulled up in a computer 

search is nothing compared to the problem of dealing with the cryptic 

effect of  “ invisible ”  research. Among the most disruptive of these invisible 

sources is what is called  “ publication bias ”  or the  “ fi le drawer ”  problem 

(Rosenthal, 1979). Publication bias is the underrepresentation of studies 
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(usually negative ones) because they were not submitted or not accepted 

for publication. Not all experiments produce positive results, and yet, few 

if any experiments are published that report negative results. The result is 

that an inordinate weight is attributed to published positive results and 

the ameliorating effects of the unpublished negative fi ndings are excluded 

from the meta-analysis. These unreported, predominately negative, fi nd-

ings (i.e., those that do not reach the criterion level for statistical signifi -

cance) are usually fi led away and forgotten even when their experimental 

design may have been impeccable and their negative fi ndings robust. The 

 “ fi le drawers ”  are fi lled both by disappointed investigators and by editors 

who found the absence of a strong enough positive effect to render a paper 

unacceptable for their journal. Regardless of the source of this kind of 

publication bias, the effect is the same — the interpretations drawn from 

the pooled experiments may be wildly off the mark. If we add a large 

number of negative results to a few positive one, the results may change 

completely. No one knows how many negative results are out there, but 

they may represent a massive source of bias. 

 Publication bias is not a new phenomenon. Dickersin (2005) pointed 

out that it has been appreciated to be a problem since the seventeenth and 

eighteenth centuries. As eminent a scientist as Robert Boyle (1627 – 1691), 

Dickersin notes, wrote about the problems generated by investigators sup-

pressing some of their unappealing or inconsistent results. Dickersin went 

on to quote Gould (1987) as asserting that: 

 Few people outside science (and not nearly enough people inside) recognize the 

severe effects of biased reporting. The problem is particularly acute, almost perverse, 

when scientists construct experiments to test for an expected effect. Confi rmations 

are joyously reported; negative results are usually begrudgingly admitted. But, null 

results — the failure to fi nd any effect in any direction — are usually viewed as an 

experiment gone awry. (Dickersin, 2005, p. 16) 

 The failure to account for or incorporate negative or null studies that 

have not been published in a meta-analysis is paralleled by a profusion of 

reports that may have been published in second-tier or unrefereed outlets. 

This bias results from what is known as the  “ gray literature. ”  Many profi t-

making companies have their in-house journals as well as their fi nancial 

stakes in supporting work in which a positive outcome is desired and, thus, 

foreordained. Much of this work is of a marginal nature unencumbered by 

peer review. With the coming of online accessibility has come access to 
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publication outlets that are not constrained by the fi lters imposed by old-

fashioned journals with their boards of reviewers and editors.  11   Thus, some 

research may rise to a level of visibility that gives them more creditability 

than they might otherwise deserve. In short, the gray literature gives undue 

infl uence to investigations whose conclusions may be more positive than 

they deserve. 

 There is the further practical problem of the amount of the reviewer ’ s 

energy required by the search and selection process. A careful perusal and 

analysis of potential reports for a meta-analysis are mandatory. In some 

cases, the stimulus or intent is easy to determine (for example in the search 

for drug effects, where the dosage and the medical outcome may be rela-

tively precisely measured and stated). In others, for example those explor-

ing cognitive processes, it is not always clear what the investigators were 

about; words such as  “ emotion, ”   “ thinking, ”  or  “ learning ”  may be umbrel-

las for a host of superfi cially similar but actually quite different cognitive 

processes. Similarly, a hypothetical taxonomy of what are considered to be 

different types of learning (e.g., skill, episodic, rote, conditioning) may 

obscure the fact that all of these types are actually examples of some more 

general psychological or neural process. 

 The situation is further confused by experimental designs in which 

multiple infl uential factors are either intentionally or unintentionally con-

founded. Therefore, it can take a great deal of concentration and careful 

scrutiny of the stylistic manner in which cognitive neuroscience literature 

is reported to unearth the actual intent of an experiment. Simple perusal 

of the titles of candidate articles is likely to be insuffi cient to determine 

that two articles are actually examples of the same cognitive process. Simi-

larly, the same words may be used to describe two quite differential experi-

mental goals. The  “ apples and oranges ”  criticism — that often investigations 

are pooled that do not have the necessary correspondence to justify their 

inclusion in the same meta-analysis — can thus come in both explicit and 

implicit forms. 

 2.4.3   Errors in Original Experimental Design 

 Although the selection process may be biased by the accessibility or visibil-

ity of the candidate articles or the diffi culty in establishing relevance, there 

are other subtle factors involved in the original design of the experiments 

that also tend to introduce bias, errors, and variability into any meta-
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analysis. In the past 2 or 3 years there have been a number of critical 

analyses made of the protocols used in carrying out and analyzing the 

results of cognitive neuroscience experiments that tend to diminish our 

confi dence in the quality of their design. 

 One of the most subtle but serious experimental design errors is the 

omission of a random permutation control condition in any experiment. 

Nowhere is this best illustrated than in the work of Ihnen, Church, Petersen, 

and Schlaggar ’ s (2009) experiment on gender differences in language. They 

initially reported that they found some signifi cant gender differences 

between the fMRI images obtained from two groups of 10 men and 10 

women, respectively. However, when they mixed the men and women into 

two different groups, each of which had fi ve men and fi ve women (which 

presumably should have washed out the gender differences), they discov-

ered that equally signifi cant, albeit different, regions of the brain were 

activated. The suggestion is that the gender differences suggested by the 

images may have been meaningless; that any two groupings of subjects 

(especially when their numbers are small) may produce what appear to be 

brain image differences. 

 Other kinds of questionable experimental design may also lead to biases 

and errors. A particularly vigorous controversy was engendered in recent 

years by the work of Vul, Harris, Winkielman, and Pashler (2009) in their 

review of the literature on what had come to be called  “ social neurosci-

ence. ”  The fi eld had grown substantially in the last decade with what 

appeared in retrospect to be some extraordinary fi ndings. Vul and his col-

leagues noticed what appeared to be unusually high correlations between 

fMRI images and cognitive reactions in social situations. Indeed, the cor-

relations were so high, given the amount of expected variability in both 

the fMRI images and the social cognitive measures, that Vul and his col-

leagues concluded that they must be exaggerated. On an examination of 

the literature, they found a pervasive design error in 54 reports associating 

the two kinds of responses. That design error was  “ double dipping ”  — 

using the same sample of voxel scores to both identify the salient peaks 

and to correlate with the behavioral measures. 

 This problem has been also been discussed by Kriegeskorte, Simmons, 

Bellgowan, and Baker (2009) for both brain images and single-cell neuro-

physiology research. In a recent follow-up, Fiedler (2011) makes a compel-

ling argument that the problem discussed in the Vul et al. paper is far more 
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pervasive throughout science than Vul and his colleagues argued. Indeed, 

Fiedler asserts that our entire paradigmatic program of research is replete 

with efforts to enhance effect size by restricting the values of variables so 

that our results are often  “ idealized, infl ated effects ”  (p. 163). Much more 

has to be said about this draconian interpretation of what may be a con-

siderably more serious problem throughout cognitive science than just its 

application to brain imaging. 

 It is not known what the impact of these experimental design errors is 

on the entire fi eld of cognitive neuroscience. However, the substantial 

inconsistency of the results for what are supposed to be comparable situ-

ations suggests that the very validity of many experimental fi ndings may 

be an issue in the future. It is seems appropriate that we at least consider 

the possibility that much of brain imaging data being published these 

days is simply an expression of very complex systems responding to a 

number of uncontrolled variables in a way that, for practical purposes, may 

approach randomness. 

 2.4.4   Subject Variability 

 Although the conceptual, selection, and design sources of bias in brain 

imaging work can be controlled to a degree, the major source of variability —

 that generated by the human subject — is much more diffi cult to control. 

The diffi culty of controlling the psychological states of experimental sub-

jects remains one of the most important sources of bias, error, and vari-

ability throughout the entire cognitive neuroscience enterprise. 

 The problem is that even the most precisely defi ned stimulus (for 

example, a well-metered brief fl ash of light) can produce vastly different 

neural and cognitive results depending on variable individual responses 

and interpretative and situational factors. Even the  “ simplest ”  psycho-

physical responses are not determined solely by the physical dimensions 

of the stimulus but also by the relationships in time and space between 

stimuli. Perhaps the most famous of these disassociations of percept and 

physical stimuli was demonstrated in the work of Land (1977). In this 

experiment, he showed that the color experience of a patch of light was 

severely altered by the spatial arrangement of surrounding patches of other 

colors. Phenomena such as illusions and contrast effects in which the 

percept does not follow the stimulus are also well known.  12   Furthermore, 

even the simplest well-controlled sensory study is also infl uenced by the 
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instructions to the subject. A slightly different formulation of the question 

or different psychophysical procedures can produce substantially different 

results. 

 The problem is further exacerbated in higher-level cognitive studies by 

the fact that the stimuli and tasks are not anchored to well-defi ned physical 

stimuli (as they are in sensory or motor studies) but to interpretations 

made by the subjects of what their task is supposed to be. It is, therefore, 

not always certain what cognitive response will be elicited by instruc-

tions to think or not think about a particular event. This results in poor 

stimulus control and eventually noisy, variable, and biased responses from 

the subject. 

 The problem of holding a subject ’ s cognitive state constant during the 

course of an experiment is also always present. Given that human cogni-

tive processes are in a constant state of change (the stream of consciousness 

described by William James, 1890), it is not only diffi cult to defi ne the 

salient part of a stimulus, but also to track what is clearly a moving target —

 the resulting cognitive activity. In only a few experiments is there any 

assurance that the cognitive state desired by the experimenter is main-

tained from trial to trial, from day to day, or, most seriously, from subject 

to subject. Indeed, in some cases, the results may be paradoxical; for 

example, any admonition on the part of the experimenter  “ not ”  to think 

about something is almost certain to evoke the forbidden thought. Cogni-

tive state control, beyond that dictated by the simplest kind of sensory 

stimulation, is most likely an illusion; its absence contributes to the noise 

and, thus, to the variability and error rate in any experiment that compares 

cognitive processes and brain images. 

 Interday replications for a single subject are also confounded by the 

simple fact of that subject having participated in the experiment previ-

ously; the situational environment of the next day cannot be identical to 

that of the previous day just because there was a previous day. This effect 

is conceptualized in Bayesian theory in which previous experience or esti-

mates (the prior probabilities) are shown to modify the outcome (the 

posterior probabilities) of an experiment. In short, people ’ s cognitive 

responses are not completely controlled by the momentary stimulus; they 

are also infl uenced by their previous experiences and other internal infl u-

ences (such as their affective state) over which the experimenter may have 

far less control than is usually thought. 
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 I have already spoken of the importance of the relationship between 

relatively small sample sizes and the power of the experiment. A related 

issue is the diversity of the subjects in any experiment. In many current 

studies, the sample population is drawn from a convenient pool of avail-

able college students. Indeed, there is an explicit tendency to try to smooth 

out the variations in the fi ndings from individual subjects by selecting such 

a homogeneous group. However it is not at all certain that the other factors 

involved in determining the outcome of an experiment, factors such as 

smoking or age or educational level, might not introduce further variability 

into experimental results. Thus, efforts to make the sample of subjects 

homogeneous have the unintended consequences of making the results 

less able to be generalized to the entire population. The general problem 

of unrepresentative, restricted samples (e.g., college sophomores in psycho-

logical research) has been discussed in what is now considered to be a 

classic paper (Sears, 1986). A more recent demonstration of the persistence 

of this problem can be found in an article by Hogben (2011). 

 2.4.5   Technical Artifacts 

 If the uncertainty about the stability of the cognitive response is almost 

unmanageable, there are many other biasing factors that are much more 

amenable to further technical improvements. Although different versions 

of the same model of a MRI system may be designed to be as similar 

as possible, the magnetic fi elds of these complex machines can vary from 

system to system. Magnetic fi eld strength can strongly infl uence the images 

that are generated. Similarly, the type of analysis used to reconstruct an 

image from the radiofrequency signals emanating during the magnetic 

relaxation period can infl uence the nature of the reported regional 

activations. 

 MRI machines are also famously noisy, and these acoustic artifacts can 

also unintentionally infl uence the neural responses by injecting unwanted 

sensory stimuli. However, it is the behavioral relationship of the subject 

and the MRI machine that is probably among the greatest source of errors 

and bias in research of this kind. To provide a good MRI image, subjects 

must hold themselves stable and unmoving for extended periods of time. 

Simple muscular movements, for example of the jaw, respiration, or even 

of the intestines, can also distort an image. So, too, can blood pressure 

changes, often unavoidable due to the claustrophobia-creating enclosed 
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space of the standard MRI system introduce distortions. Variations in the 

hardware can also produce poor signal-to-noise relations in which event-

related averaging or multiple scanning is required. 

 A further technical problem is that not all of the parts of the brain are 

equally easily imaged with fMRI systems. The orbital frontal cortexes, the 

anterior lobes of the brain over the eyes, are close to the sinuses. The 

sinuses are fi lled with air, and the interfaces between air and brain tissue 

can grossly distort or attenuate the fMRI image (Kringelbach  &  Rolls, 2004). 

Early studies with MRI and PET systems were notorious for not being able 

to produce strong signals from the temporal lobes (Cabeza  &  Nyberg, 

2000). 

 The positive aspect of these technical sources of bias, error, and vari-

ability is that they are all potentially resolvable. New machines, new ana-

lytical procedures, and even such simple physiological practices as breath 

holding can eliminate or minimize many of these sources of bias. This 

cannot be said for the next category of bias sources. 

 2.4.6   Decision Criteria 

 Once the data have been accumulated and are ready for processing, there 

is another opportunity for bias to infl uence the conclusions drawn from a 

research project. This concerns the decisions that have to be made concern-

ing how an investigator goes about interpreting the new data. One impor-

tant decision concerns the threshold at which a candidate activation will 

be considered as acceptable as a real one as opposed to a part of the noise. 

This may be in terms of the contrast level of the image or the probability 

at which a response will be considered to be signifi cant. Obviously, high 

thresholds and demanding  p  levels will tend to restrict the responses to 

narrow regions of the brain, and low thresholds and modest  p  levels will 

produce more broadly dispersed responses. For all practical purposes, such 

decisions are arbitrary; nevertheless, they can lead to massive differences 

in the conclusions drawn. Indeed, whether or not an activation peak will 

be detected is largely a result of an arbitrary decision concerning the 

threshold. 

 There is probably no sure method of formalizing the choice of a thresh-

old; the necessity to do so is a direct result of the stochastic properties of 

the mind-brain problem being studied. Nevertheless, it is critical in this 

kind of research that it is always kept in mind that the pattern of brain 
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activations is very much a function of key decisions made in the experi-

mental protocol as well as of the brain ’ s neurobiology — the next topic of 

concern. 

 2.4.7   Neurobiological Variability 

 In addition to the relatively uncontrollable psychological states discussed 

earlier, the neurobiology of the brain introduces many uncertainties that 

can bias the outcome of even the best-controlled experiment. Among 

the most notable is that the human brain varies in its gross anatomy 

from person to person. Although the courses of the major sulci (i.e., the 

lateral and central fi ssures) are relatively fi xed from person to person, the 

courses of the minor sulci differ substantially from subject to subject. It 

has been suggested (Richman, Stewart, Hutchinson,  &  Caviness, 1975) 

that the details of the gross anatomy of the cerebral hemispheres are the 

results of the random buckling of the cortical surface of the brain as it 

grows within the confi nes of the rigid and unyielding skull rather than 

preprogrammed genetic factors. As a result, sample diagrams of the brain 

may not adequately describe normal intersubject variations in the anatomy 

of the sulci. 

 Thus, brain maps are generally inadequate to specify precisely locations 

on individual brains or the extent of regions of activation as discussed in 

the introduction to this chapter. Attempts have been made to develop 

standard maps using key reference points such as the anterior and posterior 

commissures (Talairach  &  Tournoux, 1988) and, by this means, locate 

regions in the brain within a three-dimensional coordinate system. 

However, although widely used, even these methods are still not perfect 

in designating brain locations because individual brain anatomy may differ 

from the standard set by the Talairach and Tournoux coordinates. 

 At a more microscopic level, it is, of course, not known what neuronal 

nets are instantiating particular cognitive functions. However, from a 

purely logical point of view, it does not seem necessary that exactly the 

same neuronal network processes are always representing or encoding 

what appear to be common cognitive processes. It is at this level that the 

greatest mysteries lie. This microscopic neuronal network level is where 

most cognitive neuroscientists think the mind is encoded in what may be 

the most complex interaction process of all instead of the macroscopic 

level to which the fMRI is sensitive. Brain imaging devices are blind to this 
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level of detail; invisible infl uences biasing the results of an experiment are, 

therefore, inevitable. 

 2.4.8   Statistical and Methodological Errors in Meta-analyses 

 The processing of information from an fMRI system is a computationally 

intensive and complex task. Not only is there a huge amount of informa-

tion to be summarized but the raw radiofrequency signals must be pro-

cessed by elaborate techniques often involving demanding analyses to 

produce a visual image. 

 My favorite example of the many steps involved in analyzing fMRI 

signals is from the work of Newman, Greco, and Lee (2009), a quotation I 

have used previously (Uttal, 2011). The many computational steps involved 

in this single experiment remind us of the multiple potential sources for 

biases and errors to produce highly variable data. Newman, Greco, and Lee 

describe their methodology in the following words. 

 The data were analyzed using statistical parametric mapping (SPM2 from the Well-

come Department of Cognitive Neurology, London). Images were corrected for slice 

acquisition timing, and resampled to 2  ×  2  ×  2 mm voxels. Images were subsequently 

smoothed in the spatial domain with a Gaussian fi lter of 8 mm at full-width at half 

maximum. The data were also high-pass fi ltered with 1/128 Hz cutoff frequency to 

remove low-frequency signals (e.g., linear drifts). The images were motion-corrected 

and the motion parameters were incorporated in the design estimation. The EPI 

data were normalized to the Montreal Neurological Institute (MNI) EPI template. At 

the individual level, statistical analysis was performed on each participant’s data by 

using the general linear model and Gaussian random fi eld theory as implemented 

in SPM2. Each event (trial) was convolved with a canonical hemodynamic response 

function and entered as regressors in the model (Friston et al., 1995). Although there 

were two phases for each trial (plan and execute) only one regressor that encom-

passed both phases was used in this analysis. (p. 131) 

 At each step of their analysis, which may be impeccable in some fun-

damental technical sense, opportunities for distortion abound. Every time 

data are  “ smoothed, ”   “ convolved, ”   “ normalized, ”  or  “ fi ltered, ”  changes are 

introduced that could lead to different conclusions about what is happen-

ing in the brain — if not in this particular experiment, then in many others, 

not to mention that voxel size, Gaussian fi lters, and cutoff frequency also 

represent arbitrary choices. 

 When meta-analyses are carried out, further opportunities for distortion 

of the pooled data are introduced. The act of combining or pooling results 
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from different experiments loses considerable amounts of what otherwise 

might be useful data. Not all experiments use the same measure of activa-

tion; simple coordinates or narrative summary descriptions of brain regions 

introduce considerable uncertainty, as do the variety of analytic methods 

used in the original experiments. Specifi c experimental designs attempting 

to control type I errors may inadvertently lead to an increase in the number 

of type II errors (Lieberman  &  Cunningham, 2009). Arbitrary thresholds 

and questionable procedures to combine spatial patterns may also intro-

duce errors and biases into the data and lead to false interpretations of the 

phenomena we are seeking to understand. Indeed, the most basic strategic 

question can also be asked about the entire meta-analysis enterprise — does 

the effort to achieve signifi cance by pooling insignifi cant data actually 

work? The answer to this rhetorical question is an empirical one that lies 

in the future, a future that is beginning to be clarifi ed by the empirical 

data discussed in chapter 3. 

 Potential biases, errors, and or sources of variability of this kind are, of 

course, not unique to the meta-analyses of cognitive neuroscience data. 

They are common to any experimental attack on any issue of importance 

that is characterized by what were from the start heterogeneous and vari-

able data. However, they are of special concern to the meta-analysis 

approach because of the many conceptual, technical, and methodological 

steps inherent in the statistical methods that lie between the raw data and 

the conclusions to be drawn from pools of them. There already have been 

a number of examples, most notably those of Vul and his colleagues and 

of Ihnen and his, illustrating that the problem of cryptic biases may be far 

more pervasive in brain imaging than is generally appreciated. 

 In sum, the complexity of a psychobiological or cognitive neuroscience 

experiment is enormous, and the potential for many different kinds of bias 

and errors is always present. There are, therefore, many reasons why the 

results forthcoming from our efforts to associate particular brain loci with 

particular cognitive processes, even when bolstered by the best possible 

meta-analytic methodology, would be expected to be extremely variable, 

if not patently inconsistent. My ultimate goal in evaluating and decon-

structing the meta-analyses in this book is to determine just how consis-

tent are the results published in the cognitive neuroscience literature in 

recent years. 
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 2.5   Pros and Cons of Meta-analysis 

 In the previous sections I surveyed and reviewed a number of the sources 

of bias, error, and variability that may occur when one conducts a meta-

analysis. This list tabulated a number of potential diffi culties, many of 

which were appropriately raised by investigators carrying out studies of 

this kind. In addition to these self-criticisms (most of which were warnings 

about potential problems with their own studies rather than with the 

general meta-analytic approach), there have been other criticisms by critics 

who looked at the problem from a more general point of view. 

 From the modern inception of meta-analysis by Smith and Glass (1977), 

there was considerable criticism of the whole approach; not the least, but 

perhaps the fi rst, was by Eysenck (1978).  13   Referring to meta-analysis as an 

 “ exercise in mega-silliness ”  (p. 517), Eysenck argued:  “ The notion that one 

can distill scientifi c knowledge from a compilation of studies of poor 

design, relying on subjective, poorly validated, and certainly unreliable 

clinical judgments, and dissimilar with respect to all the vital parameters, 

dies hard ”  (p. 517).  14   

 Eysenck (1994) later published a more reasoned criticism of meta-

analysis suggesting that the years had not cooled his pen or his opposition. 

In a much more specifi c attack than that provided in the  “ mega-silliness ”  

article, he pointed out among other problems that: 

  •    The selection rules make the meta-analysis much too inclusive, often 

weighting the worst studies equally with the best. 

  •    At the same time, having specifi c criteria meant that some relevant 

research would be excluded. 

  •    Although linearity of effects is assumed, many effects are nonlinear. 

  •    Effects are probably more often multivariate than univariate. (Abstracted 

from Eysenck, 1994) 

 Others joined the battle criticizing the meta-analytic approach shortly 

after Eysenck ’ s critique including Shapiro (1994) and Feinstein (1995) in the 

fi eld of epidemiology. Sim and Hlatky (1996), speaking in an editorial of the 

 British Medical Journal,  argued that the basic idea of pooling small studies to 

produce higher-power summaries was questionable. Their main argument 

was that the pooled data from several different experiments often led to 
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results that did not agree with a comparable single, large-scale experiment. 

They cited a comparison between a meta-analysis carried out on eight small 

studies and a single large study involving 58,050 patients; the former 

(Yusuf, Collins, MacMahon,  &  Peto, 1988) suggested that intravenous injec-

tion of magnesium would help 55% of patients to avoid a second heart 

attack; the latter (Anonymous, 1995) saw no positive effect of this chemical 

treatment. The disappearance of signifi cant effects between meta-analyzed 

and mega-analyzed data is known as the Simpson paradox (Simpson, 1951). 

 Other authors, such as Hunter and Schmidt (1990), although strong 

proponents of the meta-analytic approach (they have written one of the 

standard texts in the fi eld), felt the need to enumerate and counter the 

increasing number of criticisms of meta-analyses. Their counterargument 

for the  “ apples and oranges ”  criticism was especially interesting if not 

particularly illuminating. They argued that however different the studies 

may be in terms of the independent variable, they still may have the same 

dependent variables. This logical argument is analogized to a scale that can 

weigh  “ apples and oranges ”  and produce a joint weight without any 

problem. They argue:  “ . . . if there is a meaningful way to associate numbers 

with apples and oranges, then there will be meaningful ways to compare 

these numbers. Mean and variance of such numbers are often useful in 

such comparisons ”  (p. 517). 

 To this  “ logical ”  argument, they added a methodological one. They 

suggested that any differences between experiments (which would render 

them as  “ apples ”  and  “ oranges ” ) could be accounted for by what are called 

 “ moderator variables. ”  In other words, studies may be affected by some 

cryptic variable in a way that makes them seem to fall into separate  “ apple 

and orange ”  categories when actually they are not that different. Hunter 

and Schmidt counter this apparent problem by noting that:  “ However, the 

fact that the studies are  “ different ”  in this logical sense does not in any 

way imply that the studies are different in any way that is relevant to the 

variables studied in the meta-analysis. The difference may be entirely irrel-

evant ”  (p. 518). 

 The problem with the concept of such a moderator variable is that it 

may be enormously diffi cult to identify in the multifactorial type of experi-

ments so common in psychological studies. A very infl uential moderator 

variable may be so deeply embedded in the experiments that it remains 

invisible to even the most effi cient analytic procedure. 
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 Rosenthal and DiMatteo (2001) provided one of the best-balanced dis-

cussions of the pro and cons of meta-analyses for the psychological com-

munity. They pointed out that whatever criticisms may be valid for 

meta-analyses are probably also valid for individual studies. However, from 

my point of view, their main contribution was identifying other persistent 

problems with the whole approach. They reemphasized the  “ fi le drawer ”  

problem (fi rst highlighted by Rosenthal, 1979) but argued that this was 

not so much a formal statistical bias as it was  “ . . . a more serious bias in 

research sophistication ”  (p. 66). 

 On a more formal level, Rosenthal and DiMatteo also noted that there 

was a potential problem with the nonindependence of effects. For example, 

all of the articles that come from a single laboratory may have to be consid-

ered as interdependent and may have to be combined using rules that are 

different from those used for data coming from different laboratories. This 

is an especially insidious bias when the fi ndings from the individual labora-

tory share data from what are otherwise intended to be independent studies. 

 Rosenthal and DiMatteo also argued that the  “ apples and oranges ”  bias 

was highly overstated. They joined Hunter and Schmidt (1990) in arguing 

that there are some situations in which it is useful to combine results from 

what appear to be quite different experiments. Again, if it is possible to 

identify moderator variables, then sense may be made of what might ini-

tially have seemed to be nonsense. 

 In a comprehensive review of criticisms of meta-analysis, Borenstein, 

Hedges, Higgins, and Rothstein (2009) (who are also generally supporters 

of the meta-analysis approach) summarized many of the criticisms of the 

approach, each of which they then rebutted. Their list included the fol-

lowing items: 

  •    One number cannot summarize a research fi eld. 

  •    The fi le drawer problem invalidates meta-analyses. 

  •    Mixing apples and oranges leads to nonsense. 

  •    Garbage in, garbage out. 

  •    Important studies are ignored. 

  •    Meta-analysis can disagree with randomized trials. 

  •    Meta-analyses are performed badly. (p. 378) 

 Although I have already dealt with some of these problems, there are 

several that have not been previously mentioned. For example, the fi rst 
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item mentioned by Borenstein and his colleagues is  “ One number cannot 

summarize a research fi eld. ”  The issue being raised here is that data are 

continuingly being lost as more and more data are pooled at all of the 

levels of analysis that go into a meta-analysis. Repeated distillation of the 

fi ndings of many experiments may obscure the fact that there were sub-

stantial amounts of variation at each level of pooling. In short, most psy-

chological and neurophysiological systems are much more complex than 

can be captured by a single cumulative measure of effect. 

 The  “ garbage in, garbage out ”  criticism, probably fi rst enunciated by 

Eysenck (1978) in this context, argues that any attempt to pool studies is 

unavoidably going to include bad or low-quality research. This  “ junk ”  will 

contaminate the meta-analysis and, even worse, the fact that its insidious 

effects are being exerted may not be obvious. The antithesis to the inclu-

sion of junk (which depends on the selection and coding rules) is that 

some high-quality and highly relevant studies may be missed. Proponents 

of meta-analysis have counterargued that this problem is exactly what the 

meta-analysis is supposed to overcome by pooling the good and the bad 

to determine their collective meaning; bad experiments would be charac-

terized as noise and their effects minimized by the cumulative aspects of 

the meta-analytic procedure. As we see in chapter 3, this is still more of a 

hope than a reality. 

 Borenstein and his colleagues (2009) also commented on the general 

problem of differences between the outcome of a meta-analysis and a 

single large randomized mega-analysis using the same amount of data — 

the Simpson paradox. They also alluded to such work as that carried 

out by LeLorier, Gregoire, Benhaddad, Lapierre, and Derderian (1997) in 

which large discrepancies were found between meta-analyses and single 

large-scale randomized  “ mega-analyzed ”  experiments. Borenstein et al. 

argued, in response, that, given the amount of variability in biological 

systems, discrepancies such as this are to be expected and that under the 

best of conditions even individual studies would show differences when 

replicated. 

 Borenstein and his colleagues concluded their chapter by again pointing 

out that all of the arguments against meta-analysis also hold true for single 

studies. The one point with which all must agree is that meta-analyses are 

often so complicated and the sources of bias so numerous that they are 

much less likely to be carried out with the same degree of quality control 
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possible with a single study. Given what we discover when we examine 

the empirical fi ndings produced by meta-analyses and their constituent 

studies in the next chapter, their propensity for biases and errors obviously 

will remain a problem for this fi eld of research for many years. 

 What do these critical comments (and the felt need to counteract them) 

about meta-analyses tell us in general? First, and perhaps most important, 

is that the technique is not a cure-all for all of the problems of either 

conventional psychology or cognitive neuroscience. Second, there is a 

major loss of what can be very important information (particularly about 

individual subjects but also about individual studies) during the pooling 

process. Third, the meta-analytical methods are very susceptible to a wide 

variety of biases and errors — factors that falsify outcomes, increase vari-

ability, and ultimately confuse theoretical interpretations. Fourth, and 

most disappointing of all, however, is the relative absence of any discussion 

of the limits of the method. Among these few critical evaluations is the 

discussion of reliability of fMRI images by Bennett and Miller (2010) dis-

cussed in chapter 1. One can hope that their work is a harbinger of other 

more critical studies yet to come. 

 The content of this chapter is summarized in   box 2.1 . 

   The most important routes to understanding the role that meta-analyses 

can play in the study of the brain mechanism of cognition are the empiri-

cal data itself. In the next chapter, I examine the empirical data in an effort 

to determine if the process of pooling data leads to a lower degree of vari-

ability and a convergence on a common answer to some of the most 

perplexing cognitive neuroscience questions of our time. In brief preview 

of chapter 3, they do not seem to work in the way hoped. 

      

   Box 2.1 
 Chapter Summary 

   

The methods used in meta-analyzing a body of data are fraught with potential 

sources of error, bias, and unreliability. These arise from a number of different 

factors, some concerned with the anatomy of the brain, some with the insta-

bility of cognitive responses, and some with statistical uncertainties, among 

many others. It is still a matter of considerable controversy whether or not 

the ideal of enhancing certainty by progressive pooling of brain image data 

will work.





 3   On the Reliability of Cognitive Neuroscience Data: An 

Empirical Inquiry 

 3.1   Introduction 

 In any science, the most powerful forces in overcoming any doubts we 

may have of the validity of an observation are the stability, consistency, 

and reliability of the empirical data. Scientifi c conclusions are acceptable 

to the degree that the data on which they are founded are replicable; that 

is, that independent observers can reproduce the observation, preferably 

in a public demonstration. The most astounding developments (e.g., cold 

fusion) have fallen by the wayside when they could not be repeated by 

independent investigators. 

 As Carl Sagan was famously reputed to have said:  “ Extraordinary claims 

require extraordinary evidence. ”  However, even ordinary claims have to 

be subject to some minimal tests of reliability and consistency. Yet, in 

actual practice, rarely is this done. All too often, initial reports, especially 

those that have some possible applications or relevance to an important 

aspect of human life, are widely promoted as  the  breakthrough of the 

month, year, decade, or of all time. Psychology, in particular, with its 

endless number of phenomena and behaviors, is replete with controver-

sies that arise because what are thought to be comparable experiments 

often produce incomparable results. In recent years, attention has been 

directed at the problem of  “ disappearing effects. ”  Well-established and 

long-accepted fi ndings that seem to  “ wear out ”  as they are tested and 

retested.  1   

 In a problem area as complex as cognitive neuroscience, with its impli-

cations for the very nature of what it means to be human and the uncer-

tainty of the meaning of neurophysiological fi ndings, hyperbole can go to 

extremes. All too often, obscure, but fl ashy, research is misinterpreted 
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and peddled to an audience in deep need of the solutions to some of 

humanity ’ s most demanding questions. Sometimes, highly preliminary 

work is sold to an audience that simply demands the thrill and excitement 

of what is essentially science fi ction. The current context is that even the 

most outlandish, counterintuitive, and unexpected result can easily make 

its uncritical way into the popular media. Therefore, it is not just  “ impor-

tant ”  but absolutely essential that any startling, novel cognitive neurosci-

ence result be tested for its reliability before being accepted or published. 

Obviously, with the pressure for scientifi c novelty and  “ discovery, ”  this is 

not happening. In point of historical fact, intentional replication is a rare 

bird indeed. Most psychological research, for example, is never exactly 

replicated. 

 The purpose of this chapter is to test the implicit assumption that cog-

nitive neuroscience data converge on a common answer by testing the 

replicability of our fi ndings. I examine the empirical reliability of brain 

imaging data by comparing examples of research fi ndings at several levels 

of pooling. Here I ask: Do fi ndings within each level of analysis agree with 

each other suffi ciently well to provide robust support for the cognitive-

brain associations now being drawn? This comparison is fi rst carried out 

at the level of individual subjects, then at the level of individual experi-

ments, and fi nally at the level of meta-analyses. It is on this pyramid of 

reliability or replicability that cognitive neuroscience must depend in its 

quest to distinguish the valid from the invalid and the nonsense from the 

meaningful. The implicit and explicit expressed hope is that there will be 

progressively greater agreement as we pool more and more data. Empirical 

fi ndings suggest that this goal will be elusive. 

 The degree to which data from individual subjects are consistent will tell 

us something about how well brain images can be used for diagnosing such 

cognitive dysfunctions as autism, schizophrenia, and posttraumatic stress 

disorder. Furthermore, the degree to which experiments agree with each 

other will give us some insights into how these kinds of data can provide 

bases for cognitive neuroscience theories of mind-brain relationships. 

 The most important level of comparison in the present context, however, 

is the one made between different meta-analyses. It is at this level that the 

most extensive pooling of data has occurred: a level at which the smooth-

ing process is supposedly most advanced, the data most comprehensive, 

and at which the convergence on common answers should be the greatest. 
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Regardless of the methodology and the sample of selected articles to be 

incorporated into a meta-analysis, it is essential to ask: Do successive appli-

cations of these methods actually converge on what are improved answers 

to fundamental questions? 

 If the answers are consistent from one comparable set of studies to 

another, then support is provided for the argument that we are at least 

fi nding correlates or biomarkers of our thoughts in the attractive images 

provided by brain imaging devices. If, on the other hand, results forthcom-

ing from each of these four levels of analysis do not agree, then it may be 

more diffi cult to accept that the brain imaging data are actually represent-

ing cognitive activity. Indeed, if repeated empirical fi ndings do not compare 

well, such a result would strongly mitigate even the most widely accepted 

tenets currently guiding macroscopic neurophysiological measures of cog-

nitive activity. A lack of correspondence would mean that the argument 

that many of the outcomes forthcoming from a range of investigations 

varying from the individual study to the meta-analysis may be spurious. 

Such an outcome would argue strongly, furthermore, that many of the 

other basic fi ndings in this fi eld are functions of unknown infl uences 

beyond our control. 

 Thus, this chapter is essentially a study of reliability, replicability, and 

repeatability as studied with a straightforward comparison process. At its 

most basic roots, it asks: Do comparable studies provide the same answers 

to the same questions? Thus, it considers issues that cognitive neuroscience 

shares with other sciences — but to an enhanced degree because the out-

comes of mind-brain studies are so variable. This does not mean that there 

is anything fundamentally different about the physical and neuroscientifi c 

sciences. If there is any difference between physics and biology on the one 

hand, and cognitive neuroscience on the other, it is a matter of complexity. 

Such problems may not be infi nitely complex by formal defi nition; should 

they be, they would be considered to be intractable  in principle  rather than 

 in practice  — a subtle but important distinction that has much to say about 

the long-term future of our science. Certainly, both the macroscopic and 

microscopic neural networks of the brain are so complex as to suggest they 

are at least intractable  in practice  and probably also  in principle . 

 Among the most challenging diffi culties obstructing straightforward 

answers to reliability questions is that the output of a cognitive neurosci-

ence study almost always represents a distillation of responses being 
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generated by a multitude of different infl uential stimulus factors, some of 

which are known and some of which are unknown. At each stage of the 

accumulation process, vast amounts of information are thrown away. 

These  “ trashed ”  data, sometimes irrelevant and sometimes of great signifi -

cance, however, represent a considerable amount of information that 

might have helped us to determine if we were actually carrying out a rea-

sonable analysis. For example, when data from individual subjects are 

pooled, all trace of the specifi c fi ndings from those subjects as individuals 

is lost. Although the effects of some of this lost information are supposed 

to propagate throughout the later steps of an analysis, it is usually impos-

sible to reconstruct exactly what were the particularly infl uential attributes 

of the stimulus in determining the fi nal outcome. What may have been 

minor parameters of an individual experimental design may turn out to 

be major infl uences on the fi nal outcome of the meta-analysis and yet be 

irretrievable after a sequence of data pooling. 

 A related problem in interpreting pooled brain image data is that quite 

different cognitive states might result from indistinguishably different 

brain states. Indeed, it is not just possible but very likely that the multi-

factorial nature of our responses would allow very different cognitive 

stimuli to produce very similar brain-image response patterns. The reverse 

is also true. What may superfi cially appear to be identical stimuli (to the 

extent that this is possible) may evoke cryptic and/or uncontrolled factors 

that produce very different neural responses.  2   

 In large part, this inability to defi ne accurately the salient aspects of a 

stimulus may be due to the poor defi nition of psychological constructs by 

psychological theoreticians. Unfortunately, psychology has failed cogni-

tive neuroscience by not providing a classifi cation system of well-enough-

defi ned cognitive processes to guarantee that the same cognitive processes 

are actually being executed when the same stimulus terminology is being 

used. The current cognitive taxonomy used by psychologists is based on 

inferences from the results of a long history of psychological experiments; 

however, it is still one clouded by vague and ambiguous terminology. It is 

rare outside of the sensory and motor domains for stimuli to be defi ned 

specifi cally enough to guarantee absolute replication of cognitive or neural 

states. The result is that it is often very diffi cult to equate two cognitive 

tasks even though they may be using the same name. 
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 On the other hand, two very different words may be used to describe 

what is, for all practical purposes, the same cognitive process. The effect of 

the vagueness of what we mean by such terms as  “ attention, ”   “ learning, ”  

 “ emotion, ”  or any of the countless number of other psychological constructs 

propagates throughout the entire cognitive neuroscience enterprise. In 

short, we do not have the analytic skills to parse  “ decision making ”  or 

 “ memory ”  or any other cognitive processes from the intricate and interact-

ing complex of processes that constitutes even the simplest mental activity. 

 A major conceptual issue, therefore, concerns the nature of the relation-

ship between brain maps and the hypothetical constructs of modern psy-

chology. It is not a priori obvious why elements of these ill-defi ned modules 

cum hypothetical constructs of psychology should map in any direct way 

onto the locations or mechanisms of the brain. Our descriptive parsing of 

cognitive functions, based as they are on inferences from behavior, need 

not correspond to the way the mechanism of the brain parses these cogni-

tive functions into brain states. 

 Nor, as we have seen, is it clear that a dynamic system such as the brain 

will always produce the same responses to even the best-standardized and 

most stable stimuli from experiment to experiment if not from trial to trial. 

Given the many potential sources of variability discussed in the previous 

chapter, the problem is especially exacerbated by the multifactorial nature 

of mind-brain comparisons. 

 We are thus left with the basic empirical question, given the limits of 

what we are able to do in defi ning and controlling stimuli and measuring 

responses: Do two or more subjects, experiments, or meta-analyses pur-

porting to search for the neural correlates of the same cognitive processes 

produce what we can agree is the same answer? Although the problem of 

inconsistency has been blatant throughout this new brain imaging enter-

prise, few researchers have attacked the explicit problem by comparing 

empirical fi ndings from what were hoped to be equivalent studies. Carry-

ing out such comparisons is the purpose of the remainder of this chapter. 

 3.2   Evaluation of the Empirical Data 

 My goal now is to evaluate the reliability of the empirical evidence relating 

brain images and cognitive processes by comparing what are relatively 
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available examples of presumably comparable studies. As noted earlier, 

this evaluation explores the reliability of brain imaging studies at four dif-

ferent levels culminating in the most complex meta-analyses. In preview 

summary, a case is made that the brain-imaging approach to the study of 

cognitive-brain relations is not achieving most of the goals hoped for when 

the remarkable devices such as the fMRI were fi rst introduced. What our 

review of the empirical literature does show is a pattern of low reliability 

at all four levels. Specifi cally, we have: 

 1.   Moderately variable intraindividual differences 

 2.   Increasingly variable interindividual differences 

 3.   Highly variable experimental summaries in which data from a number 

of individuals are pooled 

 4.   Maximally variable outcomes from comparable meta-analyses in which 

data from similar experiments are pooled 

 3.2.1   Individual Differences 

 Despite the hope that stable fi ndings would resolve the question of where 

in the brain cognitive processes are located, the increased use of brain 

imaging devices such as the fMRI now makes it clear that the contrary is 

true. The reported location of brain responses to what were considered to 

be similar cognitive activities do not agree even for one subject! Intrasu-

bject variability exists even when a single subject is repeatedly tested in 

the same laboratory over a number of days (McGonigle et al., 2000). Only 

a few investigators (Aguirre, Zarahn,  &  D ’ Esposito, 1998, probably being 

the fi rst), however, considered the questions of intra- and intersubject vari-

ability as researchable questions in their own right. Aguirre and his col-

leagues set the tone for later research on individual differences when they 

noted that the differences among subjects were signifi cantly greater than 

those between repeated runs on a single subject. 

 This work was followed by that of McGonigle et al. (2000), who exten-

sively studied a single subject and showed that there were major differences 

over a month long period in the responses to a cognitive task even when all 

other possible aspects of the experimental design were held constant. McGo-

nigle and his colleagues carried out a three-part experiment that used three 

types of tasks — visual, cognitive, and motor. Their results for the visual and 

motor tasks were reasonably consistent from day to day. (This is as expected; 
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I have long argued that sensory and motor activities are relatively stable 

transmission processes and have excluded them from my general criticism 

of the representation of higher-order cognitive processes.) 

 The cognitive task, however, showed much less consistency from day to 

day as shown in   fi gure 3.1 . In this series, the maximally activated brain 

regions are indicated by dark spots on lateral views of the brain for the 33 

sessions over which the experiment was repeated. On the majority of the 

days that did result in some activation (and not all days did), the activity was 

mainly restricted to the parietal-occipital region but with distinctly different 

distributions of the responses for each repeated day. Surprisingly, given the 

cognitive nature of the task used in this part of the experiment by McGonigle 

and his colleagues, the frontal lobes were only infrequently activated. 

 Figure 3.1 
 Activation peaks from a single subject in a cognitive task taken over 33 sessions. 

Asterisks indicate no response. From McGonigle et al. (2000) with the permission 

of Elsevier Science and Technology Journals. 
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    The conceptual impact of this individual ’ s variable  3   responses was 

heightened by the complete absence of any correlated responses in many 

of the 30 images McGonigle et al. reported over the course of the experi-

ment. Whether or not a lower threshold or less stringent signifi cance test 

would have raised or lowered the consistency of these cognitively induced 

brain images cannot be determined from the data they provided. However, 

based on these fi ndings, McGonigle and his colleagues emphasized the lack 

of reliability even within this highly constrained single-subject experimen-

tal design. They warned that:  “ If researchers had access to only a single 

session from a single subject, erroneous conclusions are a possibility, in 

that responses to this single session may be claimed to be typical responses 

for this subject ”  (p. 708). 

 The point, of course, is that if individual subjects are different from day 

to day, what chance will we have of answering the  “ where ”  question by 

pooling the results of a number of subjects? As we see shortly, as great as 

the changes were from session to session for a single subject, it turned out 

that that the differences between subjects were even greater. 

 Among the most active of the few researchers currently studying vari-

ability of brain images between subjects are members of Michael Miller ’ s 

group (e.g. Miller et al., 2002; Miller  &  Van Horn, 2007; and Miller et al., 

2009 ). They confi rmed Aguirre, Zarahn, and D ’ Esposito ’ s original conclu-

sion that intrasubject variability was less than intersubject variability. It is 

diffi cult to quantify this comparison because of the lack of direct compari-

sons from McGonigle and Miller ’ s laboratories; however, their general 

conclusions strongly agree. 

 In general, Miller and colleagues presented a robust and convincing 

empirical case that differences between subjects were higher than those 

between repeated trials on the same individual. Miller et al. (2002), for 

example, compared the fMRI images from a group of nine subjects involved 

in an episodic memory retrieval task. The results of this experiment showed 

extensive differences among subjects.   Table 3.1  is a matrix of the correla-

tions among six different subjects and between two repetitions on the same 

subject (the diagonal line). Obviously, the correlations for the two repeti-

tions presented to a single subject are higher than the cross correlations 

between different subjects. Indeed, the correlations between subjects are 

very low — less than .30. This matrix strengthened the Miller et al. conclu-

sion that individual subjects produced responses that were more alike on 
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  Table 3.1 
 Cross (between subjects) and auto- (same subject) correlations showing that differ-

ences between subjects are greater than those between repeated trials on the same 

subject*  

 S.C.  K.B.  B.B.  H.G.  C.C.  B.K. 

 S.C   .63   .12  .11  .19  .08  .11 
 K.B   .47   .19  .25  .19  .23 
 B.B.   .40   .29  .25  .25 
 H.G.   .50   .27  .30 
 C.C.   .43   .20 
 B.K.   .44  

    *Correlations between difference maps at sessions 1 and 2 for the episodic retrieval 

versus nonretrieval comparison. Boldface numbers indicate the average correlation 

between a subject in session 1 and the same subject in session 2.   

   From Miller et al. (2002).    

retesting than when compared to other individuals. The low interindi-

vidual correlations shown in this table would be rejected by most statisti-

cians as being meaningful. 

        Figure 3.2 , also from Miller et al. (2002), is a more graphic display of 

intersubject variability. Note the variability of the most signifi cant peaks 

and how poorly the group average characterizes many of the individual 

subjects. This fi gure, like table 3.1, also demonstrates the substantial vari-

ability that is observed between subjects. The small circles represent the 

most signifi cant voxel for each of the nine subjects; some are located in 

one hemisphere, some in the other, and still others near the midline. One 

maximally signifi cant response was localized in the frontal region by one 

subject and one in the occipital region by another. Clearly, there is sub-

stantial variability among subjects, so much so that the group average is 

almost meaningless in terms of characterizing the responses of individual 

subjects. Equally clear is the conclusion that any average value obtained 

from pooling the data from all subjects would be a very poor indicator of 

brain localization for most of the subjects. Only four of the nine subjects 

were even in the general vicinity of the  “ average value. ”  

 From this general result, Miller and his colleagues joined Aguirre and 

his colleagues when they concluded that:  “ Activations produced during 

retrieval conditions vary signifi cantly from individual to individual, and 
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 Figure 3.2 
 A set of nine subjects showing the  “ most signifi cant ”  activations and the group 

average from an episodic memory task. 

From Miller et al. (2002) with the permission of MIT Press. 

these activations are not adequately accounted for in group analyses ”  

(p. 1209). 

 Miller and his colleagues, therefore, explicitly argued that the pooling 

process could lead to grossly distorted interpretations that deviate greatly 

from the actual biological function of an individual brain. If this conclu-

sion is generally confi rmed, the goal of using pooled data to produce some 

kind of a mythical average response to predict the location of activation 

sites on an individual brain would become less and less achievable. 

 In later work, using somewhat different methods, Donovan and Miller 

(2008) extended this work on individual differences in an episodic encod-

ing and retrieval task. Their results are depicted in   fi gure 3.3 . 

    Even the most cursory examination of these images shows great varia-

tion among subjects. Indeed, if one ignores the occipital activations gener-
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ated by the visual task used in this experiment, there is very little in 

common across this group of subjects as well as between individual sub-

jects and the group analysis shown in the upper left corner. 

 It is interesting not only to compare the images within this fi gure with 

each other but also to compare them with the results of   fi gure 3.2 . Despite 

the fact that the two cognitive tasks were similar, there are vast differences 

in the representations of episodic memory between the two studies. How 

much of this is due to the differences in methodology and how much can 

be attributed to individual differences in the cognitive strategies used to 

implement the learning task is diffi cult to specify. However, whatever the 

specifi c sources of the obvious differences between these two fi gures, it is 

clear that people differ greatly, and fi ndings from one subject do not 

predict those from another. 

 The implications of this work are profound. Most important of all, they 

challenge the idea that, however well or poorly individual subjects may 
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 Figure 3.3 
 Individual differences in episodic encoding and retrieval.  

 From Donovan and Miller (2008). 
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reliably produce brain responses,  4   there is no specifi c common region of 

localization across subjects and across time that seems, within the limits 

of their experiments, to be universally associated with this particular cogni-

tive process. The common theme of a higher level of intersubject than 

intrasubject variability, therefore, also helps us fi nally to lay aside the tra-

ditional idea that a unique brain location can be found for all subjects for 

any cognitive process. 

 The important practical point of both the Miller and McGonigle 

group ’ s fi ndings is that it is going to be very diffi cult to identify a pattern 

of activation responses that can be used as a biomarker for a normal or 

dysfunctional cognitive process when both intra- and intersubject differ-

ences are so large. They also showed that intersubject variability makes it 

diffi cult for group data to be used as an indicator of what individual sub-

jects are doing either neurophysiologically or cognitively. An implication 

of their work is that people must then be examined individually and 

repeatedly; group averages cannot serve as predictors or signs of individual 

mind-brain relationships.  5   

 Although the observed variability between subjects and sessions are 

both widespread in terms of the brain-image-based localization of activated 

areas, there is another level at which individual brain differences are also 

manifest — brain anatomy. Keller, Highley, Garcia-Finana, Sluming, Rezaie, 

and Roberts (2007) have shown that the anatomy of the brain is so variable 

that it is often diffi cult to localize even the best-demarcated activation from 

subject to subject. They examined the anatomy of the restricted region 

known as Broca ’ s area, a region long associated with speech. Broca ’ s area 

is usually located in the brain regions anatomists call the pars opercularis 

and pars triangularis. Keller and colleagues, however, found substantial 

differences in the anatomy of the sulci and gyri in these brain regions from 

individual to individual. These differences would make it diffi cult to local-

ize brain regions on subjects even if they were looking at responses to the 

same stimulus. Anatomical variability, therefore, may also be a contribut-

ing factor in explaining many of the individual differences in localization 

reported by investigators using fMRI responses. 

 Regardless of the outcome of any debate about the relative stability of 

individual differences, one general conclusion can come from this 

discussion — brain image data are very variable. That is, there are both 

substantial intrasubject and intersubject differences that are obscured 
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when data from a group of subjects are pooled. The idea of an average or 

typical  “ activation region ”  is probably nonsensical in light of the neuro-

physiological and neuroanatomical differences among subjects. Research-

ers must acknowledge that pooling data obscures what may be meaningful 

differences among people and their brain mechanisms. However, there is 

an even more negative outcome. That is, by reifying some kinds of 

 “ average, ”  we may be abetting and preserving some false ideas concerning 

the localization of modular cognitive function. 

   3.2.2   Interstudy Differences 

 Just as individual differences are obscured by pooling individual data, so, 

too, are much of the salient data obtained from different studies hidden 

or destroyed when their results are pooled. In a fi eld of such complexity 

and with such intrinsically poor signal-to-noise ratios as typify cognitive 

neuroscience, this is hardly surprising. Nevertheless, the unreliability of 

what are supposed to be studies of comparable cognitive phenomena 

appears to be such that there is still considerable doubt about achieving 

the goal of fi nding signifi cant, reliable, and useful correlations of brain 

activity and cognitive processes with brain imaging devices. 

 As one looks over the fi eld of cognitive neuroscience, particularly that 

part using brain-imaging devices to generate images of activation areas 

on the brain, it seems at fi rst glance to be especially prone to unreliable 

outcomes. Part of this unreliability certainly comes from the diffi culty of 

exactly replicating conditions from one experimental design to another. 

So, too, do the virtually unlimited options that cognitive neuroscientists 

   Box 3.1 
 Empirical Conclusion Number 1 

 

Individual differences among subjects represent a major problem for studies 

attempting to relate cognitive process and brain image responses. Although 

intrasubject variability is less than intersubject variability, the differences 

both within a subject and among subjects make it impossible to predict from 

one subject to another or to particularize the response of one subject from 

the pooled responses of many subjects. If true, this makes any effort to use 

an individual ’ s brain response diagnostically or to discriminate between dif-

ferent cognitive states implausible if not impossible.
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have in choosing what to study contribute to this variability. Indeed, it 

is surprisingly diffi cult to fi nd truly comparable experiments in this 

fi eld. Even those tagged with the name of the same cognitive process or 

those using the same task often differ in subtle ways that prohibit direct 

comparisons. Furthermore, as we have just seen when we discussed 

intersubject reliability, the impact of what we might refer to as psycho-

biologic variability (i.e., a combination of cognitive and neurophysiologi-

cal variability) also plays a major role in producing inconsistencies and 

disagreements. 

 The task of comparing the fi ndings from different studies, therefore, is 

challenged from the outset by the diffi culty of fi nding truly comparable 

reports. This is not to say that there are not exemplars of reports that seem 

at fi rst to be close enough to justify comparison. However, even those that 

pass a fi rst fi lter of apparent similarity often turn out to have design fea-

tures, subtle though they may be, that make direct comparisons question-

able. As I have noted many times in the past, slight changes in either 

cognitive or neuroscientifi c experimental designs can produce massive 

changes in results. 

 One strategy to overcome this variability is the use of a well-defi ned, 

standardized task as a second-stage fi lter in experiments that are to be 

compared. One example of a moderately well-controlled procedure is 

exemplifi ed by the Go/No-go test of response inhibition. The Go/No-go 

test is a frequently used method for exploring executive decision making 

in which a subject has to decide to respond when one stimulus, the  “ Go ”  

stimulus, is presented but to withhold a response to an alternative  “ No-go ”  

stimulus. An advantage of the Go/No-go test is that it is possible to train 

a subject to respond with different probabilities. By making the  “ Go ”  

stimulus more frequent than the  “ No-go ”  stimulus, the tendency to 

respond can be enhanced and extra cognitive effort must be made to with-

hold the response on presentation of the  “ No-go ”  stimulus. Because this 

test is so well defi ned operationally, it is assumed that any differences in 

the cognitive and brain responses will be better constrained than in a less 

well-structured task. 

 Well-controlled decision tasks like the Go/No-go type generally produce 

results that suggest frontal lobe activations. However, the  “ frontal lobe ”  is 

a very large structure, and different experiments have reported different 

activations sites even within this region. (See Simmonds, Pekar,  &  Mostof-
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sky, 2008, for a discussion of variability in fMRI localization for the Go/

No-go task reported by a number of different investigators.) An answer to 

the question of why this discrepancy still exists was proposed by Mostof-

sky et al. (2003). They suggested that the neural response differences 

were mainly due to differences in the details of the Go/No-go task pre-

sented to the subject. Such experimental design differences as having 

multiple  “ go ”  stimuli would, they proposed, produce substantial differ-

ences in the location of activated areas on the frontal lobes. Different areas 

of the frontal areas were, according to this explanation, responsive to 

subtle differences in experimental design, in particular the exact nature of 

the Go/No-go test. 

 Although the stimuli are relatively simple in this Go/No-go example, 

variability is still exacerbated by the uncertain nature of the cognitive 

strategies being utilized by different subjects. Although something as spe-

cifi c as the Go/No-go task seems relatively straightforward, experiments 

jointly characterized by this task probably vary considerably in terms of 

the actual cognitive processes under way as decisions are made — different 

subjects may have different strategies for solving the cognitive problem 

posed by the Go/No-go task. Considering all of the potential sources 

of variability, it not surprising that replication is rare indeed, even when 

supposedly comparable experimental protocols such as this one are 

being used. 

 In another exemplar study emphasizing the response variability observed 

between experiments, Bush, Shin, Holmes, Rosen, and Vogt (2003) studied 

the role of the anterior cingulate cortex (ACC) in a number of dysfunc-

tional psychiatric conditions. The general result of these early studies was 

that fMRI data  “ . . . produced robust dorsal ACC (dACC) activation in 

individuals ”  (p. 60). However, these results could only be produced by 

averaging data; there were wide differences in the results obtained from 

individuals. The interpretation of the literature by Bush et al. also generally 

supported the assertion that response differences between studies are major 

problems in much modern work. Although Bush and his colleagues went 

on to claim that they had developed a test (Multi-Source Interference Test) 

that they believed was able reliably to activate the ACC in individuals, the 

problem of reliability in other similar studies remains acute. A much better 

impression of the reliability problem will become evident when we begin 

to discuss the pooling of data in the next sections. 
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 Other instances of inconsistency in brain region assignments to cogni-

tive responses are abundant throughout the literature. For example, the 

role of the left inferior frontal cortex in dyslexia is refuted by contradictory 

reports. Investigators such as Grunling et al. (2004) have reported increased 

activity in this region, whereas Eden et al. (2004) could not demonstrate 

this increased activity for dyslexics. 

 In other experiments, much less well-defi ned stimulus properties 

such as  “ risk ”  and  “ ambiguity ”  are used to distinguish between decision-

making tasks. Krain, Wilson, Arbuckle, Castellanos, and Milham (2006), 

for example, obtained substantial fMRI differences in the responses to these 

two tasks because it was diffi cult to defi ne precisely (beyond subtle differ-

ences in their respective probabilities) the actual behavioral response dif-

ferences to the two types of decision-making task. 

 It is all too easy to review the literature and show that there are many 

other instances in which what were supposed to be comparable experi-

ments did not agree with each other. However, far more robust arguments 

for making this assertion can be found in the following discussion in which 

we more systematically compare the results obtained from a more restricted 

set of experiments. 

 I fi rst deal with the simplest kind of data pooling from a group of what 

are ostensibly comparable studies. This form of data pooling is not a formal 

or full-blown meta-analysis. Instead, it is a simple comparison of the joint 

results of a number of related brain imaging experiments by tabulating 

or plotting them in the same fi gure, table, or graph. In other words, the 

data from a number of experiments are simply plotted or listed together. 

The naive expectation inherent in such a pooling is that as one adds addi-

tional experiments, the representation would converge on some kind of 

an average or high-density cluster that represents the best possible  “ on the 

average ”  estimate of the brain location of the common cognitive process 

that elicited the results. All that one had to do, it was hoped, was simul-

taneously to plot the activation pattern results of comparable experiments. 

This expectation has not been fulfi lled. In the place of convergence has 

come an almost universal dispersion as one adds the data (typically the 

locations of activation peaks) from additional experiments. 

 In most noisy or variable measurements of an experimental effect, it is 

anticipated that as one adds salient data, the values should tend to cluster 

in a way that leads to an average, central, or convergent value. For example, 
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if one were trying to determine the average height of a population, one 

would carry out the measurements and then plot them on a graph in the 

form of a histogram. As additional measurements are entered on this 

graph, in most situations the cumulative effects would increasingly con-

verge on an improved  “ average value ”  of the heights with an ever-smaller 

proportion of outliers. 

 Clustering around  “ average ”  brain locations, however, is not the typical 

outcome when comparisons are made of the activation peaks from a 

number of presumably related brain imaging experiments. In a remarkably 

high number of such comparisons, using even the best-defi ned cognitive 

tasks, the result is that the distribution of peaks increasingly scatters over 

larger and larger portions of the brain as more and more experimental 

results are included! Instead of something approximating a normal and 

monomodal histogram, the distribution of activated brain regions is rela-

tively fl at — indicating a near uniform distribution of results.  6   In other 

words, the common attribute of such fi gures is that, instead of tending 

toward a cluster of  “ average ”  activations, the more one adds the activation 

peaks from  “ comparable ”  studies, the more of the brain seems to be 

involved. Whether there are real correlated or  “ concordant, ”  but invisible, 

clusters defi ned by some cryptic property that can be extracted by more 

formal meta-analysis techniques is discussed in a subsequent section of 

this chapter. The residual problem is: What do the scattered peaks outside 

any subtle, statistically defi ned clusters mean? 

 First, let us only consider the several ways in which distribution patterns 

of activation peaks from a number of related experiments can be displayed 

in simple graphic and tabular summaries. These include: 

 1.   Simple tables listing the anatomical areas of the brain that are populated 

with the locations of the activation peaks reported by multiple studies. 

 2.   Two-dimensional maps of the brain on which are plotted the reported 

positions of the activation peaks from a number of experiments. 

 3.   A  “ glass brain ”  depiction by means of which one is able to peer through 

a transparent model of the brain from three different viewpoints and 

observe the internal distribution of activations as well as the 2-D maps. 

 4.   A projected three-dimensional plot of the Talairach and Tournoux coor-

dinates of the center points of activation peaks such as those shown in 

fi gure 2.2. 
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 I now consider some examples of these types of representations and 

some studies in which they have been used. 

 Tabular Presentations 

 The simplest form of plotting the distribution of responses from suppos-

edly comparable experiments is to compile a table of the results. The 

pioneering example of this type of pooling was the method used by Cabeza 

and Nyberg (2000). In these tables, they reviewed virtually the full range 

of experimental psychological phenomena using the PET and fMRI fi nd-

ings available at that time.  7     Table 3.2  shows a part of one of their sum-

maries for three types of working memory — verbal/numeric, object, and 

spatial. Within each of the three categories, each group of rows represents 

a group of experiments in which one of these three kinds of working 

memory was studied. The columns represent the various major lobes of 

the brain, subdivided into the various Brodmann areas. The various symbol 

types indicate in which part of the brain the activations occurred. For 

example, an open circle indicates a  “ left-lateral ”  response, and a closed 

square indicates a  “ right medial ”  one. 

   What is quite clear from   table 3.2  is that the responsive Brodmann 

areas activated by the different experiments are broadly distributed 

throughout the brain space.  8   For example, verbal/numeric working memory 

produces activations across all of the regions of the brain, as do object and 

spatial working memory. Furthermore, all three types of cognitive pro-

cesses exhibit considerable variability in that different experiments in each 

of the three groups activate different patterns of neural response. Thus, 

there is little agreement among experiments, all of which were designed 

to activate a similar set of brain regions associated with the working 

memory task. 

 The major conclusion one must draw from this table (and, as we shall 

see, all other methods of plotting this kind of data) is that, rather than 

being localized, the responses from a variety of experiments were distrib-

uted over major portions of the brain. Most of the Brodmann regions of 

the brain are activated by one or another of the experiments, and all three 

varieties of working memory appear to produce activations across broad 

swaths of the brain. Therefore, there is no support for the idea that a spe-

cifi c region (or an interconnected system of regions) of the brain encodes 

each type of working memory — a persistent and probably incorrect premise 
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of cognitive neuroscience until recently.  9   Instead, there appears to be com-

pelling evidence for one or both of the following two conclusions. The 

fi rst is that brain activity associated with working memory is widely dis-

tributed around the brain. The second is that no single area of the brain 

is uniquely associated with cognitive processes. Thus, it remains problem-

atical whether the variability exhibited in Cabeza and Nyberg ’ s table is due 

to what are actually neurophysiologically distributed responses of the brain 

encoding cognitive process or, more disturbingly, simply the refl ection of 

random infl uences on brain imaging data. 

 Two-Dimensional Plots 

 The second means of displaying a pool of raw brain imaging data uses a 

conventional two-dimensional map of the surface of the brain as a founda-

tion for plotting the location of activation peaks. Cabeza and Nyberg 

(2000) have also used this method to summarize the reports on working 

memory shown in   table 3.2  in this format, as shown in   fi gure 3.4 . This 

alternative depiction also emphasizes the wide distribution and empirical 

inconsistency of the data obtained from experiments purporting to be 

dealing with comparable working memory tasks. 

Working Memory

verbal/numeric
object
spatial
problem solving

 Figure 3.4 
 A two-dimensional plot of Cabeza and Nyberg ’ s summary of activation areas evoked 

by working memory tasks. 

From Cabeza and Nyberg (2000), with the permission of MIT Press. 
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    This fi gure is remarkable for depicting the brain responses to working 

memory tasks as being distributed not only across the entire cerebrum but 

also within subcortical regions such as the cerebellum. Whatever working 

memory is, it is not, according to this compilation of data, encoded by the 

action of a specifi c localized area of the brain. 

   Figure 3.5  (from Uttal, 2009b) uses a similar two-dimensional map of 

the brain as a background for plotting the location of activation peaks 

reported in 16 experiments studying the effects of deception on the loca-

tion of brain activations. Although each of the experiments reported only 

a small number of activation peaks, collectively they produced a distribu-

 Figure 3.5 
 The location of activation peaks produced by 16 experiments seeking a biomarker 

for deception. From Uttal (2009b). 
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tion pattern over almost the whole surface of the brain. With few excep-

tions, every Brodmann area of the brain had at least one activation peak 

in it. Thus, the use of brain images as a substitute for the traditional poly-

graph (which has its own problems) seems inappropriate. The pictorial 

pooling of data shown here does not support the idea of any circumscribed 

region (or, for that matter, any reliable distributed system) as having the 

potential to be an indicator of deception. 

    A slightly different perspective has been used by Nee, Wager, and Jonides 

(2007) to plot the locations of the original activation peaks reported in 47 

studies that they subsequently meta-analyzed. Their goal was to locate the con-

cordances associated with interference resolution — a subject ’ s ability to  “ select 

information from competing alternatives ”  (p. 1). Although the geometrical 

perspective used in   fi gure 3.6  is different, the main point is equally strongly 

made here — when individually plotted, activations due to what are supposedly 

common cognitive process are found widely distributed across the brain. In 

short, there is no evidence for a narrow localization of this relatively well-

defi ned cognitive process. Instead, as one adds experiments, the brainwide 

distribution of peaks increases. What this says about replicability is obvious. 

A B

 Figure 3.6 
 Two-dimensional plot of activation peaks from 47 studies used in meta-analysis of 

interference resolution.  

 From Nee, Wager, and Jonides (2007) with the permission of the Psychonomics 

Society. 



104 Chapter 3

    The Glass Brain 

 A third means of plotting unpooled data from a number of experiments is 

by means of a  “ glass brain. ”  This technique adds a more complete depiction 

of the activity within the three-dimensional space of the brain by using the 

Talairach and Tournoux or some similar three-dimensional coordinate 

system. This is advantageous because the two-dimensional graphic plots 

just discussed do not take into account that many of the activation peaks 

may be localized inside the brain rather than on its surface. The 

glass brain depiction adds the missing dimension in order to produce a 

more realistic three-dimensional representation. However improved such a 

depiction many be, it is not easy to put this additional information together 

perceptually. Each  “ point of view ”  must be examined individually.  10   

 An example of this technique is shown in fi gure 2.4 (from chapter 2). 

In that fi gure, each plotted point representing a single activation peak (of 

172) was reported from a collection of 11 PET studies of a single-word 

reading task (Turkeltaub et al., 2002). Here, again, the 11 PET studies from 

which these activation peaks were collected do not seem to agree on any 

particular three-dimensional localization of the cognitive processes associ-

ated with single-word reading; support for a localized region for this cogni-

tive process, therefore, also seems missing.  11   

 Another example of a  “ glass brain ”  depiction of activation peaks has 

been published by Kober et al. (2008). They plotted the position of 437 

activation peaks from an unusually large number (162) of brain-imaging 

publications on emotion as shown in   fi gure 3.7 . The result of this exercise 

 Figure 3.7 
 Activation peaks from a meta-analysis of emotion.  

 From Kober et al. (2008) with the permission of Elsevier Science and Technology 

Journals. 
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is that virtually the entire brain is participating in emotional activity from 

at least some of the experiments. The suggestion, once again, is that a 

cognitive process such as emotion is encoded or represented by activity 

that is widely distributed throughout the brain. 

    Even at this simple preanalytical level of examination (in which all of 

the activation peaks from all of the studies are just individually plotted), 

it is clear that there is little agreement between and among the reported 

activations from each of the experiments. Just how random these responses 

are can be appreciated if we compare the glass brain depictions from two 

different meta-analytic attempts to analyze the behavioral Stroop test.  12   

 The two comparable meta-analyses of Stroop experiments were carried 

out by Laird, McMillan, Lancaster, Kochunov, Turkeltaub, Pardo, and Fox 

(2005) and Neumann, Lohmann, Derrfuss, and von Cramon (2005), respec-

tively. The study by Laird et al. plotted the 205 activation peaks from 19 

PET and fMRI experiments and produced the results shown in   fi gure 3.8 . 

    Neumann et al. (2005) described the outcome of a similar meta-analysis 

summarizing 16 experiments on the Stroop test in which 239 activation 

peaks were recorded. Their results are shown in   fi gure 3.9 . 

      There are both similarities and dissimilarities between the results of these 

two glass brain plots; however, the general perceptual impression one gets 

is that the peaks are not distributed in the same way in these two fi gures. 

 Once again, the case is strongly made by both of these depictions that 

almost all of the brain is activated in one or another of the studies included 

in their respective analyses. If there are any regions in which activation 

seems sparse, it is the region surrounding the central fi ssure. Otherwise, 

there appears to be widespread distribution of the activation peaks reported 

in both of these studies. 

 The Stroop procedure is of interest because it is a very well-defi ned cogni-

tive task that is used here to show that the locations of activations are often 

inconsistent even when the task is tightly constrained. The result of a com-

parison of two meta-analyses is that the distribution of the responses differs 

despite the hope that data pooling would converge on common answers. 

This is suggested by a preview comparing the results obtained when one 

carries out the next step in the procedure — the actual meta-analysis. Specifi -

cally, Laird et al. identifi ed three areas associated with the Stroop procedure 

on ALE analysis, and Neumann et al. identifi ed fi ve, as shown in the follow-

ing lists. 
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 Figure 3.8 
 A  “ glass brain ”  view of a meta-review of 19 studies of the Stroop test.  

 From Laird et al. (2005) with the permission of Wiley Periodicals. 

 Figure 3.9 
 A  “ glass brain ”  view of a meta-review of 16 studies of the Stroop test.  

 From Neumann, Lohmann, Derfuss, and Von Cramon (2005) with the permission 

of Wiley Periodicals. 
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 Laird et al. (2005) 

  •    Anterior cingulate 

  •    Left inferior frontal junction 

  •    Left inferior parietal lobule 

 Neumann et al. (2005) 

  •    Anterior cingulate (left and right) 

  •    Inferior frontal junction 

  •    Inferior frontal sulcus 

  •    Presupplementary motor area 

 It is a judgment call about the degree of agreement between these two 

studies because these two meta-analyses were more complex than exactly 

comparable tests of the Stroop procedure. Laird et al. were testing both 

verbal and manual versions using an ALE analysis, whereas Neumann 

et al. used a different meta-analysis technique — their replicator dynamics 

method. Nevertheless, with the exception of the anterior cingulate reported 

by both, the overlap of the areas remains uncertain. The important impli-

cation of this is that the answer one gets to meta-analysis questions is 

dependent on the method. As we see later in this chapter, this lack of 

agreement between meta-analyses, even when they are using the same 

method, is a major problem. 

 Whatever the details of the breadth of the distribution of the reported 

activation peaks, the most important observation about their locations is 

that they all illustrate the substantial amount of variability among the 

various experiments that make up each study. Regardless of any subse-

quent meta-analysis, which may fi nd some subtle clustering or concor-

dances among these very noisy-looking data, these plots reemphasize 

three important facts. First, each of the experiments in this pool of data 

seems to report a different pattern of brain responses. In other words, the 

data forthcoming from this level of analysis are inconsistent. Second, 

these activations are distributed over most of the brain. Third, whatever 

these responses are, they are the product of low signal-to-noise ratios and 

must be extracted by statistical procedures, procedures that themselves are 

subject to some question. Should the pattern of meta-analytically defi ned 

regions also differ from one analysis to another, the questions would 

proliferate. 
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 In sum, this section has illustrated an important general fact about 

comparative studies purporting to associate cognitive processes and the 

locations of activation peaks on and within the brain. That fact is that, 

when we are dealing with the raw data (the unprocessed locations of acti-

vation peaks), simple graphical plots of the peaks from a number of studies 

do not lead to an obvious convergence onto a small number of common 

areas. Far more typical is the observation that although individual studies 

may report a few localized responses, as one accumulates and plots the 

reported peaks from an increasing number of experiments, the distribution 

of those peaks tends to fi ll up the three-dimensional space of the brain in 

what appears to be an irregular pattern. 

 What does this mean? There are several possible interpretations. The fi rst 

is that the broad distribution of activation peaks encountered in such com-

parisons emphasizes the lack of replicability of the individual experiments. 

For reasons both obvious and obscure, these cumulative diagrams refl ect an 

enormous amount of inconsistency among the results from the ensemble of 

individual experiments. For no other reason than this initial level of incon-

sistency, the idea that we are converging on answers to the macroscopic 

 “ where ”  questions by means of brain imaging techniques must be carefully 

reconsidered. Given the apparently uniform distribution of the results in 

these precursors to full-blown meta-analyses, the argument is strengthened 

that it is possible that this form of cognitive neuroscience may be based on 

what are really irregular responses. This suggestion implies that it is possible 

that there will always be brain image differences between  “ control ”  and 

 “ experimental ”  conditions or between any two groups of subjects.  13   

 An alternative implication is that these widely distributed responses are 

real but result from a lack of control over the multiple salient parameters 

of the stimulus or task. This interpretation suggests that the responses 

produced in an fMRI experiment, for example, may be infl uenced by a 

hidden complex of potential sources of bias capable of hiding the actual 

cognitive-localization relationships. Cryptic differences in the design of an 

experiment as well as unknown psychological and neurophysiological dif-

ferences beyond our measurement, control, and understanding may make 

superfi cially similar experiments actually result in quite different, but real, 

outcomes. 

 Another interpretation of these results (assuming that they can be 

validly associated with stimuli and tasks and are not just spurious) is that 
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they are robust evidence for a broadly distributed representation of cogni-

tive process at this macroscopic level of analysis. This would also be an 

important development because it would argue that there are no particular 

areas of the brain associated with specifi c cognitive processes. Rather, most 

of the brain is involved in whatever cognitive process is under investiga-

tion. Explicit in this interpretation is a strong argument against any of the 

various kinds of localization theories that still permeate the thinking of 

many contemporary cognitive neuroscientists. 

 Why, then, one must ask, do the individual experiments so often 

produce activation in relatively few circumscribed areas? The answer to 

this question may lie in two non-neurophysiological domains — social psy-

chology and statistics. The social psychological explanation of the sparse-

ness of activation areas reported by individual experiments may refl ect the 

persistence of the belief that the location of a peak of activity is the neural 

equivalent — the code — for cognitive processes. This is the Zeitgeist; this is 

the dominant theory; this is what is currently  “ la mode ”  among cognitive 

neuroscientists. As a result, many investigators still tend to direct their 

quest to the task of fi nding localized as opposed to distributed responses. 

It is at this point that the statistical techniques we use can make it possible 

for these prejudgments to become manifest as  “ signifi cant ”  but meaning-

less results and fi ndings. The implicit assumption that whatever maximum 

peak or strongest contrast has some special signifi cance can obliterate any 

effort to consider lesser background activity. The selection of thresholds 

for acceptance of what we will accept as an activation peak, therefore, can 

profoundly affect what we observe and what we will eventually conclude 

from our data. 

 At this point, I reiterate my conviction that cognitive neuroscientists 

must acknowledge that there is a nonzero probability that the macroscopic 

 “ where ”  question may be a bad one. 

   3.2.3   Meta-meta-analyses 

 It is not immediately obvious that simple cumulative pictorial compari-

sons of the peak responses from brain imaging experiments, such as those 

shown in   fi gures 3.4 through 3.9,  should or could identify concentrations 

or concordances of activity in particular brain regions. A compelling argu-

ment can be made that the responses are so complex and irregular and 

with such poor signal-to-noise ratios that these data must be further 
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processed to extract any subtle correlations between brain responses and 

cognitive processes. It is in response to this suggestion that the last decade 

has seen a proliferation of the much more sophisticated and complex 

analytical techniques we refer to as formal meta-analyses. The general idea 

in such techniques is to zero in on a more precise answer to the question 

of brain localization by combining or pooling the data from as many 

related experiments as possible in the same way that adding to one ’ s 

sample size in a simple measurement task can lead to a better estimate of 

the mean value. The basic idea is simple; the realization of the approach 

is not so easy. 

 Meta-analytic techniques are designed to meet this challenge by taking 

all of the assorted data from what may be a diverse and noisy mixture 

of experiments and averaging out the  “ common ”  or  “ typical ”  neural 

responses. Diversity among the selected experiments is, according to this 

strategy, counterbalanced by a multiplicity of experimental studies that, 

when combined, will presumably fi lter out the reliable from the random. 

 The typical meta-analysis pools groups of experiments that vary sub-

stantially in their design and their results. Furthermore, different meta-

analyses typically involve different samples of studies. However, the hope 

is that, whatever the details of the selected studies are, they are suffi ciently 

germane to the cognitive process under study (e.g., autobiographical 

memory, decision making, or face recognition) that, when pooled, even 

the most subtle pattern of clustering can be detected. The basic idea is that 

our analytic methodology will lead to the detection of common, but nar-

 Box 3.2 
 Empirical Conclusion Number 2 

 

Although individual experiments comparing a cognitive process with the 

distribution pattern of activated brain sites typically identify a relatively small 

number of activation peaks, as one adds the responses from many studies, 

the results are not perceived to converge onto an  “ average ”  or localized 

response pattern. Instead, the brain space tends to fi ll up with points repre-

senting widely distributed activation sites until most regions are fi lled. This 

suggests that variability among studies is so large that it is unlikely that any 

particular pattern from any single experiment is defi nitive. This result raises 

serious questions about the validity of each of the individual experiments.
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rowly demarcated, brain activation areas that can be associated with par-

ticular cognitive processes. This is the conceptual foundation of every 

meta-analysis — to extract signals from noise by pooling the results of a 

number of experiments. 

 The critical empirical question now arising is: Are these  “ average ”  or 

 “ typical ”  response patterns elicited by meta-analyses themselves valid and 

reliable? Do different meta-analyses studying the brain responses to the 

same cognitive process provide the same answer? The only way we can 

answer this question is to compare meta-analyses, that is, to carry out a 

meta-meta-analysis. Should two different meta-analyses aimed at the same 

cognitive process based on different samples of experimental reports 

produce essentially the same pattern of brain activations, this would be 

strong evidence that the hope of correlating macroscopic brain regions and 

cognitive processes can be fulfi lled with this method. According to this 

scenario, we should be able to overcome the severe challenges posed by 

low signal-to-noise ratios. A great deal of trust could then be placed in the 

validity of the meta-analysis technique.  14   

 Another important assumption is implicit in evaluating the validity of 

the meta-analysis technique, namely, that the method used should not 

infl uence the outcome. That is, if exactly the same sample of studies is 

meta-analyzed by two different methods, the results should be the same. 

If not, any outcome would have to be considered to be method dependent, 

and no confi dence could be expressed in either outcome. Should the 

outcome turn out to be dependent on the analysis method, this would 

further raise questions about the hypothesis that there is a meaningful 

relationship between macroscopic brain locales (or systems of locales) and 

cognitive processes. Indeed, should different meta-analytic efforts not 

agree, it would imply that there was something seriously wrong with the 

entire concept that the fi ndings of brain imaging experiments can be 

pooled in the same manner as simple statistical averaging to provide an 

improved estimate of brain activity – cognitive correlations. 

 Before we compare meta-analyses thought to be attacking the same 

problem, a few preliminary comments are in order. As discussed in chapter 

2, there are a number of meta-analysis techniques that have been proposed. 

Among the most prominent is the activation likelihood estimates (ALE) 

method developed by Turkeltaub, Eden, Jones, and Zeffi ro (2002). Although 

other methods have been developed over the years, the ALE method has 



112 Chapter 3

become the de facto method of choice for most contemporary meta-

analyzers. Therefore, both because of the larger availability of meta-analyses 

using this approach and an ever-present need to focus our analyses, I will 

concentrate on studies that used the ALE method. 

 Without repeating the details of the ALE calculation, which are available 

in chapter 2, I do want to reemphasize what it is that is the ultimate goal 

of the technique. In short, the goal is to defi ne regions of the brain that 

consistently exhibit common responses when tasked by the same stimulus. 

That is, the ALE procedure is designed to determine which regions of the 

brain reliably respond to a stimulus or task and to distinguish consistent, 

concordant, or reliable regions from others that are less consistent. As 

noted, the task is a signal-from-noise detection task; however, it is compli-

cated because we are dealing with three-dimensional spaces fi lled with 

inconsistently appearing activation peaks evoked by ill-defi ned stimuli. 

 Turkeltaub and his colleagues emphasized the statistical nature of the 

task. It was not a simple matter of fi ltering any given attribute or metric 

as it is in some simple forms of averaging (there is typically no synchroniz-

ing stimulus in any of the experiments pooled in a meta-analysis). Instead, 

the properties of the signal and noise distributions overlap considerably. 

The discrimination of signal from noise, therefore, depends on the spatial 

propinquity of a group of neighboring peaks. Specifi cally, a  “ signal ”  (the 

location of a concordant group of activation peaks) is identifi ed as the 

center of a suffi ciently high-density cluster of activation peaks compared 

to the low-density dispersion of other  “ noise ”  peaks. Thus, it became a 

problem in estimating probabilities with all of the entire set of attendant 

diffi culties involved in such estimates. 

 The task was further complicated by the three-dimensional nature of 

the response space and the small size of the voxels — the unit of spatial 

extent. The diffi culty in carrying out such calculations was further exacer-

bated by the fact that an activation was usually reported as a point in the 

Talairach and Tournoux space rather than that which it was in reality — a 

spatially distributed response pattern. This was partially alleviated by estab-

lishing the hypothetical Gaussian space around each Talairach and Tourn-

oux point. How closely such an artifi ce corresponded to the real pattern 

of spatial interaction is not known. 

 The goal of the ALE technique and other meta-analytical methods, 

therefore, is to defi ne the spatial extent of  consistently  responding regions 
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of the brain as calculated from the respective distributions of related, con-

sistent, or concordant  15   activations, on the one hand,as distinguished from 

the infrequent and irrelevant (i.e., too distant) activations, on the other. 

Ideally, it was hoped that this would result in improvement in the defi ni-

tion of the extent of a relatively circumscribed responding region or system 

of regions of the brain. The extent of these concordant regions is then 

considered to specify the part or parts of the brain selectively activated by 

a particular cognitive stimulus or task. It may therefore be correlated with 

or even (erroneously, in my opinion) identifi ed as the locus of the neural 

equivalent of the cognitive process under examination. 

 An important step in the logic of this discussion is that we have to 

acknowledge that the experiment selection process is working behind 

the scenes in a deleterious way that cannot be avoided. Two meta-analyses 

carried out on what is intended to be the same cognitive process may 

consist of quite different samples of individual studies. However, an 

implicit idea behind these kinds of meta-analyses is that the sequence of 

pooling and averaging (from the individual subject through the sample of 

experiments to the pooling of the mixed bag of activation peaks) should 

eventually result in an outcome that represents a valid neurobiological 

correlate of the cognitive process under investigation. It is hoped, rather 

than proven, that this is true no matter how diverse the subjects, the 

experiments, and the distribution of the activation peaks were. In other 

words, the sequential pooling should converge on an  “ average value ”  of 

the salient brain regions in which all of the variability of individual sub-

jects, experiments, and peaks washes out in the sheer amount of data that 

has been successively pooled. The robustness of this argument depends on 

the degree to which meta-analyses agree. 

 The critical next empirical step in testing the validity as well as the 

logic of this discussion, therefore, is to search for consistency, not at the 

level of the discrete activation peaks but, rather, by comparing meta-

analyses themselves. In other words, we are asking whether or not com-

parable meta-analyses agree with each other. Do they converge on a 

common answer? This, of course, is a very robust test of the whole enter-

prise of seeking answers to the localization question by progressive pooling 

of data from the several levels of combination. A lack of interexperimental 

consistency is the prime force leading to the meta-analysis technique. 

However, should the meta-analyses not agree, it would also suggest that 
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the meta-analytic techniques themselves might be forcing regionalization 

in situations in which it is not justifi ed. By  “ forcing, ”  I mean that an 

answer to the localization question is being imposed by the method rather 

than by the data. Because these techniques are designed to fi nd consis-

tency, they can do so even in situations in which that consistency might 

not exist! 

 My point is that using a tool that is designed to carry out a particular 

operation can in some cases impose its own properties onto an otherwise 

neutral situation. The question of the consistency of different meta-

analyses of a reasonably well-defi ned cognitive process, therefore, rises to 

a particularly high level of importance. How we carry out these compari-

sons is critical in understanding the outcome of such an examination. 

Comparing meta-analyses is not a simple process, and there are many 

opportunities for differences to emerge. Therefore, we should not expect 

exact replications. The best we can do is to simplify the comparison process 

as much as possible. The easiest way to do this is to require that all com-

parisons use the same methodology. All of the meta-analytic studies con-

sidered in the following discussion, therefore, were, as noted earlier, 

selected because they used the ALE technique. There are, however, many 

other factors that can infl uence this comparison that could not be con-

trolled; it is impractical in retrospective reviews of the present kind, for 

example, to demand that they all use the same sample of experiments in 

their pool or to demand the same panel of subjects. 

 To put it as simply as possible, my strategy in this section is to fi nd 

meta-analyses that are aimed at the same topic of cognitive activity and 

to compare the brain regions that each identifi es as being associated 

with that cognitive process. To the extent there is agreement between the 

two, I classify them as consistent; to the extent that different regions 

are identifi ed in each meta-analysis, I classify them as inconsistent. As 

we subsequently see, inconsistency is the dominant outcome of these 

comparisons. 

 The task of comparing two meta-analyses for consistency, as noted, is 

not an easy one. Laird, McMillan, et al. (2005) proposed one way to do so. 

Their method requires differencing the basic ALE data (i.e., the probabili-

ties of a peak having occurred in each of the pixels of the image). It requires 

that the number and locations of the peaks being used in the analysis be 

known. 



On the Reliability of Cognitive Neuroscience Data 115

 Laird et al. argue that it is desirable to pull these values as different 

subsets from a single meta-analysis — their comparison is, thus, being made 

on a split-half basis in which all of the data comes from a single meta-

analysis thus enhancing the degree of control in the comparison. It is on 

this detailed basis of the basic data itself that a comparison is made. (For 

details, see page 158 of Laird, Fox, et al., 2005.) Even then, the method is 

problematic; according to Laird and her colleagues: 

 Caution should be exercised when carrying out formal comparisons of ALE meta-

analyses when the groups are disparate in total number of foci. In these cases, it is 

impossible to say with any certainty whether the difference maps refl ect activation 

difference across groups of studies or simply show the effect of one group having a 

greater number of coordinates. (p. 163) 

 Unfortunately, the detailed data required for this kind of comparison 

are not generally available when one compares the results of completely 

independent meta-analyses. 

 Split-half designs to test for consistently are not ideal, however. The 

same method is being used, and it is not always clear where the split was 

made. Was it between two parts of the same data or was it formed by 

dividing up the experiments into two parts? In any case, the same method 

is being used despite the assumption that progressive pooling should make 

the method inconsequential. A more robust test would involve two sepa-

rate analyses using two different methods. 

 How, then, did I carry out practical details of the meta-meta-analysis 

comparing individual meta-analyses in this section? The actual selection 

of comparable meta-analyses was quickly determined by the relatively 

sparse number available for a given cognitive process. At the time this book 

was written it was extremely diffi cult to fi nd comparable meta-analytic 

studies. Therefore, with one exception, all of my meta-meta-analyses 

are carried out on two meta-analyses. That exception is an abundance of 

such studies for working memory, for which there have already been a 

considerable number of meta-analyses. I am sure that this situation will be 

alleviated as the years go by, but any problems with my samples are due 

to the limited availability of such studies rather than to any intentional 

selective bias. 

 My selection of meta-analyses was even further constrained by the 

manner in which the data fi ndings were reported. As noted earlier, there 

were three main ways in which spatial information could be presented: (1) 
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narrative descriptions (e.g., using words such as  “ superior temporal cortex ” ); 

(2) the numerical Talairach-Tournoux coordinates (e.g.,  x, y, z  = 34, 18, 

2 — in this example, the right insula); and (3) Brodmann areas (e.g., BA 21, 

which is part of the right superior temporal gyrus). 

 I chose mainly to use the older traditional Brodmann areas as the core 

measure for most of the meta-meta-analyses presented in this chapter. This 

provided a basis for a relatively simple preliminary comparison of the 

degree of congruence between comparable meta-analyses. For a few of 

these meta-analyses, lists of non-Brodmann areas were available. In a few 

supplementary reports only the narrative descriptions of the salient activa-

tion regions were available. I present these with the appreciation that these 

narrative lists provide an even coarser means of comparison than tabula-

tions of the Brodmann areas. 

 My strategy is to develop a simple quantitative score of comparability. 

I fi rst count the number of areas in which either of two meta-analyses 

indicates that an area of interest has been established. I then count the 

areas in which both of the two meta-analyses agree that a concordant 

response was present. Next, I compute a simple reliability score by dividing 

the number of areas in which  both  studies report activations by the total 

number of areas activated by either study. 

 Obviously, the simple numeric reliability score I use in this chapter is a 

very, very rough means of comparing meta-analyses. It is nowhere near 

the statistical sophistication of such methods for scoring reliability as the 

interclass correlation coeffi cient (ICC) mentioned in chapter 1. Nor can 

it be because we do not have numerical values for the data by means of 

which we can compute the  “ within ”  and the  “ between ”  variances. However, 

as a fi rst approximation, this rough measure seems useful in evaluating the 

hypothesis that meta-analyzing data will converge on a reliable and con-

sistent answer to the question of what parts of the brain mediate specifi c 

cognitive functions. 

 Of course, this is not a perfect strategy. Among other defi ciencies, the 

BAs used as the main measure are not regularly shaped, and a response 

area may fall into two quite different BAs on the brain even though they 

are actually relatively close to each other. Alternatively, two activation 

peaks may be quite far apart and be attached to a single BA because of the 

elongated extent of the BA. Similarly, some investigators report that certain 

subcortical or brainstem (non-Brodmann) structures such as the thalamus 
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or cerebellum are activated in their meta-analysis; in only some instances 

have I been able to compare these noncortical areas. Nor for that matter 

have I made any attempt to account for laterality effects; regardless 

of whether a response was reported to be activated in the left brain, the 

right brain, or bilaterally, all have been combined into a single BA 

designation. 

 All of these limitations are acknowledged at the beginning of this 

discussion. Nevertheless, I claim that however limited and constrained 

these comparisons may be, they represent a useful preliminary rough 

estimate of the reliability of meta-analytic studies in modern cognitive 

neuroscience. After all, if the two studies do not agree to at least a fi rst 

approximation, there is little value to going into an elaborate statistical 

evaluation. 

 Given the high hopes and logic of the concept of progressive pooling 

of data, as we now see, it will disappoint many who would have expected 

that methodological diversity in cognitive neuroscience could be overcome 

by increasing the virtual sample size. 

 Cognitive processes to be considered include: 

  •    Autobiographical memory 

  •    Emotional face processing 

  •    Single-word reading 

  •    N-Back working memory 

  •    Emotions 

 Autobiographical Memory 

 The fi rst meta-meta-analysis I present comes from the fi eld of autobio-

graphical memory. I was able to locate two meta-analyses that appeared 

to deal with this cognitive process (Svoboda, McKinnon,  &  Levine, 2006; 

Spreng, Mar,  &  Kim, 2008).   Table 3.3  depicts the results of this meta-meta-

analysis. 

   In this comparison of 35 locations identifi ed by either meta-analysis, 

19 were populated by both, for a computed reliability score of 54% — a 

modest level of commonality. However, there are mitigating factors that 

suggest that even this modest reliability score may be misleading. The 

Svoboda et al. (2006) results report activation of many more parts of the 

brain than does the Spreng et al. (2008) meta-analysis. This result might 
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  Table 3.3 
 A comparison of two meta-analyses of the brain activations associated with 

autobiographical memory  

 BA  Meta A  Meta B 
 4  X 
 6  X  X 
 7  X  X 
 8  X 
 9  X 
 10  X 
 11  X 
 13  X 
 17  X 
 18  X 
 19  X  X 
 20  X  X 
 21  X  X 
 22  X  X 
 23  X  X 
 24  X  X 
 25  X 
 27  X 
 28  X  X 
 29  X 
 30  X 
 31  X  X 
 32  X  X 
 34  X 
 35  X  X 
 36  X  X 
 37  X 
 38  X  X 
 39  X  X 
 40  X 
 41  X 
 44  X 
 45  X  X 
 46  X  X 
 47  X  X 
 Total BA  35 
 Common BA  18 
 %  51 

    Meta A shows data from Spreng, Mar, and Kim (2008), and Meta B shows data from 

Svoboda, McKinnon, and Levine (2006).    
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be due to a lower threshold used by Svoboda ’ s group as a criterion for 

accepting activations. Indeed, so much of the brain was activated, accord-

ing to Svoboda, that it suggests that there was no specifi city; instead, this 

meta-analysis alone argues for a general, widely distributed response of 

virtually the entire brain. Any commonalities with the Spreng BAs under 

these conditions would be meaningless. Whatever the sources of this dis-

crepancy, it is clear that these two meta-analyses provide very different 

answers to the question: Which areas of the brain are activated in process-

ing autobiographical memory? 

 Some additional evidence for the inconsistency of these meta-analyses 

comes from the non-Brodmann areas mentioned by each group of 

investigators. Svoboda et al. (2006) mentioned the amygdala, basal ganglia, 

thalamus, brainstem, and cerebellum in their review as being activated. 

On the other hand, Spreng et al. (2008) only mention the thalamus and 

the amygdala in their summary chart. Obviously, these two meta-analyses 

do not agree to any level that we might call consistent. 

 Emotional Face Perception 

 My next example of a meta-meta-analysis compares the fi ndings from two 

meta-analyses (Fusar-Poli et al., 2009; Li, Chan, McAlonan,  &  Gong, 

2009),  16   each of which dealt with the perception of emotional faces. Their 

respective fi ndings are plotted in   table 3.4 . 

   In this fi gure, we see that the results of two meta-analyses, supposedly 

of the same cognitive process — the perception of emotional faces — most 

assuredly do not agree. Despite the fact that each of these meta-analyses 

is pooling the results of a number of individual experiments dealing with 

what their authors presume to be cognate studies, the results of their efforts 

diverge greatly. Specifi cally, although the two experiments jointly identify 

12 BAs in which activations were reported, only 2 of these (BA 19 and 37) 

were common areas generated by both meta-analyses, a reliability score of 

only 14%. Even then, the discrepancy between the two may be seriously 

underestimated because these meta-analyses dealt with visual stimuli, and 

both of the common areas were visual areas. 

 As far as the non-Brodmann areas are concerned, Li and his colleagues 

mention the parahippocampal gyrus, the lentiform nucleus, and the amyg-

dala, whereas Fusar-Poli and his colleagues mention the parahippocampal 

gyrus, the lentiform nucleus, and the cerebellum. 
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 Single-Word Reading 

 Next, I compare two meta-analyses of single-word reading as a test of their 

reliability. The fi rst was presented in the groundbreaking article by Turkel-

taub, Eden, Jones, and Zeffi ro (2002) in which the ALE meta-analysis 

technique was fi rst introduced. The other was a more recent study in 

which stuttering was the target of interest but for which normal control, 

single-word reading data were also presented (Brown, Ingham, Ingham, 

Laird,  &  Fox, 2005). 

 The results of this study are presented in   table 3.5 . Once again, we see 

that there are major differences between the two meta-analyses. Of the 11 

areas that were identifi ed by the ALE analyses used in both studies, only 

5 areas were common to both. Once again, this indicates a reliability score 

of only 45% of the identifi ed areas emerging from the extensive data 

pooling that characterizes these kinds of meta-analyses. 

   However, once again, the situation may be much worse than even this 

preliminary comparison suggests. If we examine the common brain regions 

  Table 3.4 
 A comparison of two meta-analyses of the brain activations associated with 

emotional face processing   

 BA  Meta A  Meta B 
 6  X 
 8  X 
 13  X 
 17  X 
 18  X 
 19  X  X 
 20  X 
 21  X 
 22  X 
 23  X 
 30  X 
 37  X  X 
 40  X 
 47  X 
 Total BA  14 
 Common BA  2 
 %  14 

    Meta A is data from Fusar-Poli et al. (2009), and Meta B shows data from Li, Chan, 

McAlonan, and Gong (2009).    
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in greater detail, we see that, as in our previous comparison, some of 

them may be associated with activities that are secondary to the cogni-

tive aspects of the task. For example, Brodmann areas 4 and 6 are motor 

areas that would presumably be activated by any kind of motor response

 — such as those involved in speaking. Thus, although they may be a 

necessary part of the reading process, they are really incidental to the 

cognitive process under study. On the other hand, BAs 19, 21, 22 are 

regions of the brain well known to be associated with visual information 

processing and thus may be nonspecifi c with regard to this single-word 

reading task. 

 One interpretation of this pattern of responses, therefore, is that the 

authors have simply identifi ed regions responding to the sensory inputs and 

motor outputs involved in single-word reading. Once we ignore these 

obvious common regions, the remaining question is: Why do the additional 

regions (mainly those reported by Brown and his colleagues — BAs 10, 42, 

and 43) not show up in the Turkeltaub et al. results? One obvious answer to 

this question is that the component studies of the two meta-analyses and the 

meta-analyses themselves used different thresholds of acceptance. However, 

  Table 3.5 
 A comparison of two meta-analyses of the brain activations associated with single-

word reading   

 BA  Meta A  Meta B 
 4  X  X 
 6  X  X 
 10  X 
 17  X 
 18  X 
 19  X  X 
 21  X  X 
 22  X  X 
 37  X 
 42  X 
 43  X 
 Total BA  11 
 Common BA  5 
 %  45 

    Meta A shows data from Turkeltaub, Eden, Jones, and Zeffi ro (2002), and Meta B 

shows data from Brown, Ingham, Ingham, Laird, and Fox (2005).    
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it is also possible that the differences are due to the quasi-random nature of 

the brain images and that they are not really correlated to this or any other 

cognitive process. Whatever the reason, beyond the general motor and 

sensory aspects of the task, these two meta-analyses do not provide evidence 

of replication for what was a simple well-controlled cognitive task. 

 With regard to the non-Brodmann areas that may be involved in single-

word reading, Brown and his colleagues mention only the cerebellum, 

whereas Turkeltaub and his colleagues listed in addition to the cerebellum, 

the thalamus, and a general region of the superior temporal gyrus without 

Brodmann designation.  17   

 n-Back Working Memory 

 Our next meta-meta-analysis is a two-way comparison of meta-analyses 

dealing with working memory as particularized by a specifi c experimental 

task — the  n -back test. This is a particularly well-defi ned cognitive task for 

which there is a rich background of purely psychological studies. The two 

meta-analyses I have chosen to compare in this case were published by 

Owen, McMillan, Laird, and Bullmore (2005) and Glahn et al. (2005),  18   

respectively. Although, there were differences in the intent of each report, 

in the sample of experiments being meta-analyzed, as well as in the 

methodology used in each of the constituent studies, both shared the 

common goal of trying to determine which brain regions were activated 

during the cognitive process using the  n -back method. 

   The BAs reported in each of the two meta-analyses are depicted in   table 

3.6 . Despite the relatively well-controlled nature of the working memory 

task examined here, of the 12 areas of activation that emerged from the 

two meta-analyses, there is an overlap or correspondence of only fi ve of 

the BAs from the two meta-analyses. 

 To summarize the results for these two  n -back meta-analyses, I com-

puted the rough reliability score — the number of BAs in which both meta-

analyses indicated activation divided by the total number of areas in 

which either one of two meta-analyses indicated a response. In this 

example, a reliability score of 42% is obtained. However, this may be an 

overestimate because several of the areas identifi ed in these meta-analyses 

seem to be associated with processes that may not be specifi cally associ-

ated with the  n -back procedure but, instead, with some other cognitive 

process. Of the fi ve BAs reported to be common to both meta-analyses, 
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one (BA 6) is a motor area; one (BA 40) is a  “ speech ”  area; and one is a 

part of the frontal cortex (BA 10) that is well known to respond to virtually 

any kind of cognitive activity. These three areas, therefore, may be gener-

ally associated with many other aspects of cognitive activity (e.g., responses) 

and may not be specifi c to the  n -back test of working memory being exam-

ined here. On this basis, this comparison also seems to lead to the not 

unreasonable conclusion that the two meta-analyses do not reproduce 

the same pattern of activations; that is, they are not reliable indicators of 

working memory. 

 Another discrepancy between these two meta-analyses existed in the 

single non-Brodmann area mentioned. Owen et al. reported,  “  . . .  there was 

a focus of activation in the medial cerebellum ”  (p. 50); Glahn et al. did not 

mention the cerebellum in their sample of healthy control subjects. 

 Whether the lack of consistent correspondence between the two meta-

analyses is due to some subtlety of the method, difference in the tasks used 

in the original sample of experiments, arbitrary differences in the threshold 

for accepting activation, or some other cryptic source of bias cannot be 

  Table 3.6 
 A comparison of two meta-analyses of the brain activations associated with an  n -

back test  

 BA  Meta A  Meta B 
 6  X  X 
 7  X 
 8  X 
 9  X 
 10  X  X 
 13  X 
 19  X 
 32  X  X 
 40  X  X 
 45  X  X 
 46  X 
 47  X 
 Total BA  12 
 Common BA  5 
 %  41 

    Meta A shows data from Owen, McMillan, Laird, and Bullmore (2005), and Meta B 

shows data from Glahn et al. (2005).    
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determined now. Clearly, however, the two meta-analyses are not in agree-

ment. The main point that they both seem to make is that there is nothing 

more than a substantial frontal commitment to working memory. Beyond 

that generality, there appears to be little agreement between these two 

meta-analyses. 

 Working Memory in General 

 Working memory is of such great interest to cognitive neuroscientists that 

it is unusual in providing many more opportunities for comparing meta-

analyses than just the two I was able to fi nd for the previous pairwise 

comparison. Indeed, I was able to fi nd seven meta-analyses carried out on 

this cognitive process in addition to the two that used the  n -back proce-

dure. Of course, there were many different analysis techniques, responses, 

and, of course, a very different sample of selected studies used by each of 

these meta-analyses. Nevertheless, it is instructive to compare all of them 

to see if any consistencies might become apparent in this larger sample. 

  Table 3.7  is a spreadsheet of the seven meta-analyses showing which of 

the 47 BAs were reported to be activated in each of these nine meta-

analyses.  19   

   A number of interesting observations can be gleaned from this spread-

sheet. First, it is clear that there is a considerable amount of variability 

among the responding BAs reported in each of these meta-analyses. The 

extent of this variability is not surprising and can be partially explained 

by the variety of cognitive processes other than working memory intruding 

into the analysis. For example, if we just look at the BAs designated as 

activated by all or all but one of the meta-analyses, we see that only 

BAs 6, 10, 32, and 40 satisfy this rather loose criterion of commonality. 

However, as we have seen earlier in several instances, these areas are 

thought to be involved in brain cognitive activities that are not specifi c to 

working memory. For example, BA 6 is considered to be part of the motor 

system consisting of the premotor and supplementary motor cortices. BA 

6, therefore, presumably would be involved in executing or planning the 

execution of motor responses, a necessary part of any measurement of 

cognition but not exclusive to working memory. Similarly, BAs 10 and 32 

are frontal areas involved generally, as we see elsewhere, in virtually all 

cognitive processes and thus may not be specifi c to working memory. BA 

40 is suspiciously close to what has traditionally been called Wernicke ’ s 
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  Table 3.7 
 A comparison of seven meta-analyses for various versions of the working memory 

task   

 BA*  Meta A  Meta B  Meta C  Meta D  Meta E  Meta F  Meta G 
 3  X 
 4  X 
 6  X  X  X  X  X  X  X 
 7  X  X  X  X  X 
 8  X  X 
 9  X  X  X  X 
 10  X  X  X  X  X  X 
 11  X 
 13  X  X  X 
 17  X 
 18  X  X 
 19  X  X  X  X  X 
 21  X  X 
 22  X  X  X 
 24  X  X  X 
 31  X 
 32  X  X  X  X  X  X 
 37  X  X  X 
 39  X 
 40  X  X  X  X  X  X 
 44  X  X  X  X 
 45  X  X  X  X  X 
 46  X  X  X  X 
 47  X  X 

    *Plus scattered reports of thalamus, cerebellar, etc., activations.   

   The activation data in this table are taken from the following articles by column: 

A, Wager and Smith (2003); B, Glahn et al. (2005); C, Simmonds, Pekar, and Mostof-

sky (2008); D, Turkeltaub, Eden, Jones, and Zeffi ro (2002); E, Owen, McMillan, Lair, 

and Bullmore (2005); F, Chein, Fissell, Jacobs, and Fiez (2002); G, Krain, Wilson, 

Arbuckle, Castellanos, and Milham (2006).    
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area and thus might have a more general language role than in terms of a 

specifi c working memory. Thus, depending on the design of the experi-

ment, variability could be introduced. 

 We have to conclude from this examination of this extended group of 

meta-analyses that there is relatively little agreement among them that 

cannot be otherwise explained either by the activity of regions that have 

other sensory or motor functions or regions that are generally activated by 

almost any thought process. There is nothing indicated in either the paired 

or the eight-way comparison that suggests a common and specifi c indicator 

for any of the cognitive processes studied. Therefore, meta-analyses might 

have no probative value in linking brain-image responses and cognitive 

processes. 

 Additional Narrative Meta-meta-analyses 

 In the previous comparisons, I mainly exploited the advantage of compar-

ing meta-analyses that reported their data in the form of the Brodmann 

system spatial locations, only adding non-Brodmann data when it was 

available. In addition, a number of other potentially comparable meta-

analyses were occasionally encountered that provided their fi ndings solely 

in the form of narrative descriptions of non-Brodmann locations. In the 

following pages, I look at a number of articles in which the activation 

locales were only described with narrative expressions such as  “ frontal ”  

or  “ anterior cingulate ”  to defi ne brain regions. Although this nomencla-

ture is not as precise as the BA one, it is possible to get a qualitative 

estimate of how well two such narrative meta-analyses compare. As we 

now see, such comparisons also display a persistent and frustrating lack 

of reliability. 

 A pair of such narrative meta-analyses has been reported by Valera, 

Faraone, Murray, and Seidman (2007) and Ellison-Wright, Ellison-Wright, 

and Bullmore (2008), respectively. Their concern was not with functionally 

defi ned regions of activation but with size changes in the brain ’ s anatomy 

that could be associated with attention defi cit hyperactivity disorder 

(ADHD). Although the available sample of selected articles was relatively 

small in both meta-analyses and each used a different analytic procedure, 

it is instructive to compare the fi ndings of these two structural meta-

analyses because they both are trying to answer a very specifi c question: 

Did ADHD patients have different-sized brain parts than normal subjects?  
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 Valera and her colleagues (2007) reported the following regions to 

exhibit reduced size in ADHD brains compared to normal controls: 

 The cerebellum 

 The posterior inferior vermis 

 The splenium of the cerebellar cortex 

 Total and right cerebral volume 

 Right caudate 

 Work from the Ellison-Wright laboratory (2008), however, reported size 

changes in ADHD patients in the following regions: 

 The right putamen 

 The globus pallidus 

 Obviously, there is little agreement between these two meta-analyses. 

Interestingly, their respective meta-analyses also showed that the statistical 

signifi cance of several individual reports of increased size in a number of 

gray matter regions disappeared during their meta-analysis. 

 Although both of these studies can be considered to be very preliminary, 

it is clear that the two meta-analytic approaches produce very different 

initial answers to the question of brain component size differences between 

normal controls and ADHD patients. 

 To even further complicate the matter, I was also able to fi nd another 

meta-analytic study of ADHD, albeit a functional rather than an anatomi-

cal one. This study (Dickstein, Bannon, Castellanos,  &  Milham, 2006) 

reported a very different pattern of activations than the regions implicated 

in the anatomical ADHD studies. Specifi cally, differences between control 

and ADHD subjects were reported in the following regions: 

 Frontal lobe 

 Cingulate gyrus 

 Parietal lobe 

 Basal ganglia/thalamus 

 Occipital lobe 

 Dickstein et al. paid special attention to the frontostriatal and fronto-

parietal circuits as potential  “ causes ”  of ADHD. Although it is not appropri-

ate to compare the anatomical and functional characteristics directly, it is 

of interest to note that there is virtually no overlap among the regions 
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implicated in the functional and anatomical meta-analyses, respectively. 

The only general inference one might draw is that widely distributed loca-

tions on the brain are implicated by all three studies. 

 In addition to the previously discussed work on emotional face recogni-

tion, the neural foundations of emotion itself have long been an object of 

theory. It was hoped early on that functional brain imaging studies might 

parse some of the complex interactions between the diverse brains regions 

involved in various kinds of emotion. Strategic approaches have varied 

over the years. Some investigators simply accept the current theoretical 

view that a particular region such as the amygdala or the frontal lobes is 

central to emotional behavior and direct their meta-analytic attention to 

its responses. Work by Baas, Aleman, and Kahn (2004) and by Sergerie, 

Chochol, and Armony (2008) are examples of this approach; both groups 

were mainly concerned with the laterality of amygdala function. Even 

within the constraints of this relatively simple question, diametrically 

opposite meta-analytic answers were obtained. For example, based on 

their meta-review, Baas, Aleman, and Kahn concluded that  “  . . .  the left 

amygdala is more often activated than the right amygdala, suggesting 

different roles for the left and right amygdala in emotional processing ”  

(p. 96). 

 Sergerie, Chochol, and Armony, however, came to what may be a very 

different meta-analytic answer to the question when they said  “ . . . our 

results do not support a stronger right amygdala involvement in emo-

tional processing, nor a hemispheric lateralization based on valence or sex ”  

(p. 823). 

 This disagreement should be considered in light of the fact that the 

Sergerie et al. (2008) meta-analysis summarized the results from 148 pub-

lished experiments — an unusually large number for a modern meta-

analysis. Similarly, the Baas et al. (2004) meta-analysis included data from 

54 published reports.  20   Despite these relatively large databases, the two 

studies did not converge on the same answer; indeed, they provided dia-

metrically opposed answers to what should be a very direct question. 

 Obviously, an enormous amount of effort has been expended in carry-

ing out these meta-analyses. Unfortunately, this effort has resulted in 

inconsistent answers to the straightforward question of lateralization of 

the amygdala. Considering the variability that was exhibited in the indi-

vidual studies and the fact that even these large meta-analyses did not 
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resolve the issue, extreme care should be given to the credibility of any 

single experiment as well as the meta-analyses themselves. 

 Other investigators, however, eschewing an a priori commitment to the 

amygdala as a central part of the emotional system, have sought answers 

to the more general question: What parts of the brain are involved in 

emotional behavior? When the subject is framed in this way, the answers 

are much more complex if not equally inconsistent. For example, let us 

compare the answers to the general question provided by two meta-

analyses published by Kober et al. (2008) and by Murphy, Nimmo-Smith, 

and Lawrence (2003), respectively. Each of these meta-analyses was founded 

on the basic premise of the meta-analysis approach, namely, that pooling 

the results of many individual reports would produce a more accurate 

estimate of the regions of the brain participating in a particular cognitive 

process. Nevertheless, despite all of the energetic pooling and statistical 

processing and our hopes and expectations of convergence onto a single, 

dependable answer to this question, these two reports differ substantially 

in their answer to the general question. Nor, for that matter, is either one 

forthcoming with results that are in accord with traditional brain models 

of emotional representation (e.g., as provided in the original version by 

Papez, 1937) or as modifi ed by recent research (see Uttal, 2011, for a dis-

cussion of the evolution of the Papez circuit over the years). 

 Kober et al. (2008) list the following cortical and subcortical regions 

that their meta-analysis suggests is involved in emotional behavior. This 

summary is a result of their meta-analysis of 162 individual experiments. 

 Cortical Regions 

  •    Dorsal medial prefrontal cortex 

  •    Anterior cingulate cortex 

  •    Orbitofrontal cortex 

  •    Inferior frontal gyrus 

  •    Insula 

  •    Occipital cortex 

 Subcortical Regions 

  •    Thalamus 

  •    Ventral striatum 

  •    Amygdala 
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  •    Periaqueductal gray 

  •    Hypothalamus 

 An important outcome of the Kober et al. (2008) meta-analysis was the 

complex pattern of interactions among these regions. This was indicated by 

very widespread activity across the whole brain in emotional situations. 

 The most comparable meta-analysis in which the general question —

 What parts of the brain are activated in emotional behavior? — was addressed 

was that provided by Murphy et al. (2003). Also based on a large sample 

of individual experiments (106 published reports), they identifi ed not only 

the main brain regions associated with emotion in general but also the 

specifi c emotions associated with each region. The result of their meta-

analysis included: 

 Cortical Regions 

  •    Insula/operculum (disgust) 

  •    Lateral orbitofrontal (anger) 

  •    Rostral supracallosal anterior cingulate (happiness and sadness) 

  •    Dorsomedial prefrontal (happiness and sadness) 

 Subcortical Regions 

  •    Amygdala (fear) 

  •    Globus pallidus (disgust) 

 If we apply the same reliability score (the number of common areas 

divided by the total number of activated areas), we arrive at the value 42%. 

Four of the fi ve common regions are located in the cortex; however, there 

are gross discrepancies between the subcortical regions associated with 

emotion by these two meta-analyses, the amygdala providing the only 

region cited in both studies. 

 Unfortunately, the narrative anatomical nomenclature used in making 

these comparisons is so poorly defi ned that it is not always clear what 

regions are being compared. For example, are the lateral orbitofrontal and 

the orbitofrontal regions of the brain really close enough to be considered 

to be a  “ common ”  location given the relatively large size of the frontal 

regions? Similarly, the large size of the deeply buried cingulate cortex 

makes it questionable how synonymous the rostral supracallosal anterior 

cingulate and anterior cingulate activation areas really are. Indeed, the 

breadth of the responses (ranging from the frontal to the occipital lobes) 
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of the brain reported in these meta-analyses suggests a more widely dis-

tributed responsiveness, if not a brainwide one. If this is so, it may be that 

the emotional regions reported in these meta-analyses are just a sampling 

of the true extent of response during emotional cognitive activity, the 

highest peaks being separated from more generalized activity by a relatively 

high threshold of acceptance. 

 It seems clear that whatever disadvantages were present when we used 

the Brodmann system of relatively well-defi ned regions, they are com-

pounded when we use this narrative nomenclature. Even with the most 

liberal interpretations of the constraints imposed by the narrative approach 

to localization, there appears to be little convergence on a common answer 

to the question of the locus of the emotional regions of the brain beyond 

a general frontal involvement. The lack of agreement is especially pro-

nounced with regard to the subcortical regions. 

 Another area of defi nitional softness resides in the weakness of the 

psychological vocabularies. Murphy et al. (2003) parsed emotion into 

several categories based on the words that are used in common language. 

Kober et al. (2008), as well as Lindquist et al. (in press) on the contrary, 

dealt with emotion as a unitary entity. Again, it is appropriate for me to 

remind my readers that there are no robust a priori reasons why the psy-

chological language with its arbitrary and ill-defi ned cognitive modules 

should map directly on neuroanatomical regions of the brain. 

 I make no claim that the comparisons between meta-analyses made here 

are any more defi nitive than the meta-analyses themselves. My compari-

son techniques are as frail as is the entire idea of pooling results from a 

number of experiments across the many factors that might infl uence their 

outcomes. The important point is that this fi rst-order approximation, this 

fi rst glance at the data, does not seem to support the basic meta-analysis 

postulate, namely, that by pooling data from a number of experiments, 

one is likely to converge on a better, more consistent answer to the local-

ization problem. What we have shown here is that this assumption is not 

valid — multiple meta-analyses using a collection of inhomogeneous data 

do not converge on the same answer. Thus, at the present time, no meta-

analytical fi nding should be considered to be a valid statement of which 

brain regions should be associated with which cognitive processes. 

   The next section presents an overall view of the implications of this 

pattern of inconsistent results. 
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 3.2.4   What Does This Pattern of Results Mean? 

 To summarize the results of this chapter, inconsistencies abound at all 

levels of data pooling when one uses brain imaging techniques to search 

for macroscopic regional correlates of cognitive processes. Individual sub-

jects exhibit a high degree of day-to-day variability. Intersubject compari-

sons between subjects produce an even greater degree of variability. When 

responses from a group of subjects are pooled into experiments, seemingly 

comparable experiments produce inconsistent indicators of which por-

tions of the brain are associated with particular cognitive processes. Finally, 

as we have seen, when we compare meta-analyses in which the fi ndings 

from multiple experiments are selected and their outcomes pooled, we also 

fi nd substantial disagreement. 

 The overall pattern of inconsistency and unreliability that is evident in 

the literature to be reviewed here suggests that the intrinsic variability 

observed at the subject and experimental levels propagates upward into 

the meta-analysis level and is not relieved by subsequent pooling of addi-

tional data or averaging. It does not encourage us to believe that the 

individual meta-analyses will provide a better answer to the localization 

of cognitive processes question than does any individual study. Indeed, it 

now seems plausible that carrying out a meta-analysis actually increases 

the variability of the empirical fi ndings. The Simpson paradox is a strong 

argument that meta-analyses, however promising they may initially seem 

to be, have not yet proven that they generally work. 

 To appreciate what this means we have to reconsider the basic philoso-

phy behind the meta-analysis approach — the idea that pooling of data 

 Box 3.3 
 Empirical Conclusion Number 3 

 

Alternative meta-analytic summaries of many experiments purporting to fi nd 

relations between a cognitive state and a pattern of brain responses do not 

agree with each other. This raises serious questions about the validity of the 

idea of pooling results from a group of experiments in order to provide a more 

accurate estimate of the activation pattern than is possible from a single 

experiment. The subtle clustering that can be teased out of the data by a 

meta-analysis may be due to random factors or the demands of the analysis 

itself instead of real effects due to the cognitive process under investigation.
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from many experiments can help us toward a more precise and specifi c 

answer to the question of localization of cognitive function. This was sup-

posed to be effected by increasing the power of statistical analysis, presum-

ably by incorporating more and more data into a very large virtual sample. 

The proposed process was supposed to be analogous to simple averaging 

of signals to isolate a repetitive signal from the variable background noise. 

In the case of brain imaging technology, the idealized signal being sought 

is supposed to be a precise answer to the subtle localization of a cognitive 

process, and the noise is the result of the substantial variation in selecting 

subjects, stimuli, experimental design, responses, and all of the other 

factors that can infl uence a brain image (see especially table 2.1). By 

pooling data from a number of experiments, the presumption is that this 

noise could be minimized and the resulting meta-analysis would provide 

a robust and statistically signifi cant specifi cation of the brain areas associ-

ated with whatever cognitive process is under study. 

 We see in this book many indications that suggest that these assump-

tions are yet to be confi rmed. I have already pointed out the tenuousness 

of the idea that two or more spatial regions can be combined in some way 

to produce a meaningful average region. (This was referred to as the Venn 

fallacy in chapter 1.) It is also yet to be established whether combining 

wildly inhomogeneous brain imaging data is a valid statistical enterprise. 

Not all of the fi ndings that make up the meta-analysis are associated, for 

example, with a common effect dimension. Nor, for that matter, are the 

criteria for accepting or rejecting activations consistent from one experi-

ment to another. Finally, there are a host of technical and selection issues 

that also exacerbate the lack of homogeneity of the pooled data, thus 

reducing the reliability of the method. 

 The point is that by simply dumping all of these experimental fi ndings 

into a common statistical pot, without adequate consideration of the diver-

sity of common inputs, attributes, and effects, no amount of numerical 

manipulation in even the best-designed meta-analysis is likely to produce 

consistent results. However, no amount of philosophical argument, no 

matter how logical, is going to put this issue to rest. The proof is in the 

pudding, as they say (the pudding in this case being the reliability and 

replicability of the empirical fi ndings). That is, as it is with any other sci-

entifi c endeavor, the ultimate test of the robustness of the meta-analytic 

approach is to be found in its consistency from situation to situation. 
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 Therefore, the empirical question is: When we compare two meta-

analyses, do they agree? The general answer to this question, based on the 

comparisons presented in this chapter, seems to be  no  — they do not agree 

with the degree of confi dence that would lead us to infer that they were 

reliable indicators of mind-brain relationships! 

 This brings us face to face with the necessity to understand why there 

are inconsistent answers emerging from comparable meta-analyses. There 

are several possible explanations for this unreliability. The fi rst possibility 

is that despite efforts to select relevant studies, the selected experiments 

involved in each of the meta-analyses differ so much that it was not really 

appropriate to pool their fi ndings. This is an extension of the  “ apples and 

oranges ”  inhomogeneity argument against meta-analyses that has per-

vaded the fi eld since the technique was fi rst proposed. This explanation of 

the observed inconsistency is based on the premise that the properties of 

the pool of experiments combined in a meta-analysis actually varied too 

much among themselves to be combined by such a technique. Although 

each of the meta-analytic research teams may have used seemingly reason-

able selection criteria, they actually may have combined experiments that 

were in fact so different that the fallible selection process doomed the 

enterprise from the beginning. 

 Why should this be the case? A major reason that psychology may have 

been especially susceptible to such selection errors, as I have noted several 

times, is the vague way in which we defi ne psychological processes. Two 

experiments that purport to study working memory may actually be 

evoking quite different cognitive processes because of some subtle (or not 

so subtle) task difference. In this context, once again, we are confronted 

with the limitations of the language used by psychologists; what appear 

to be synonyms may not, under careful scrutiny, turn out actually to 

denote the same kind of cognitive process. Furthermore, identical cogni-

tive process may be classifi ed with different names and thus incorrectly be 

excluded from a meta-analysis. According to this explanation, any differ-

ences between or among the meta-analyses may be accounted for in terms 

of the weakness of the psychological vocabulary. 

 A second possibility explaining the failure of meta-analyses to agree is 

that the analysis method used to produce each meta-analysis differed in 

some subtle, but critical, way. However, this is not likely because most of 
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the meta-analytic studies compared here used the Turkeltaub, Eden, Jones, 

and Zeffi ro (2002) ALE method. 

 Variation in the arbitrary thresholds for acceptance of an activation 

chosen in the original experiments may also have subtly contributed to a 

lack of homogeneity in the pool of experiments, thus obscuring any 

commonalities — if, in empirical fact, such commonalities actually existed. 

This problem is exacerbated by the all-or-none scoring of regional activity 

(i.e., simply indicating the presence or absence of a response) in all brain 

imaging studies. 

 Another possibility is that the signal-to-noise ratios characterizing the 

results of the pooled experiments were simply too poor to permit the 

extraction of any commonalities from the original brain imaging data. 

Such a source of bias would be enhanced by the fact that noise levels could 

have been quite different from one experiment to another. The failure in 

this case would be in the meta-analytic methodology. It is possible that 

the methodology we are using is simply not powerful enough for the task 

at hand — associating the macroscopic spatial responses of the brain to 

cognitive processes. The whole brain ’ s coding mechanisms may be too 

subtle and complex for the relatively primitive techniques used to combine 

the outcomes of a group of experiments. 

 A related possibility explaining the absence of agreement among the 

meta-analyses is that the salient and important data were lost somewhere 

in the complexities of the necessary analyses, pooling, and data combina-

tion. It would not be easy to determine where this loss of critical signal 

information occurred. However, one possibility is that at some level of the 

sequential series of accumulations and pooling of data from subjects and 

then experiments, the signal-to-noise relations were degraded rather than 

enhanced. It could have been, for example, because the pooling of data 

heaped asynchronous noise on asynchronous noise in a way that acted to 

enhance the noise while diminishing the signal contrary to basic assump-

tions of the meta-analysis approach. 

 According to this explanation, as the pooling level increased and the 

averaging progressed, the signal-to-noise situation progressively worsened 

rather than improved as expected. An increase in apparent randomness 

with progressive pooling was presciently noted by Cox and Smith (1953, 

1954) when they described how regular interval patterns between multiple 
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spike action responses from a group of neurons quickly approached a kind 

of quasi-randomness when they were pooled. This phenomenon occurred 

even when the most orderly and periodic signals were pooled. In a far 

simpler case than the brain images being considered here, they were able 

to show that progressive pooling led to an analogous kind of information 

loss that may possibly account for this progressive divergence of responses 

during a meta-analysis. 

 A far more serious explanation for the future of brain imaging is that 

the processes and mechanisms under study  are  essentially random; that is, 

a common, deterministic signal of a cognitively signifi cant pattern of brain 

responses actually does not exist! That is, despite 20 years of intense 

research, there may have been no localized brain signal to extract from 

whatever amount of noise may have been present. In other words, the lack 

of replicability of brain image fi ndings at all levels of pooling may indicate 

that these macroscopic brain image signals may be, for all practical and 

theoretical purposes, quasi-random, if indeed not fully random! The poor 

signal-to-noise ratios and the erratic nature of the data may have permitted 

cognitive neuroscientists to  “ see ”  order where there is, in actual fact, none. 

 The implications of such a conclusion are profound for cognitive neu-

roscience. It would suggest that the entire enterprise of searching for mac-

roscopic brain correlates of a cognitive process might be a search for a 

nonexistent chimera. From a certain point of view, this negative conclu-

sion would still be a major contribution to cognitive neuroscience: it would 

shift attention and support away from what may be an erroneous line of 

research at the wrong level of analysis. Beyond that, if the kind of incon-

sistency I have pointed out here turns out to be the norm, we may have 

witnessed a serious misdirection of effort and resources in the fi eld of 

cognitive neuroscience. 

 Any author of such a drastic conclusion as the one presented here —

 brain images may be artifacts and may not be signifi cantly correlated with 

cognitive processes — must leave open the challenge to anyone who 

disagrees — do your own comparisons and meta-meta-analyses to see if you 

can demonstrate a more robust form of consistency and reliability. 

 No one can predict the scientifi c future. It is always possible that future 

improvements in methodology might be able to fi nd regularities where 

none can be detected now. However, at the present stage of development 

of cognitive neuroscience and the tools it uses, the kind of reliability and 
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replicability we need to draw robust conclusions about the mind-brain 

relationship is absent. At the present moment, however, the conclusion 

that one must come to after surveying the empirical literature and examin-

ing it for reliability and consistency can be summed up in the general 

statement presented in box 3.4. 

     
                 Box 3.4 
 Empirical Conclusion Number 4 

   

Given that reliability is low at all levels of analysis (intrasubject, intersubject, 

interexperiment, and inter-meta-analysis), it is increasingly likely that rela-

tions between particular macroscopic brain images and specifi c cognitive 

processes have not yet been established and may not exist. The many reports 

that purport to having established such relations are possibly reporting 

random or quasi-random fl uctuations in extremely complex systems inade-

quately controlled by current experimental paradigms.





 4   Macroscopic Theories of the Mind-Brain 

 4.1   Introduction 

 The modern development of complex instrumentation and mathematical 

methods for studying the relationship between cognitive process and the 

brain has skyrocketed cognitive neuroscience to a position of prominence 

in both funding and the popular media. The near-universal interest in 

what neural processes and mechanisms account for the richness of our 

mental lives has resulted in a barrage of theories and interpretations that 

sometimes seems to outrace the supporting empirical evidence. This is 

particularly evident in the context of chapter 3 in which we demonstrated 

the inconsistency and unreliability of many of the fi ndings from what 

seems to be an exponentially expanding body of results.  1   Not only were 

the fi ndings from individual subjects and from similar experiments differ-

ent, but even when high-powered meta-analyses were brought into play, 

inconsistency seemed to be characteristic of even the most basic results. 

 Why this is the case is not too diffi cult to understand. The basic problem 

is the complexity of the system under study. Because of this complexity, 

there are a large number of potential biases and errors of experimental 

design and analysis that contribute to making brain responses so variable. 

Notwithstanding the undoubted utility of brain imaging devices as tools 

for studying anatomy and physiology in many fi elds of biological science 

and medicine, the inconsistency of the data they produce in cognition-

related experiments should at least raise the question of their utility in that 

context. It is possible, although I expect that few researchers in this fi eld 

would agree with this assertion, that with only a few exceptions, modern 

brain image comparisons with cognition have not yet fulfi lled the hopes 

of cognitive neuroscientists. 
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 Before considering various theoretical approaches to brain-cognition 

systems, it is important to reiterate a particular point about the general 

relationship between these macroscopic brain regions and cognitive pro-

cesses. Prevailing opinion nowadays is that the psychoneural equivalents 

(i.e., the neural processes that actually account for, instantiate, represent, 

encode, or otherwise provide the neural basis for cognition in all of its 

manifestations) are to be found in the complex network of neurons that 

make up the brain. Unfortunately, for several reasons we are prevented 

from examining mind-brain relations at this microscopic level. The main 

reason, of course, is the sheer numerousness of the neuronal networks —

 numbers that are so large as to prevent us from examining the actions and 

interactions of literally billions of simultaneously and idiosyncratically 

behaving neurons by any conceivable process. Another reason is that the 

brain imaging instrumentation available to us, with all of its wonderful 

attributes, is essentially a very specialized tool for examining the macro-

scopic level of brain regions, centers, and nuclei — the spatial and cumula-

tive properties of the system — and not what is more likely to be the truly 

germane microscopic level. 

 Therefore, both sheer numerousness and available technology drive us 

to direct our research attention to what may be an irrelevant level of 

analysis — the macroscopic properties of the brain. As a result, although 

there may eventually be some kinds of simple correlations or biomarkers 

discovered between macroscopic brain activity and cognition, this is not 

the level at which the most important questions should be asked. The 

microcosm may be where we should look; because we cannot, we attack 

the problem in terms of the current context of what we can do. Unfortu-

nately, by doing so, we may be directing ourselves along the wrong path. 

 This perspective is based on the idea that there are really two levels of 

theory, one microscopic, and one macroscopic, that do not speak directly 

to each other. The degree of microscopic order or disorder that is consid-

ered here (that of the 10 billion or so neurons of the brain) is unknown — it 

is conceivable that the mind-brain system is so complex that researchers 

will never be able to disentangle the cognitive and neurobiological links, 

correlates, and interactions that underlay mental activity. Neither the pow-

erful human pattern perception capabilities nor those of the most powerful 

computers of which we may conceive are capable of working their way 

through the huge numbers involved in the irregular neuronal networks 
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that make up the essential properties of the brain. This irregularity is not 

randomness; the mind-brain system cannot be considered to be random 

in any formal sense. The simple fact that we function, learn, perceive, and 

behave in such an adaptive manner belies any attempt to designate the 

mind-brain as a truly random system. Instead, what we are dealing with 

is a kind of pseudo- or quasi-form of approximate randomness that arises 

from the complexity of the neuronal network that instantiates mind.  2   

 Despite this quasi-randomness cum complexity, cognitive neuroscien-

tists make persistent efforts to explain, interpret, describe, model, or theo-

rize about what their data are telling them. This is what the best of science 

is supposed to do. Raw data mean very little in themselves; extrapolating 

from the data to develop an explanatory model is the essence of the crown 

jewels of science such as Newton ’ s and Einstein ’ s physics, Mendel ’ s genet-

ics, Mendeleev ’ s chemistry, as well as Linnaeus ’ s and Darwin ’ s biology. Data 

do not speak for themselves; they are intrinsically meaningless and must 

be interpreted in a way that leads to as much synoptic theory as possible. 

Indeed, any argument that empirical data obtained from carefully struc-

tured and rigorously controlled experiments constitute the prime goal of 

science is not sustainable. The ultimate goal of any science should be the 

summarizing and consolidation of narrowly construed data into general 

and comprehensive theories. It is the synthetic interpretation of the results 

of analytic experiments into synoptic theories that is the ultimate goal of 

a science. 

 The holy grail of theory in cognitive neuroscience is the answer to the 

question of how the brain makes the mind. I might as well confess that 

which everyone knows. There currently is no theory or explanation at at 

any level of analysis of how the brain makes the mind beyond the most 

constrained and vague speculations! Furthermore, because of the afore-

mentioned complexity, there may never be. Our theories of the mind-brain 

relationship are limited to relatively minor aspects of the grand question 

itself.  3   We know a little about sensory and motor coding, a lot about how 

individual neurons function, and have a lot of questionable knowledge 

about how the brain operates as a whole when we are thinking. The best 

we can currently assert is that whatever the mind is, it is a function or 

process of the neuronal networks that make up the brain.  4   Without at least 

a tacit acceptance of the material physicalism implicit in this assumption, 

this science could not exist. Who could possibly carry out any experiment 
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in cognitive neuroscience constantly shadowed by the possibility that 

unknown extraphysical (i.e., dualistic) forces were at work to modulate or 

confound the controls built into our experimental protocols. 

 However convinced one may be concerning the role neuronal intercon-

nections play in creating mental activity, it is important to also appreciate 

that there is still not a shred of scientifi c evidence that mind emerges from 

activities at this microscopic level of analysis. It is only a  “ best bet ”  — a 

speculative hypothesis — that we are probably forever prohibited from 

probing because of the enormous complexity and numerousness of the 

brain interconnections. The fact that logic, reason, and objective scientifi c 

evidence have not been able to come up with any compelling alternative 

remains the strongest argument for the neuronal network hypothesis of 

the origins of the mind. However much truth there may be in this form 

of argument — proof by exclusion — this is not the way that scientifi c theory 

building is supposed to operate — such theories are always vulnerable to the 

next piece of evidence. Unfortunately, we are left with macroscopic 

approaches (e.g., the brain imaging and EEG techniques) that pool and 

obscure the details of the truly salient neuronal networks. 

 Another important issue in our discussion of brain organization theories 

is the spatial nature of the data obtained from brain imaging. That is, with 

very few exceptions, the application of these powerful methods can provide 

answers only to where activation responses occur. The science is relatively 

limited to questions such as  “ What regions of the brain are activated 

during a particular cognitive process? ”  or its inverse,  “ What are the cogni-

tive functions of a particular brain region? ”  In relatively few cases is there 

any attempt to quantify the magnitude of an effect (the probability that a 

response pattern is different from a control condition is not a measure of 

the amplitude of an effect). Similarly, the temporal dynamics of the brain ’ s 

responses plays a minor role in most contemporary research and theory.  5   

Therefore, virtually all of the emerging interpretations of what has been 

found are theories of what part or parts of the brain are supposedly 

involved in the cognitive task being studied.  6   Although the brain imaging 

approach is intended to tell us specifi cally  “ where ”  something may be 

happening, the most recent fi ndings seem to be telling us  “ almost every-

where. ”  In such a context, theory building is very diffi cult, indeed. 

 Finally in this introduction, I should note that the fi eld of brain imaging 

from its start has been heavily committed to the mathematical and statisti-
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cal aspects of its methodology. Although this is a desirable direction for 

some of the science ’ s efforts to have taken, there is some suggestion that 

this is also a diversion in which the  “ tools ”  of the science are polished and 

polished again in the hopes that some new manipulation will be able to 

better extract ever more subtle results than were hitherto forthcoming. 

Some might refer to this retreat to methodology as displacement activity; 

when one cannot fi nd order in the data, one seeks to sharpen one ’ s avail-

able tools in the hope that an enhanced method will uncover some hidden 

signifi cance. Unfortunately, as we see repeatedly evidenced in chapter 3, 

the most elaborate and up-to-date methods (e.g., the ALE system of Turkel-

taub et al.) still do not provide reliable and consistent answers to the many 

questions that cognitive neuroscience currently asks. 

 Of course, it is always possible that the hope that future developments 

in methodology will eventually be fulfi lled by techniques with greater 

sensitivity and stability than those available nowadays. However, it is also 

possible that no future developments will ever be able to parse the kind of 

complexity observed either at the macroscopic or microscopic level of 

analysis of the brain. The lack of reliability of the responses from the single 

subject to the most comprehensive meta-analysis may signal the kind of 

quasi-random character of brain imaging fi ndings that will continue to 

bedevil modern theory building. If failures of reliability continue to char-

acterize future research, it is unlikely that any amount of  “ tool sharpening ”  

will ever be able to make this pig ’ s ear of inconsistent data into the silk 

purse of valid explanation of how our cognitive processes might emerge 

from macroscopic chunks of brain tissue.  7   

 This, then, sets the theme for this chapter. In it, I examine the modest 

kinds of theories that cognitive neuroscientists currently infer from their 

data. First, I present a preliminary taxonomy of theoretical types; then I 

survey the literature to determine how these various types have been used 

by modern cognitive neuroscientists to support their favorite mind-brain 

theory.  8   I then turn to a number of special topics concerning the current 

state of theory in cognitive neuroscience. 

 4.2   Types of Macroscopic Theories of Mind-Brain Relationships 

 Given that almost all of the data from brain imaging experiments are 

spatial — that is, answer to the  “ where ”  question — it is not surprising that 
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most of the theories and interpretations of those data are also spatial in 

nature. However, that does not mean that all such theories are identical. 

To the contrary, over the years there have been a variety of different inter-

pretations of the data forthcoming from brain imaging experiments. The 

differences arise from a number of sources, most prominently the changing 

nature of the data themselves but also including changes in the goals 

of the investigators and, of course, the availability of new measuring in-

struments. The following categories suggest the divergent approaches to 

conceptualizing the relation between the mind and these kinds of neuro-

physiological data: 

  •    Biomarkers 

  •    Localized nodes 

  •    Distributed systems with function-specifi c nodes 

  •    Distributed systems without function-specifi c nodes 

 4.2.1   Biomarkers 

 Most of the investigators active in the biomarker fi eld eschew any particu-

lar theoretical concerns with the classic mind-brain problem. Their con-

cerns are primarily therapeutic or diagnostic; their goal is simply to fi nd 

some correlated activity that they can use to measure or predict the pres-

ence or course of a disease state. Any signal that correlates with the dys-

functional cognitive state is acceptable to fi ll this role; it need have no 

explanatory or even descriptive relevance. The use of brain images as bio-

markers, as with any other neurophysiological measure, is simply to have 

available a correlate of the dysfunctional condition to help in its detection, 

diagnosis, or prognosis. That there may be no known causal link between 

the neurophysiological signal and the cognitive process does not concern 

seekers of biomarkers. To the extent that such a signal can be useful, there 

is no reason that such an atheoretical approach should be looked on with 

disdain by investigators with more arcane goals. 

 The concept of the biomarker as a clinical tool for diagnosis and prog-

nosis prediction is implicit in much of the history of medicine, especially 

in the fi eld of psychiatry. However, it is not a traditional way of thinking 

in a cognitive neuroscience that wishes to explain and theorize about 

causal relationships. The idea that there may be utility in the use of a 

physiological response as a biomarker, as opposed to the defi nition of a 
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causal factor, nevertheless, has grown over the last few years. Singh and 

Rose (2009), for example, reported the increasing use of the concept in the 

psychiatric literature in a chart originally attributed to J. A. Rached of the 

London School of Economics and Political Science. 

 Why the biomarker idea has grown so rapidly is not diffi cult to discern. 

The most obvious reason is that many more potential biomarkers are cur-

rently available to be compared to cognitive processes than in previous 

years. The growth of biomarker-related publications overlaps quite well 

with the increase in brain imaging techniques, if slightly delayed. 

 Although there are many scientifi c (a biomarker may give a false sense 

of understanding of the true roots of a disease) and ethical problems 

(should biomarkers be used to predict future diseases?) associated with 

their use, it can without doubt satisfy some useful needs in some cases 

in which the actual physiological causes are either unknown or unknow-

able. (The most familiar biomarker illustrating this indirect role is, of 

course, the human body temperature.) In fact from a certain perspective, 

proponents of the use of biomarkers without the theoretical or causal 

accoutrements may be closer to the current state of the art than are the 

more arcane cognitive neuroscientists. Much of current theoretical and 

causal thinking may actually be unsupportable; despite the hopes of those 

who seek causal relationships between brain images and cognitive pro-

cesses, there may be in empirical and inferential fact nothing yet there 

beyond the kind of correlative associations highlighted by the biomarker 

community. 

 The range of possible applications of the biomarker concept is enthusi-

astically summarized by Singh and Rose (2009): 

 To diagnose a condition; to predict the natural outcome for an individual with this 

condition; to predict whether the individual will benefi t from a particular treatment 

and how aggressively to treat the individual; and to assess an individual ’ s response 

to this treatment. In a psychiatric context, biomarkers could be used to detect and 

assess, or predict the development, not only psychiatric disorders, but also personal-

ity or behavioural [ sic ] traits, and emotional or cognitive capacity. (p. 204) 

 Although this may be stretching the point, the key idea is that bio-

marker indicators (correlates) may serve useful albeit atheoretical functions 

that make no attempt to determine the actual causal links of those bio-

markers with cognition or behavior. Indeed, this limited role of the bio-

marker is rarely discussed. Such issues as the possibility that the behavior 
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and the biomarker may be only indirectly related through the medium of 

a third cryptic factor driving both are typically overlooked. 

 Again, it must be reemphasized that even the most modest use of brain 

images as biomarkers for cognitive dysfunction is still without empirical 

validation. Despite the vigorous search for lie detectors or aggression-

correlated biomarkers, such indicators do not yet meet modern standards 

for scientifi c acceptance. This, of course, does not mean that the search 

has ceased. The most extensive historical example of the unsuccessful 

search for clinically useful biomarkers is probably in the study of schizo-

phrenia. Nowadays, such investigators as Javitt, Spencer, Thaker, Winterer, 

and Hajos (2008) have argued that the use of a variety of modern biomark-

ers (including EEG, P-300 ERP, and fMRI) can be useful in studying the 

effects of drugs in the treatment of this incapacitating disease. This is so 

despite their assertion that  “ . . . underlying genetic and neuronal abnor-

malities are largely unknown ”  (p. 68). Even more fundamental, however, 

is the fact that reliable biomarkers for schizophrenia do not yet exist. Javitt 

and his colleagues are expressing a hope, not a fulfi lled quest. Although 

the importance of fi nding a valid biomarker for schizophrenia has stimu-

lated an extraordinary amount of research for decades, even the most 

promising leads tend to fi zzle out when research is replicated. The residual 

problem is what constitutes a  “ suffi ciently high correlation ”  for diagnosis 

with all of its ethical and medical implications. 

 A similar perspective characterizes the search for biomarkers of another 

pair of serious cognitive dysfunctions — autism and ADHD. Both of these 

dysfunctions are clinically defi ned by abnormal behavior, and although 

there has not yet been any agreement on a neurophysiological or neuro-

anatomical cause of these dysfunctions, there has also been a concerted 

search to fi nd some biomarker that will at least support diagnosis and 

prediction. Unfortunately, none has yet been found that could be consid-

ered to be an objective indicator of the cognitive dysfunction.  9   

 Courchesne et al. (2007) recently reviewed the fi eld, noting the variety 

of candidate neuroanatomical biomarkers that have been shown to cor-

relate to at least some degree with autism. These included the size of certain 

parts of the brain, the thickness of the cerebral cortex, neuronal growth 

patterns, and head circumference. Unfortunately, some these markers 

could only be measured post mortem and, thus, were not very useful as 

predictors. Nor, for that matter, was there any explanation about how these 
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anatomical irregularities might be associated with the behavioral symp-

toms of autism. 

 Once again, the modern availability of fMRI systems has opened the 

door for new approaches to identifying physiological as opposed to ana-

tomical biomarkers. In another review, Levy, Mandrell, and Schultz (2009) 

list some of these proposed biomarkers of autism: 

 Functional MRI has shown difference in patterns of activations and timing of syn-

chronization across cortical networks, with lowered functional connectivity relating 

to language, working memory, social cognition or perception, and problem solving. 

The most reliably replicated functional MRI abnormal fi nding is hyperactivation of 

the fusiform face area, associated defi cits in perception of people compared to 

objects. Results of other functional MRI studies done during imitation tasks have 

suggested impaired mirror neuron function in the inferior frontal gyrus (pars oper-

cularis). (p. 1630) 

 However, they concluded that  “ Attempts to identify unifi ed theories 

explaining core and comorbid defi cits have been unsuccessful, which is 

not surprising in view of the heterogeneous expression of autism spectrum 

disorders ”  (p. 1630). In other words, none of the proposed biomarkers yet 

works! 

 Other researchers seeking biomarkers for such behavioral disorders as 

autism and ADHD have turned to biochemistry in their search for biomark-

ers. Bradstreet, Smith, Baral, and Rossignol (2010), for example, have 

reported the following medical conditions associated with either autism or 

ADHD by one or another study:  “ . . . oxidative stress; decreased methyla-

tion capacity; limited production of glutathione; mitochondrial dysfunc-

tion; intestinal dysbiosis; increased toxic metal burdens; immune 

dysregulation, characterized by a unique activation of neuroglial cells; and 

ongoing brain hypoperfusion ”  (p. 15). 

 Although the relation between these chemical conditions and the behav-

ioral disorders also remains unknown, Bradstreet et al. suggest that these 

biomarkers should be treated  “ even if no clear immediate behavioral 

improvements are observed ”  (p. 15). This is clearly inconsistent with the 

theory-based approach of many cognitive neuroscientists. It suggests a 

shotgun approach that might be extremely wasteful of resources and poten-

tially harmful to the patients, there being not even a hypothetical causal 

link between the biomarker and the behavior. The desirability of medically 

treating an abnormal biomarker in the absence of any knowledge of its 
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relationship to the behavior is a major ethical and medical issue deserving 

considerable discussion.  10   

 The situation is much the same for potential brain image biomarkers of 

ADHD. Paloyelis, Mehta, Kuntsi, and Anderson (2007) have extensively 

reviewed the literature and found that fMRI biomarkers based on differ-

ences between ADHD patients and a normal control group were reported 

in virtually every region of the cerebral cortex by one or another of 32 

published articles. The discrepant and inconsistent nature of these data 

suggests that, although there may be some cryptic biomarker of ADHD 

hidden in some brain images, any diagnostic application of it must lay far 

in the future. Paloyelis and his colleagues suggest that the future is  “ fi ve 

years ” ; some of us think that this may be a gross underestimation. 

 To generalize from these results, it seems that the search for adequately 

correlated biomarkers — a pretheoretical mode of research in a fi eld that is 

characterized almost entirely by behavioral dysfunction — is currently still 

unfulfi lled. A few neurophysiological responses and neuroanatomical 

structures in the brain have been shown to correlate with these maladies 

to at least some degree; however, the results are inconsistent and, to a large 

degree, questionable in terms of any direct causal linkage. The absence of 

any of these macroscopic indicators suggests, once again, that either this 

is the wrong level at which to seek a dependable biomarker of cognition 

or there is no biomarker to be found in brain images or brain chemistry 

for a very basic reason. The true neural equivalents of these behavioral 

disorders are subtle changes in the state of the neuronal network, not in 

the chunks of the brain or in the chemistry of transmitter substances that 

may control these changes. In fact, one might go even further and specu-

late that some of these behavioral disorders, no matter how debilitating, 

may represent exacerbations of what would otherwise be considered to be 

normal cognitive functions. If that is the case, then any hope that a mac-

roscopic biomarker would be found for any of them appears to be increas-

ingly remote. 

 4.2.2   Localized Nodes 

 Although it has so far proven to be diffi cult even to fi nd a reliable bio-

marker of such subtle cognitive dysfunctions as autism, cognitive neuro-

science researchers continued to seek tighter relationships between brain 

responses and mental activity. One might well ask, if we cannot fi nd reli-
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able biomarkers, what chance is there of unearthing signals that actually 

refl ect causal relationships? Nevertheless, the search goes on and has been 

particularized in the last few decades in the debate between localized and 

distributed theories. The localized theory proposes that the neurophysio-

logical responses to a cognitive task are constrained to narrowly circum-

scribed cerebral regions. This theory suggests that each part of the brain 

has some specialized and possibly independent function-specifi c role. On 

the other hand, the distributed theory proposes that the brain responses 

associated with particular cognitive processes are spread over broad swaths 

of the brain. Considering the current status of the evidence, it seems clear 

that the answer to this question must now be phrased in the terms of 

broad distribution. Only a few current investigators report unique, local-

ized representations, and this is probably due to statistical manipulations 

(such as the use of too high a threshold) rather than to the realities of the 

response. 

 The traditional theoretical approach to the relationship of macroscopic 

brain regional activations and cognitive processes dates back to the phre-

nology of Gall and Spurzheim (1808). No one nowadays gives credence to 

their  “ bumps on the skull ”  theory, but the basic underlying assumption of 

what was at their time a very popular enterprise — that there are narrowly 

circumscribed regions on the brain (as refl ected in the bumps on the skull) 

specialized to carry out specifi c cognitive processes — still motivates, albeit 

implicitly, many cognitive neuroscientists. The idea of distinct localized 

regions, each with a distinct cognitive function, persisted until the last 

decade ’ s eruption of brain imaging studies that showed that brain activity 

was much more broadly distributed than would support any kind of an 

extreme localization theory. 

 The basic  “ phrenological ”  idea of localized brain regions representing 

specialized cognitive processes characterized the entire cognitive neurosci-

ence enterprise for years prior to the development of PET and MRI systems. 

This particular history cannot be overlooked in any general historical view 

of the science. Its infl uence can be seen in the older techniques of experi-

mental brain surgery as well as in the emphasis put on trauma cases. 

Experimental brain surgery and trauma cases both played the same game —

 determine what cognitive or behavioral dysfunctions occurred when a part 

of the brain was removed by intent or by accident. The prevailing theory 

was that when an association was found between a damaged region and a 
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cognitive activity, that region was ipso facto the locus of the missing cogni-

tive function. 

 Simplistic high-level cognitive neophrenology of this kind was abated by 

what clearly were observations of localized brain function in the sensory and 

motor domains. The discovery of the occipital visual area (Munk, 1881), the 

mapping of the somatosensory homunculus (Woolsey, 1952) and the audi-

tory areas (Tunturi, 1952) as well as what seemed to be dedicated speech 

areas (Broca, 1861; Wernicke, 1874) were uncritically extrapolated to models 

assuming similar localized brain mechanisms for higher-level cognitive 

processes such as thinking, rage, or affection. However, as I have repeatedly 

pointed out, these sensory and motor input-output mechanisms differed in 

major ways from cognitive processes. Typically, they were elicited by well-

defi ned physical stimuli, required simple discriminative judgments, and 

were probably better considered as transmission rather than representa-

tional systems. Therefore, we should probably consider them to be poor 

models of the much more complicated higher-level cognitive processes. 

 It was with the rush of new data from the brain imaging devices that 

these simplistic models of function-specifi c and localized brain representa-

tion of cognitive modules began to fall apart. The typical pattern of PET 

and fMRI responses to cognitive tasks turned out not to be a single or a 

few demarcated places on the brain but rather a multiplicity of poorly 

defi ned regions. Furthermore, no region was function specifi c; all had 

multiple functions. The basic empirical fact emerging from this kind of 

research was not a version of neophrenological localization but, rather, of 

a wide distribution of multiple activations. 

 Lindquist, Wager, Kober, Bliss-Moreau, and Barrett (2012), among 

others, also came to the conclusion that there is no basis for any kind of 

function-specifi c localization. They summarize their results concerning 

emotion with the following statement: 

 Overall, we found little evidence that discrete emotion categories can be consistently 

and specifi cally localized to distinct brain regions. Instead, we found evidence that 

is consistent with a psychological constructionist approach to the mind: a set of 

interacting brain regions commonly involved in basic psychological operations of 

both an emotional and non-emotional nature are active during emotion experience 

and perception across a range of discrete emotional categories. (p. 1 in preprint) 

 What this pattern of activations should have implied is that regardless 

of the cognitive process being considered, many if not most brain regions
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 — not a single one or a few — are activated. It now seems beyond reason-

able contention that the brain ’ s response during a high-level cognitive 

process is made up of a distributed system of many different multifunc-

tional locales or regions or of large regions of the brain. The extent and 

the nature of this distribution are not yet defi nitively known for any cog-

nitive process, but there is little doubt that the evidence for distribu-

tion heavily outweighs that for localization. This does not beg the question 

of what these responses mean in terms of the representation of cogni-

tive process; it only adds further support to the argument that the old 

hypothesis of narrowly localized function-specifi c nodes can no longer 

be considered to have any validity. The amount of additional evidence 

to support this conclusion is now overwhelming. Distribution, not local-

ization, must be the foundation of any future theory of mind-brain 

relationships.  11   

 At this point, we consider two alternative theoretical directions that 

theory can take from this seemingly irrefutable empirical result. One, the 

system of nodes approach, preserves something of the neophrenological 

tradition by maintaining that although the brain response to any stimulus 

or task is broadly distributed, it can still be characterized as a system of 

discrete and localized nodes, perhaps corresponding to anatomical struc-

tures, each of which has a specialized function. The other, the  “ soft ”  dis-

tribution approach, considers the brain to be more of a boundary-free, 

undivided system without any function-specifi c localized regions other 

than in sensory or motor processing regions. As we see, the evidence to 

distinguish between these two kinds of distribution is not as compelling 

as that distinguishing between function-specifi c localized nodes and a 

distributed system without them. Indeed, the difference between a system 

of discrete nodes and a softly distributed system may also depend on an 

arbitrary judgment. The data are equivocal on this issue, and the difference 

may be made not so much based on the empirical data but, rather, on the 

theoretical orientation of the cognitive neuroscientist. The next two sec-

tions seek to clarify the distinctions between these two alternative views 

of brain organization. 

 4.2.3   Distribution with Function-Specifi c Nodes 

 The idea that different parts of the brain may perform different functions 

but must cooperate to encode or represent cognitive processes is not a new 
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one. One premier example of this approach can be found in the work of 

Papez (1937). Papez was an anatomist who had been infl uenced by previ-

ous work in which a resolution of the James-Lange and Cannon-Bard 

controversy concerning the nature of emotions was sought.  12   Much of the 

earlier work (prior to Papez ’ s contribution) on possible neural mechanisms 

of emotions had been directed at the hypothalamus — an example of the 

tendency to localize this kind of cognitive function within a single portion 

of the brain ’ s anatomy. Papez, however, as an anatomist, understood that 

the hypothalamus was heavily interconnected with other portions of the 

brain. Based on his understanding of the anatomical interconnections, he 

concluded that the hypothalamus did not operate alone but rather that 

 “ Taken as a whole, [an] ensemble of structures is proposed as representing 

theoretically the anatomic basis of the emotions ”  (p. 725). In Papez ’ s origi-

nal system the  “ ensemble of structures ”  included the following brain 

structures: 

  •    The hypothalamus 

  •    The cingulate gyrus 

  •    The anterior thalamic nucleus 

  •    The mammillary bodies 

  •    The hippocampus 

  •    The subiculum 

  •    The parahippocampal gyrus 

  •    The entorhinal cortex 

 Subsequent research has made it clear that the frontal cortex and other 

regions of the brain also play major roles in this system. The essential point 

of Papez ’ s theory was that the salient brain components of emotion were 

represented by a broadly distributed system of nodes. Indeed, as we have 

learned more and more about the brain responses, it was hard to fi nd 

regions that are not involved in emotion. 

 Similar brain systems have been proposed for other cognitive activities. 

Thompson (2005), for example, proposed a conceptually similar system for 

declarative learning and memory that incorporates the following brain 

structures: 

  •    Cerebral cortex 

  •    Hippocampus 
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  •    Cerebellum 

  •    Striatum 

  •    Amygdala 

 Johnson (1995) carries out the same task for visual attention. He lists  13   

the following brain regions as involved in this cognitive process: 

  •    Visual areas V1, V2, V3, V4 

  •    Frontal eye fi elds 

  •    Dorso lateral prefrontal cortex 

  •    Basal ganglia 

  •    Substantia nigra 

  •    Lateral geniculate 

  •    Medial temporal cortex 

  •    Inferotemporal cortex 

  •    Superior colliculus 

  •    Brainstem 

 The key idea in this type of theory is that, although a part of a distrib-

uted system, the constituent nodes are localized and function specifi c to 

a particular cognitive process. In the words of Posner, Petersen, Fox, and 

Raichle (1988): 

 The hypothesis is that elementary operations forming the basis of cognitive analyses 

of human tasks are strictly localized. Many such local operations are involved in 

any cognitive task. A set of distributed brain areas must be orchestrated in the per-

formance of even simple cognitive tasks. The task itself is not performed by any 

single area of the brain, but the operations that underlie the performance are strictly 

localized. (p. 1627) 

 Posner and Rothbart (2007) have renewed this assertion:  “ Results of 

neuroimaging research also provide an answer to the old question of 

whether thought processes are localized. Although the network that carries 

out cognitive tasks is distributed, the mental operations that constitute the 

elements of the task are localized ”  (p. 18). 

 The idea expressed here of localized and function-specifi c nodes encod-

ing or representing mental operations still prevails in the context of many 

distributed theoretical systems. To a large degree, such theories perpetuate 

the idea that cognition is represented by specialized and localized mecha-

nisms, although each is a component of a distributed system. 
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 The main point made by all of these function-specifi c distributed system 

models is that no single region of the brain is solely responsible for any 

cognitive process or subprocess. Instead, each of these theories of cognitive 

brain relationships incorporates the idea of a system of distributed nodes 

that heavily interact with each other. Identifying these specifi c functions 

of these nodes is a major goal of much brain imaging research these days. 

Unfortunately, as we see in chapter 3, the empirical evidence does not 

support this kind of specifi city, nor, for that matter, does it support the 

idea of isolatable functional nodes of any kind. 

 Nevertheless, investigators continue to attempt to attach specifi c func-

tions to nodes by various experimental techniques; however, this effort 

sets a goal that may be contradicted by the data. These networks are all 

heavily interconnected with multiple feedback channels. As a result, it is 

rarely possible to determine where an activity is initiated or whether or 

not a part of the system is carrying out either a necessary or a suffi cient 

function (Hilgetag, O ’ Neil,  &  Young, 1996.) Ideally, it would be necessary 

to hold the activities of all except one node constant and manipulate its 

inputs to determine its role in the system. However, for many technical 

and conceptual reasons this is not possible. The most signifi cant of these 

obstacles to carrying out the ideal experiment is that it is probable, if not 

very likely, that it is the activity of the entire system, indivisible into sub-

units, that actually instantiates the cognitive process. Nor is it possible to 

excise one component from such a system and attempt to observe if it 

serves any singular function. For such a strategy to work, it would require 

a degree of independence of the various nodes from each other in the 

manner referred to as  “ pure insertion ”  by Sternberg (1969) and Friston et 

al. (1996). Pure insertion implies that removal of a part of the system would 

leave all other parts functioning as they did originally. This is a highly 

unlikely possibility; without pure insertion, any research using surgery or 

the standard subtraction methods used in brain imaging in an attempt to 

isolate the function of the excised region would inevitably lead to incon-

sistent and unreliable results. Any effort, therefore, to divide the system 

into functional nodes, either surgically or psychologically, would be dif-

fi cult if not fruitless. 

 The empirical evidence presented in this book speaks strongly against 

this concept of function-specifi c nodes in the brain. By far the predomi-

nant fi nding is that many brain regions are involved in any cognitive 
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processes; thus, they must serve general rather than specifi c functions. 

Nevertheless, our persisting opinions concerning the gross anatomical 

subdivisions of the brain and of localization still lead many investigators 

to seek to assign specifi c functions to these nodes or, in many cases, to 

parts of them. 

 The persistent idea that the nodes of a distributed system have specifi c 

functions can be distinguished from another kind of distributed theory —

 one that does not carry the neophrenological localization baggage of the 

past. This alternative theory is discussed in the next section. 

 4.2.4   Distribution without Function-Specifi c Nodes 

 The function-specifi c theory discussed in the previous section implicitly 

makes a strong theoretical statement: activity in a group of localized 

function-specifi c locations in the brain is the psychoneural equivalent of 

cognition. However, the alternative now being considered is that the strict 

localization and specifi city of function may no longer be good models of 

how the brain works. The empirical facts that different cognitive processes 

can activate different brain regions and that different brain regions may 

have different functions in different contexts countervails the idea of func-

tion specifi city by localized operators. 

 This brings us to a theoretical approach that eschews both functional 

specifi city and spatial localization. It accepts the fact that distribution is a 

fact but has a different outlook on what the distributed brain mechanisms 

are like and what role they play in representing cognitive functions.  14   In 

an earlier book (Uttal, 2009a), I pointed out the following empirical argu-

ments that support a macroscopic theory of brain organization that is 

neither function specifi c nor localized. 

 Distribution 

 Chapter 3 of this present book strengthens the argument that brain image 

responses to even the simplest stimuli evoke widely distributed responses 

throughout the brain. Indeed, the prototypical result of most current 

research is an extensive listing or depiction of many brain regions that are 

activated by whatever cognitive process is under investigation rather than 

a few locales. The more that data are pooled, from subjects and then from 

experiments, the more broadly distributed are the cumulative responses 

shown to be. In this context, classical function-specifi c localization is no 
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longer a viable theory simply because localization is empirically denied at 

the most immediate level of data analysis. Furthermore, there are several 

other properties of current research fi ndings that strongly support this 

alternative of distributed activity without function specifi city. These 

include the ones that follow. 

 Anatomical Interconnectedness  

 Anatomical studies of the brain now make it clear that the various regions 

of the brain are heavily interconnected. It is, therefore, increasingly likely 

that no brain region could operate in isolation. Diffusion tensor imaging 

of the brain highlights the multiple bands of white matter that connect 

even the most distant regions of the brain. Isolated (i.e., localized) responses 

are, therefore, logically implausible. 

 Multifunctionality 

 Scattered throughout this present book is abundant evidence that every 

brain region responds in many different cognitive processes; none has any 

unique role in any particular cognitive process. Brain regions thus must play 

multiple roles (i.e., be multifunctional) and cannot be function specifi c. 

 Weakly Bounded Nodes  

 Regions of the brain are neither anatomically nor physiologically precisely 

demarcated. None of the usual brain anatomy mapping methods (e.g., the 

Brodmann areas) corresponds exactly to the activation regions reported by 

investigators. Indeed, what constitutes the extent of an activation is arbi-

trary depending in large part on the thresholds set by the investigator 

either with the imaging devices themselves or the statistical methods used 

to analyze the complex data sets coming from a brain imaging device. 

 This is not to assert that the brain is completely homogeneous in the 

sense of  “ mass action ”  or  “ equipotentiality ”  (Lashley, 1950) but rather to 

acknowledge that the extent of many of the brain regions that might have 

been considered to be  “ nodes ”  are imprecisely, if at all, defi ned. Thus, the 

concept of a  “ node ”  itself may be a hypothetical construct without hard 

meaning in this discussion. What we may be talking about is a softly 

bounded region of the brain in which the boundaries are indistinct and 

overlapping and the functions general. What appears to be a node to some 

may be a broad region of the brain to others. 
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 Methodological Sensitivity  

 Any hope of fi nding separable nodes with specifi c functions depends on 

consistency across methods. If different methods of analysis produce dif-

ferent boundaries, any putative nodes as well as the boundaries themselves 

would be of questionable reality. The increasing divergence of the shape 

and extent of activation regions as one increases the size of the pool of 

data, a fi nding typical of meta-analyses, suggests that many brain regions, 

particularly the regions of the cerebral cortex, may have no unique cogni-

tive functional meaning. 

 Functional Recovery 

 The remarkable ability of the brain to recover function after trauma or 

surgery is another argument against both innate functional specialization 

and localization. For the purposes of this present discussion, the most 

important aspect of this ability is that it means that there is no genetic, 

predetermined necessity for a particular place in the brain to have a par-

ticular function. If a part is in need of repair, other portions than the 

injured one can often take over some functions. Why, then, is it not 

plausible to consider that whatever associations there are between a par-

ticular place on the brain and a particular cognitive function are also not 

fi xed? There is the ever-present alternative of a kind of ad-lib selective 

adaptation and adjustment over the life span. If so, then a large amount 

of individual difference among people would be expected — exactly the 

fi nding we encountered in chapter 3. 

 Finally, I sum up this alternative version of a distributed system theory 

of the relationships between the mind and the brain by noting that current 

evidence supports the following conclusions: 

  •    The brain operates based on a distributed system: many regions (i.e., 

nodes) are involved in any cognitive task. 

  •    Each node in such a system has multiple functions that can adapt as 

needed to satisfy cognitive tasks. 

  •    Distributed nodes of a complex are not fi xed in terms of their function. 

They are general-purpose entities that dynamically adjust to the needs of 

the system. 

  •    Nor are their spatial extents fi xed. The regions overlap and have no clear 

or permanent boundaries, which may change from situation to situation. 
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  •    Indeed, the nodes may not exist in any kind of divisible or separable 

anatomical sense. They may just be softly bounded regions of maximum 

activity in an otherwise continuous distribution of activity. We may have 

to consider them as general-purpose computation-capable regions that 

may be recruited as necessary to represent some cognitive process rather 

than as function-specifi c nodes. 

  •    The distributed macroscopic measures obtained with brain imaging 

devices are almost certainly not the psychoneural equivalents of mind; 

they are more likely to be cumulative measures of the activity of the vast 

underlying neuronal networks. These macroscopic measures may actually 

obscure rather than illuminate the salient neuronal processes. 

  •    It is possible that the distributed responses are not directly associatable 

with cognition. They may preserve some residual information about the 

neuronal net information processing; however, they do not preserve the 

critical information and thus, in principle, cannot explain how brain activ-

ity is transmuted into mental activity. 

  •    Brain image responses can vary from subject to subject, from time to 

time, and from task to task. Therefore, they may not represent a suffi ciently 

stable database from which generalities can be drawn. 

  •    The response of any particular region in a cognitive process is to contrib-

ute whatever general-purpose information-processing functions are needed 

to execute a process. 

  •    Regions of strictly predetermined function and precise localization 

are limited to the transmission pathways of the sensory and motor 

pathways. 

  •    The idea that poorly defi ned cognitive modules — the cognitive constructs 

of psychology — map directly onto function-specifi c, narrowly localized 

nodes of the brain is not supported by current research. 

  •    Furthermore, the idea that these poorly defi ned cognitive modules map 

in any simple way onto the anatomy of the brain is an implicit, but unsup-

ported postulate of modern cognitive neuroscience. Considering our 

empirical results so far, there is no a priori reason that they should. 

  •    In sum, brain imaging defi ned regions of interest may not be related to 

cognition in the manner that is implicitly assumed by many current cogni-

tive neuroscientists. 



Macroscopic Theories of the Mind-Brain 159

 4.3   Theory in Contemporary Cognitive Neuroscience 

 Now that we have explored some of the theoretical approaches currently 

holding sway in cognitive neuroscience, it is appropriate to evaluate the 

kinds of theory that contemporary researchers are inferring specifi cally 

from their empirical brain image studies. To reiterate, in the main and with 

only a few exceptions, brain-imaging techniques can only tell us where 

some brain activity that might be related to a cognitive process is occur-

ring; they cannot delve into the microcosm of neuronal interconnections 

at which the key information processes instantiating cognition are prob-

ably being carried out. 

 Thus, most neural theories of cognitive processes proposed at this time 

based on brain imaging data are theories of which parts of the brain are 

activated by which cognitive tasks. Deeply embedded in theories of this 

kind of mind-brain relation remains the localization postulate — namely, 

that the mechanisms underlying cognitive processes are to be found in 

particular places on the brain. Not even the strong empirical evidence 

for broad distribution and the lack of function specifi city that has been 

increasingly forthcoming in recent years have been suffi ciently compelling 

to tear many cognitive neuroscientists loose from the localization postu-

late. As we see in the previous section, this dominant postulate of discrete 

function-specifi c locales has largely been replaced by equally discrete, but 

multiple, nodes operating as the components of complex brain systems. 

However, as also expressed in that discussion, even this idea of systems of 

multiple function-specifi c nodes is in need of modifi cation given the 

current empirical situation. Neither localization nor functional specializa-

tion seems to be able to characterize the empirical data. 

 In their place, a further modifi cation consisting of a system character-

ized by distributed components with nonspecifi c function has now 

emerged. When one peels away the superfl uous and extraneous details, 

what we see is the ubiquitous  “ where ”  question being asked in one way 

or another by the preponderance of current researchers using brain imaging 

devices. This may be phrased in a number of ways: 

  •    Where in the brain is there consistent activation during a cognitive task? 

  •    Which parts of the brain are the neural substrates of cognition? 

  •    What part (or parts) of the brain are activated during a cognitive task? 
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  •    What are the relative amounts of activity in two (or more) brain regions 

during a cognitive task? 

  •    Where are concordant and consistent responses found in the brain 

during a cognitive task? 

  •    Do all of the parts of an anatomically defi ned structure of the brain 

perform in the same manner during a cognitive task? 

  •    Do two (or more) related cognitive tasks produce activity in the same or 

different areas of the brain? 

  •    Are two cognitive tasks that produce responses in the same area of the 

brain actually manifestations of the same task? 

  •    Do different categories of objects or individual objects (e.g., tools, 

animals) activate the same or different areas of the brain? 

  •    In general (acknowledging that cognitive processes are most likely 

encoded in the brain by distributed systems ofneurons), what are the com-

ponents or nodes of the system involved in a particular cognitive process? 

 All of these questions, regardless of the detailed concern of each inves-

tigator, are currently being answered predominantly in terms of spatial 

location and function specifi city. This research, therefore, implicitly 

assumes that there is some kind of regional functional specialization. 

 It is instructive at this point, to let researchers in this fi eld speak for 

themselves. After carrying out their research, what conclusions do they 

draw from their research? These are some of the types of answers emerging 

from the type of questions just posed. A sampling of these conclusions, all 

taken verbatim from their articles, now follow. 

 Taken together, our meta-analysis reveals that animals and tools are categorically 

represented in visual areas but show convergence in higher-order associative areas 

in the temporal and frontal lobes in regions that are typically regarded as being 

involved in memory and/or semantic processing. Our results also reveal that naming 

tools not only engages visual areas in the ventral stream but also a fronto-parietal 

network associated with tool use. (Chouinard  &  Goodale, 2010, p. 409) 

 The results support distinct dorsal-ventral locations for phonological and semantic 

processes within the LIFG [left Inferior frontal gyrus]. (Costafreda et al., 2006, p. 799) 

 The results indicate, unlike results usually reported for adults, children primarily 

engage the frontal cortex when solving numerical tasks. With age, there may be 

a shift from reliance on the frontal cortex to reliance on the parietal cortex. In con-

trast, the frontal parietal and occipito-temporal regions at work during reading are 

very similar to those reported in adults. (Houde, Rossi, Lubin,  &  Joliot, 2010, p. 876) 
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 These results support a hypothesized dysfunction of the ACcd [anterior cingulate 

cognitive division] in ADHD. (Bush et al., 1999, p. 1542) 

 The WCST [Wisconsin card sorting task] was associated with extensive bilateral 

clusters of reliable cross-study activity in the lateral prefrontal cortex, anterior cin-

gulate cortex, and inferior parietal lobule. Task switching revealed a similar, although 

less robust, fronto-parietal pattern with additional clusters of activity in the oper-

cular region of the ventral prefrontal cortex, bilaterally. Response-suppression tasks, 

represented by studies of the Go/No-go paradigm, showed a large and highly right-

lateralized region of activity in the right prefrontal cortex. The activation patterns 

arc interpreted as refl ecting a neural fractionation of the cognitive components that 

must be integrated during the performance of the WCST. (Buchsbaum, Greer, Chang, 

 &  Berman, 2005, p. 35) 

 Analyses of material type showed the expected dorsal-ventral dissociation 

between spatial and nonspatial storage in the posterior cortex but not in the frontal 

cortex. Some support was found for left frontal dominance in verbal WM [working 

memory], but only for tasks with low executive demand. Executive demand increased 

right lateralization in the frontal cortex for spatial WM. Tasks requiring executive 

processing generally produce more dorsal frontal activations than do storage-only 

tasks, but not all executive processes show this pattern. Brodmann ’ s areas (BAs) 6, 

8, and 9, in the superior frontal cortex, respond most when WM must be continu-

ously updated and when memory for temporal order must be maintained. (Wager 

 &  Smith, 2003, p. 255) 

 In this review of 100 fMRI studies of speech comprehension and production, 

published in 2009, activation is reported for prelexical speech perception in bilateral 

superior temporal gyri; meaningful speech in middle and inferior temporal cortex; 

semantic retrieval in the left angular gyrus and pars orbitalis; and sentence compre-

hension in bilateral superior temporal sulci. For incomprehensible sentences, activa-

tion increases in four inferior frontal regions, posterior planum temporale, and 

ventral supramarginal gyrus. These effects are associated with the use of prior knowl-

edge of semantic associations, word sequences, and articulation that predict the 

content of the sentence. Speech production activates the same set of regions as 

speech comprehension. In addition, activation is reported for word retrieval in left 

middle frontal cortex; articulatory planning in the left anterior insula; the initiation 

and execution of speech in left putamen, pre-SMA, SMA, and motor cortex; and for 

suppressing unintended responses in the anterior cingulate and bilateral head of 

caudate nuclei. (Price, 2010, p. 62) 

 In summary, this meta-analysis found no signifi cant sex difference in functional 

language lateralization in a large sample of 377 men and 442 women. (Sommer, 

Aleman, Bouma,  &  Kahn, 2004, p. 1845) 

 Inspection of this list of conclusions makes it clear that the spatial loca-

tions of the activated brain regions associated with particular cognitive 

processes are the dominant concern of all of these and most other studies 
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using brain imaging techniques. In a few cases, there is concern with such 

ancillary issues as the interactions of these spatial entities, or how locations 

might change over the life span. Nevertheless, the major issue dominating 

this investigative approach is which part or parts of the brain become 

activated by a cognitive task. It should be noted, however, that even this 

simple paradigm results in considerable variability in the answers to the 

 “ where ”  question; the fi ndings of many localization studies are often con-

traindicated by one investigator or another concerned with the same or a 

similar problem. 

 A major methodological issue remaining, therefore, is: Is this (i.e., the 

search for localized, function-specifi c nodes) the proper approach? Does it 

(or can it) lead to a plausible theory of how the brain produces the mind 

or even suggest new approaches? Alternatively, is this location-oriented 

emphasis imposed on us by the nature of imaging techniques actually the 

basis of a bad question? As we have just seen, most current theories are 

phrased within a very limited context — the empirical fi ndings from their 

research provide tentative answers to which brain regions may be involved 

in various cognitive processes, and, for the most part, that is that.  15   

 Whether or not this emphasis on localization and function specifi city 

is a productive approach to the actual organizational plan of the brain 

seems to be a question rarely confronted. Spatial localization is, of course, 

not without merit — if it is the plan on which the brain is built. There are 

innumerable practical applications of localization research, and some of 

the classic conundrums of traditional physiological psychology may be 

informed to some degree by such research. 

 However, the preponderance of empirical data currently available to us 

argues that the concept of the brain as a system of localized function-

specifi c nodes is probably incorrect. Such a perspective ignores that the 

brain, in empirical fact, functions in a much more distributed and general-

purpose mode than is suggested by the standard model. The very fact of 

conceptualizing the brain as a system of quasi-independent nodes and then 

applying a method for identifying those nodes may beg the question of 

how it is actually organized. If we think of the brain as organized in terms 

of a more or less rigid localization, then we are likely to fi nd it, no matter 

how artifi cial may be our view of the nature of those regions. If, on the 

other hand, we approach the problem from a different theoretical perspec-

tive, one emphasizing the distributed, multifunctional, and adaptive 
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nature of brain mechanisms, and a slightly different methodology (one 

that does not force localized nodes on us), an entirely different theoretical 

model may emerge. 

 This is not a new problem; psychology, for many years and for many 

of the same reasons plaguing current brain imaging studies, has been 

forcing its observations into a similar mold — cognitive modules. Our cog-

nitive hypothetical constructs and faculties are conceived of as isolatable 

modules exemplifi ed by such terms as  “ decision processes, ”   “ anxiety, ”  

 “ consciousness, ”   “ love, ”   “ procedural learning, ”   “ attention, ”  and so on. 

Attempts are made to explore the properties of these isolated modules as 

if they functioned as independent entities. An alternative view is emerging, 

however, in which cognition is viewed as an equally integrated and highly 

complex system in which attempts to isolate one factor or faculty come at 

great risk. It is possible that it is because of the synergy between the ques-

tionable modular hypothesis of cognitive modules and the neurophysio-

logical localization approach imposed us by our current armamentarium 

of research tools that our data are heavily biased from the cognitive side 

as well as the neurophysiological side. The old model of localized, function-

specifi c nodes was hard to reject; the new one of distributed, nonspecifi c 

nodes may be due for reconsideration. 

 4.4   Special Issues 

 To understand why our current emphasis on the location of function-

specifi c nodes may be misdirected, we have to consider several important 

questions. First, are the empirical data robust; that is, do reliable brain 

images exist that can be consistently associated with cognitive processes? 

Second, what is the true nature of the relationship between brain images 

and cognitive processes? Do brain images represent, encode, or instantiate 

mental processes in a way that transcends the simple noncausal correla-

tions acceptable if we are only looking for a biomarker? In other words, 

are the macroscopic neural responses provided by brain imaging devices 

suffi ciently compelling to permit us to assert with confi dence that they are 

the causal neural equivalents whose action  is  cognition? Conversely, if they 

are not the equivalents, what are they? 

 It is also important to also ask whether this enormous recent effort in 

seeking brain image correlates of cognitive processes informs psychological 
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science? Can we resolve confl icts between alternative psychological theo-

ries with neural data? Finally, what is it that cognitive neuroscientifi c theo-

reticians are really trying to accomplish? To answer this latter question we 

must delve into the nature of necessary and suffi cient conditions for the 

validity of a theory. The remainder of this section deals with issues such 

as these. 

 4.4.1   Can We Trust Brain-Image Correlations with Cognitive Processes? 

 Let us begin by considering the fi rst of these questions by briefl y reviewing 

the nature of empirical data forthcoming from brain imaging experiments. 

There are several matters of concern that should be resolved before we 

attach any deep meaning to them. First, our review of the empirical litera-

ture provides compelling support for the conclusion that there is an enor-

mous amount of variability and inconsistency in the fi ndings observed at 

all levels of analysis. Chapter 3 documents this basic fact for individual 

subjects, for comparable experiments, and, most consequentially, for meta-

analyses, a level for which the pooling of data (and presumably the smooth-

ing) is the most comprehensive. At the present time, only a few investigators 

(especially see fi gures 3.1 through 3.3) are explicitly studying variability. 

Those few who do tackle this critical problem are beginning to question 

the reliability and, therefore, the validity, of brain imaging data. Increas-

ingly, researchers are noting the lack of replicability at all of these levels. 

Controversies abound in many studies concerning which brain regions are 

active during similar, if not identical, cognitive tasks. 

 Perhaps the best evidence for the shabbiness of the current database is 

the set of plots of the activation peaks shown in fi gures 3.4 through 3.9. 

These fi gures show the broad dispersion of activation peaks from groups 

of selected experiments prior to their being pooled into a meta-analysis. 

Contrary to expectations, the dispersion of responses increases with the 

number of experiments selected for the meta-analysis. If one were to dissect 

one these fi gures and progressively reconstruct it by sequentially plotting 

the activation peaks from each experiment, one would probably see a 

progressive increase in the distribution until most of the surface area of 

the brain would be fi lled in, as it is the case in these fi nal fi gures of the 

accumulation process. The many different sources of bias and variability 

that plague this fi eld, as discussed in chapter 2, also suggest that inconsis-
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tency and variability should be not only ubiquitous in these data but 

anticipated. 

 An informative demonstration of the fragile bonds between brain 

images and cognitive processes, however, can be obtained from the varying 

patterns of individual brain activations obtained from groups of subjects. 

There is at least preliminary evidence from the work of Ihnen et al. (2009) 

that any two groups of subjects, regardless of how they are composed, will 

produce signifi cant differences in the activation response patterns to any 

stimulus. If this fi nding eventually is generalized to parameters other than 

the gender differences that Ihnen and his colleagues were studying, inves-

tigators should expect to be regularly fi nding some distinctive differences 

in brain images between any two groups of subjects, no matter how the 

groups were constructed or for whatever cognitive task is under study. The 

data on individual differences, furthermore, suggest that such differences 

between even the best-randomized groups are unavoidable. If so, it would 

raise serious questions about the validity of many other experiments in 

which signifi cant brain image differences were reported between two 

groups of subjects or between experimental and control conditions. 

 Thus, there appear to be considerable questions about the most basic 

empirical facts obtained from experiments in which brain regional activa-

tions are purported to correlate with cognitive processes. We cannot reject 

out of hand, therefore, the possibility that the conclusions drawn from the 

use of this technique are based on a deeply fl awed empirical foundation 

and that we are not really measuring cognitively meaningful brain image 

differences. Despite the enormous amount of work being done with brain 

images, it is not inconceivable that much of the resulting data may well 

be artifacts rather than some correlate or psychoneural mechanism relating 

the neural and the psychological domains. In other words, we may be 

reporting something about the nature of  “ noise ”  rather than the  “ signal ”  

in brain imaging experiments. 

 4.4.2   What Are Brain Images? 

 If this analysis is correct, then we must confront our next question. 

Acknowledging the possibility that these neural responses are neither the 

neural equivalents of thought nor even adequately correlated biomarkers 

impels us to ask: What, then, are they? The simplest and most direct 
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response to this question is that the fMRI  16   measures the level of oxygen 

in the blood. The blood oxygen level dependence (BOLD) value, developed 

by Ogawa et al. (1993), is linked, however, to cognitively signifi cant brain 

activity by two assumptions. The fi rst assumption is that the BOLD measure 

refl ects local oxygenated blood levels that, in turn, are dependent on 

cumulative neural activity. The second assumption is that this neural activ-

ity is associated with cognitive activity. Collectively, these two assumptions 

suggest that it is possible to identify cognitively active areas of the brain 

by subtracting the blood level – related images obtained in control and 

experimental conditions, respectively. 

 The fi rst assumption is no longer debatable: it is well documented that 

the fMRI is measuring blood oxygen levels. The second assumption, 

however, is far less robust and can be challenged on a number of grounds. 

The fi rst challenge to the second assumption is the further assumption that 

the microscopic pattern of underlying neuronal activity refl ected in the 

macroscopic brain image must necessarily be different from one cognitive 

state to another. However, the BOLD measure is a cumulative measure of 

the activity of a vast number of microscopic neurons. This means that it 

is probable for two very different neuronal network states at the micro-

scopic level to produce the same macroscopic BOLD value. When sub-

tracted from each other, therefore, two such brain images could indicate 

that there was no change between an experimental and a control condition 

when, in fact, there may have been a vast change in the states of the two 

underlying neuronal networks. 

 What has happened, of course, is that in accumulating the microscopic 

neuronal responses, a vast amount of information has been lost. This 

means that any null result (no observable difference between brain images 

obtained in experimental and control conditions or between two groups 

of subjects) would be indeterminate concerning the state of the underlying 

neuronal network activity. Thus, it would be an inappropriate indicator of 

differential cognitive activity because A = B at the macroscopic level is not 

proof that C and D are identical at the microscopic level. Indeed, this 

caveat could (and probably does) invalidate the entire subtractive approach 

to identifying cognitively related areas of the brain or differences in the 

response of a given area under different stimulus or task conditions. 

 Given that most cognitive neuroscientists agree that cognition is most 

likely instantiated in the activity of extraordinarily complex microscopic 
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neuronal networks, the cumulative brain image measures obtained in an 

fMRI experiment can thus be logically delinked from cognitive activity. 

Any observed difference (i.e., an activation) produced by subtraction of 

two conditions could be due to a multitude of different neural states, some 

of which might be relevant and some of which might be irrelevant to the 

cognitive process under consideration.   Figure 4.1  (a modifi cation of one 

presented earlier in Uttal, 2011) summarizes this discussion by highlight-

ing the potential weak links in the chain of logic connecting neuronal 

network activity through the BOLD levels and thence to cognition. 

    Potential breaks in this logical chain of contingencies occur at several 

points. Thus, it should be clear that brain images do not necessarily trans-

late directly to cognitive activity. That is, there is a question of how robust 

the functional relations are between the observed BOLD-determined brain 

image and the underlying neuronal network state. In sum, vastly different 

neuronal network states can produce the same BOLD signal, and the BOLD 

signal can thus refl ect a huge number of alternative neuronal network 

states. Furthermore, it is not known how (or even if) different neuronal 

network states associated with a cognitive process are functionally related 

to different metabolic demands on the brain ’ s metabolism and, thus, to 

the local blood fl ow. The point is that both of the key assumptions in using 

brain imaging techniques to unearth the manner in which the brain 

encodes cognitive processes are at least subject to some uncertainties. 

 The second challenge to the second assumption is that vast amounts of 

information are lost when the microscopic neuronal responses are pooled 

Cognitive Activity

Distinctive neuronal network activity 

Increased metabolic activity

Deoxygenation of blood

Reoxygenation of blood

BOLD changes

Subtraction of experimental and control findings

Distinctive regional activations

Supposed macroscopic neural correlates of cognitive activity

 Figure 4.1 
 The logical chain from BOLD to cognition. 
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to produce the cumulative brain responses. As a result, information about 

the detailed nature of the neuronal network states, the most likely equiva-

lent of cognitive activity, is totally missing from a brain image. Similarly, 

given the multiplicity of unknown or uncontrollable infl uences that can 

be exerted on the BOLD measure, what are believed to be two identical 

cognitive processes could produce very different BOLD measures, just 

as two quite different cognitive processes could produce identical BOLD 

measures. 

 The third challenge is that the measurements of the blood supply with 

an fMRI occur on a different time scale than the cognitive processes they 

are supposed to measure. Thus, the dissimilar timing relations disconnect 

the thought and the BOLD response. 

 The fourth challenge, but certainly not the last, is the realization that 

brain images are noisy and relatively small compared to the background 

activity in which they are embedded. Therefore, simple subtraction has 

been replaced by much more elaborate methods to identify more subtly 

correlated regions of activation. As these powerful techniques have prolif-

erated, the possibility arises that they may be introducing their own prop-

erties and artifacts into our interpretation of the results. The point is that 

the links between blood fl ow and cognition are not as direct as the present 

research scene seems prone to accept. Rather, the idea that different regions 

of the brain have different functions is based on obsolescent assumptions 

of the simplistic localization theory that pervaded modern cognitive neu-

roscience until recently. It also depends, as I have just shown, on the 

uncertainty of several fragile logical steps in the chain of evidence from 

neuronal activity to cognition. 

 So the question persists: If the data presented in the form of brain 

images are not correlates or psychoneural equivalents of cognitive pro-

cesses, what are they? No one has a full answer to this question, but it is 

possible that brain images are manifestations of physical or neurochemical 

processes that have little to do with the neural encoding of cognition per 

se. Although few would deny that the brain is the organ of mind and all 

cognitive processes are the product of brain activities, not all brain responses 

that fMRI systems evoke need necessarily be identifi able with cognitive 

activities. Furthermore, not all mental activity may be evidenced by observ-

able brain activity, and even what we might call a resting mind may be 
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associated with signifi cant amounts of spontaneous or default brain activ-

ity (Fox et al., 2005; Raichle et al., 2001). 

 An analogy may be drawn between the distributed patterns of the neural 

activity we call brain images and the pattern of vibration on a tuned metal 

plate, a device known in physical circles as a Chladni plate.  17   The impor-

tant point in this analogy is that widespread and very different patterns 

of oscillation can be produced on a physical surface when it is stimulated 

in a manner that is resonant with the surface ’ s natural properties. It is by 

no means certain that this analogy would hold up for the images obtained 

by an fMRI. However, it seems plausible that for reasons other than the 

mechanical vibration of a metal plate (perhaps by waves of electrochemical 

activity), the brain could be producing macroscopic patterns of oscillatory 

activity. A physical explanation of peaks is that they are the outcomes of 

nonlinear interactions of waves of neuroelectrical or neurochemical activ-

ity that are related to the anatomy and physiology of the brain but not to 

the encoding of cognitive processes per se. 

 A similar theory describes the occurrence of  “ rogue ”  ocean waves 

(Onarato, Osborne,  &  Serio, 2006; Osborne, 2001) where small waves under 

certain hydrodynamic conditions can superimpose into enormous 

100-foot-high monsters. Perhaps, we might speculate, similar nonlinear 

spatial interactions account for the apparent, but illusory, peak values of 

brain activations responding to cognitive processes but in a manner that 

is independent of the stimulus task. In other words, from a cognitive neu-

roscience perspective, all such responses are irrelevant or noise. Although 

this is a huge logical leap and is not supported by any current theory or 

empirical fi ndings, nonlinear processes of this kind could explain why 

increasingly distributed and inconsistently activated portions of the brain 

are so often reported. 

 There are other possibilities to explain the macroscopic patterns of 

activation on the brain we call brain images, none of which arises to any 

higher level of plausibility than the ones just mentioned. However, given 

the fact that the empirical data in this fi eld are so inadequate and that 

variability is so extensive, the possibility of totally different causal forces 

should be considered. 

 Complicating the diffi culty of determining what brain images are is the 

perennial problem of the difference in analytical levels at which brain 
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image data and neuronal net functions are supposed to operate. It may 

well be that we are simply studying the problem at the wrong level — that 

is, our attention is being drawn to convenient measurable macroscopic and 

cumulative phenomena that are actually irrelevant to the problem at hand. 

The problem, the hard problem, the problem that humankind has long 

sought to resolve, is: How does the brain make the mind? Correlational 

studies of the kind to which we are driven by available technology simply 

may not be able to defi ne the actual causal processes that ideally should 

be the targets of our investigations. 

 Because the BOLD values are indeterminate with regard to the state of 

the underlying neuronal network — the presumptive locus of the informa-

tion processing that is mind — they may be a risky choice to serve as mea-

sures of cognitive activity. What they are designed to do is to answer the 

 “ where ”  question as they defi ne macroscopic regions of the brain puta-

tively associated with cognition. However, given the widespread inconsis-

tency of the data at this macroscopic level, it is not at all clear that they 

are not just accidental samples of widely distributed and quasi-random 

activity — accidental samples that can all too easily be extracted from the 

intractable complexity of the brain. 

 In sum, we do not have a satisfactory theoretical answer to the question 

of the relationship between macroscopic brain images and cognitive pro-

cesses. All of the positive correlations in the world (and it is still problem-

atic whether suffi ciently positive correlations do exist) cannot provide the 

foundation of an explanatory theory of what these signals are or how (or 

even if) they are causally related to cognitive processes. We should be 

forewarned, however, by the admonition that if you believe that some-

thing exists, you will look for it; if you look for it, you will often fi nd it; 

especially in a noisy, complex, or quasi-random environment in which 

everything is possible if not probable. 

 4.4.3   The Retreat to Methodology 

 The uncertainty about the relation between brain images and cognitive 

processes and the relative inconsistency of the empirical database have 

opened the door to another approach to solving the problem: enhance the 

measurement methodology to increase detections. The guiding assump-

tion behind this approach is that the responses are so variable and so small 

given the background activity (i.e., the signal-to-noise ratios are so low) 
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that we must concentrate on developing more sensitive analytic methods 

that are able to extract these variable and minuscule signals from their 

much larger camoufl aging backgrounds. Logothetis, Pauls, Augath, Trinath, 

and Oeltermann (2001) sum up this need by noting that: 

 In all of the measurements, the signal-to-noise ratio of the neural signal was an 

average of at least one order of magnitude higher than that of the fMRI signals. This 

observation indicates that the statistical analyses and thresholding methods applied 

to the haemodynamic responses probably underestimate a great deal of neural activ-

ity related to the stimulus or task. . . . (p. 154) 

 The hope is that by developing ever more powerful statistical methods, 

cognitive neuroscience would be able to observe subtle and slight differ-

ences that would otherwise evade current measurement techniques. 

 The problem with such an approach, of course, is that the methodology 

itself comes encumbered with some of its own baggage. One disconcerting 

possibility, therefore, is that, as the methods become more complex and 

less transparent, they permit an increasing variety of artifacts to be intro-

duced. (For example, see the discussion of the work of Vul et al., 2009, in 

chapter 2.) It is also possible for the method to inject its own properties 

onto the conclusions drawn from an experiment. A classic example of this 

is the set of  “ meaningless ”  solutions to certain kinds of differential equa-

tions that are discarded in the development of models of physical systems.  18   

 It takes an extraordinary amount of mathematical analysis just to 

display the results of a single slice or scan of an fMRI. The task is mathe-

matically extremely complicated; our ability just to process the radiofre-

quency fl uctuations obtained with an MRI system into a perceivable 

pattern was challenging enough to earn Paul Lauterbauer (1929 – 2007) and 

Peter Mansfi eld (b. 1933) the Nobel Prize in 2003.  19   

 Closely related is the fact that a huge amount of data, which must be 

stored for later analysis, is accumulated in any brain imaging experiment. 

It is important to develop standardized methods so that related data can 

be accessed and compared for later analysis. An important example of this 

need is how diffi cult it is to normalize brain images so that the spatial 

coordinates of responses both within and between experiments can be 

compared. This data-comparison task was appreciated early on by Cox and 

Hyde (1997) but remains a critical problem, especially when we are dealing 

almost exclusively with  “ where ”  questions. Equally complex are the 

methods for pooling the many images that are collected from a group of 
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subjects or for a group of experiments in a meta-analysis. Similarly, con-

siderable attention has to be given to developing statistical methods in 

which pooled data from an experimental condition are compared to those 

from a control condition. It is not always obvious just how different images 

obtained from two or more experimental conditions are. 

 Currently, answering questions like these is a major activity of a number 

of investigators. But are they necessary? Some investigators including 

Mumford and Nichols (2009) suggested that simple methods (e.g., least 

squares) are almost as good as more complex and advanced mixed effects 

models in distinguishing between images. Without effective methods to 

compare the results from two conditions, the fMRI-based investigator is 

relegated to the same kind of narrative hand waving so typical in tradi-

tional psychological research. 

 The processing of data from event-related fMRI images is also a continu-

ing activity. In this case, it is not only necessary to extract the individual 

high-speed images but also to combine them in a consistent manner. Kao, 

Mandal, Lazar, and Stufken (2009) have suggested a number of different 

methods for dealing with this special kind of data. 

 Finally, it must also be remembered that the meta-analysis techniques 

that form the core of this book are themselves complex methodological 

tours de force. The work of Turkeltaub et al. (2002) and others discussed 

in chapter 2 now play central roles in the emerging methodology of brain 

image analysis. 

 The point is that in the absence of easily discriminable and quantifi able 

data, many investigators retreat from the neurophysiological problem itself 

to stress formal methodologies that are ever more complex in the hope 

that these techniques will be able to extract reliable signals from extrane-

ous noise. It is possible that some of these powerful techniques will eventu-

ally help to unravel some of the neurophysiological mysteries, but it is also 

possible that this effort is displacement activity assuming that the myster-

ies of brain representation are solvable and that a signal is truly there when, 

in empirical fact, neither of these assumptions may be true. 

 4.4.4   Can Brain Images Resolve Questions Posed by Theoretical 

Psychology? 

 Perhaps the most important and contentious theoretical question in the 

brain image – cognitive neuroscience enterprise deals with whether or not 
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brain image signals can be used to evaluate what are otherwise purely 

psychological theories. By a purely psychological theory, I am referring to 

the models that are invoked to explain behavioral phenomena but that 

do not involve any explicit neurophysiological assumptions or postulates. 

A typical theory of this kind is one that invokes hypothetical constructs 

such as  “ consolidation, ”   “ decision making, ”   “ contrast, ”  or  “ dual processes ”  

among many others but does not specify how these methods might be 

embodied in neurophysiological mechanisms. Alternatively, these theories 

might be simple narrations, control theory types of fl ow charts, or, in a 

more rigorous version, mathematical or statistical formulations. The key 

factor that distinguishes a purely psychological theory is that it is devoid 

of any allusion to neural mechanisms. The question is: Can we distinguish 

among alternative theories of this kind by alluding to neurophysiological 

data of any kind, especially fMRI images? In other words, can brain image 

data inform psychology theory? 

 To answer this question in any meaningful way depends on an apprecia-

tion of the way in which some of the key words are used. In particular, 

how those of us who have delved into this arcane matter use words such 

as  “ theory, ”   “ model, ”   “ behavior, ”  and  “ explain ”  varies from theoretician 

to theoretician. 

 First, it is necessary for me to declare my personal philosophical stance 

with regard to psychology. I am a radical behaviorist. By so categorizing my 

personal philosophical perspective, I am asserting my basic belief that the 

prime subject matter of psychology is the publicly observable behavior of the 

subject. A corollary of this extreme behaviorist postulate is that reduction-

ism of any kind is not possible. That is, our behavior is not reducible in any 

coherent manner to either cognitive modules or neurophysiological mecha-

nisms. The reasons for this are several, and I have discussed them extensively 

in an earlier work (for example, Uttal, 1998). In brief summation: 

 1.   The incredible complexity of the neural networks that most likely 

instantiate cognitive processes precludes any reductive analysis. 

 2.   The barrier due to the impenetrability of the  “ black box ” ; that is, our 

limited ability to measure the inner workings of a closed system for which 

we have only input-output information. 

 3.   The indeterminate nature of behavioral observations. There are innu-

merable possible mechanisms that could account for any behavior, and 
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there is not enough information in the behavior (i.e., they are underdeter-

mined) to discriminate among these possible alternatives.  20   

 4.   Analogical reasoning cannot produce unique associations between 

behavior and the underlying neural mechanisms. 

 5.   In fundamental principle, purely psychological theories are descriptive 

and intrinsically nonreductive. That is, purely psychological theories are, 

at best, descriptions of observed behavior. In those instances in which there 

are neurophysiological postulates attached to theories, those neurophysi-

ological postulates are separable from the psychological theories and, in 

principle, can be tested. However, many other obstacles preclude answers 

to the question of internal structure. 

 6.   The classic fl ow diagram (or control system model) of cognitive process 

is actually a curve-fi tting exercise in which the cognitive behavior is 

approximated by a system of isolated functions and interconnections. 

Although it is possible to build such a system that may imitate or simulate 

behavior, there is no convincing evidence that the functions are localized 

in the brain as they are in models of this kind. For example, lag may be 

represented by a single, localized system component in the model, but in 

reality, the mechanisms of lag may be widely distributed throughout the 

system. It is the existence of properties such as lag that behavior may 

signal; however, the specifi c mechanisms cannot be deduced from the 

system ’ s behavior. 

 7.   The failure of  “ pure insertion ”  prohibits researchers from carrying out 

experiments that parse a complex neural or behavioral system into com-

ponents that may or may not actually exist. 

 8.   The lack of a good typology of cognitive functions means that any 

reductive enterprise would always be constrained by the uncertain manner 

in which cognitive processes are defi ned. 

 9.   Many of the controversies that attempt to distinguish between two 

alternative theories are not actually between two alternatives. Instead, 

many theories, especially verbal ones (but also including mathematical 

models) are often duals of each other. That is, they may be the same theory 

hiding under superfi cial differences that make them appear different when 

in fact they are operationally identical. Thus, for example, one mathemati-

cal theory may seem to differ from another but be directly derivable from 

the other. Similarly, two verbal theories may seem to be providing different 



Macroscopic Theories of the Mind-Brain 175

interpretations of some behavior but, because of the vagueness of vocabu-

lary, be indistinguishable in an operational sense. 

 10.   Finally, the empirical inconsistency of the behavioral data will always 

make any kind of reductive theory akin to shooting at a moving target. 

 Given the limits of both neurophysiological and psychological reduc-

tionism embedded in this list, radical behaviorists tend to reject the idea 

that questions about psychological theories can be resolved by neurophysi-

ological data unless the psychological theory has specifi c and testable 

neurophysiological postulates or axioms. Indeed, most psychological theo-

ries are not reductively explanatory in any sense of the word. They are 

descriptive or function-fi tting exercises taking advantage of the powerful 

ability of mathematical and statistical tools to plot the course of even very 

complicated functions. In sum, a purely psychological theory or theoretical 

question cannot be resolved by allusion to neurophysiological data simply 

because it does not have neurophysiological postulates to be tested. 

 The controversy over the plausibility of neurophysiological data inform-

ing psychological theory has crystallized in a recent debate between 

Coltheart (2006), an opponent of the idea that psychological theory con-

troversies can be resolved by brain imaging techniques, and Henson (2006), 

a proponent of the idea. Both of these works appeared together in a special 

issue of the journal  Cortex  (2006, volume 42) dealing in large part with this 

question. The debate was specifi cally directed at questions concerning 

what the powerful modern brain imaging techniques can tell us about 

cognition. 

 Perhaps the most signifi cant thing that can be said about this debate is 

that it happened at all. Given the disdain that cognitive neuroscientists 

typically have toward quasi-philosophical controversies of this kind, it was 

unusual for the controversy to be made as explicit as it was in the  Cortex  

special issue. It is almost axiomatic among laboratory investigators in the 

fi eld that the brain imaging techniques have opened up an enormous new 

opportunity to study cognition; the magnitude of the current commitment 

of resources to cognitive neuroscience is motivated by that assumption. 

Whether this assumption is justifi ed depends on the outcome of debates 

such as this one. 

 Before I begin to discuss the debate itself, it is important to note that both 

of the two main protagonists went out of their way to be specifi c about what 
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kind of questions were being debated. Part of the problem in this kind of 

debate is that the proponents on each side are often not discussing the same 

issue or assigning the same meaning to their respective vocabularies. In this 

case, however, both Henson and Coltheart were forthright and helpful in 

clarifying both what they were considering and what they were not in their 

discussions. For example, Henson is very specifi c that in this debate he is 

supporting the position that that brain-imaging data can be used to  “ distin-

guish between competing psychological theories ”  (p. 94). 

 Coltheart (2006) very sensibly raised another constraint when he dis-

avowed any argument that would suggest any  “ in principle ”  limitation 

concerning what the future may hold. He argued only that, so far, no one 

has yet used brain images to tell us anything novel about psychological 

theory. 

 Furthermore, both Henson and Coltheart disavowed any interest in the 

localization problem per se — that is, the determination of which areas of 

the brain might be associated with cognitive processes. Coltheart, for 

example, said,  “ My paper, like Henson ’ s, is concerned solely with the 

impact of functional neuroimaging on the evaluation of theories that are 

expressed solely at the psychological level ”   21   (p. 323). 

 The debate was framed in an earlier paper published by Henson (2005) 

in which he distinguished between two kinds of neurophysiological infer-

ence that could be used to distinguish psychological theories — function-

to-structure, on the one hand, and structure-to-function, on the other. By 

function-to-structure inference, he asserted that  “ . . . a qualitatively differ-

ent pattern of activity over the brain under two experimental conditions 

implies at least one different function associated with changes in the inde-

pendent variable ”  (p. 193). 

 By this, I believe he meant that if you can show that there are different 

brain image responses to two experimental conditions, then you can con-

clude that there are functional differences (or at least one) between the 

two conditions. This is a deductive process in which observed brain response 

differences imply that the psychological processes must be different. 

 As Henson (2005) pointed out, this does not require the identifi cation 

of any specifi c brain regions, only that the brain responses for the two 

stimulus conditions are different. Thus, a fi nding of different brain 

responses implies that they must be instances of different cognitive pro-

cesses, and, therefore, a functional theory must take into account the  “ fact ”  
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that different cognitive processes are at work. Henson asserted that the 

only assumption one has to make in this kind of function-to-structure 

inference is that  “ the same psychological function will not give rise to 

different patterns of brain activity within that experiment ”  (p. 198). In 

short, according to Henson, brain response differences imply psychological 

functional differences. 

 Henson ’ s other kind of inference, structure-to-function, is not a deduc-

tive logical process but an inductive one in which the observation of 

similar or identical brain regional activations implies that similar cognitive 

functions are at work. The logic here is that if different stimuli produce 

the same brain responses, there is an increased probability that the two 

stimuli are part of the same psychological function. In short, he argues 

that similar brain responses imply similar psychological functions. 

 Unfortunately, it is more likely that neither of these two means of infer-

ring relationships between neural and psychological responses is true. That 

is, differences in measured brain responses do not necessarily mean that 

different cognitive processes are at work; depending on the task, the same 

brain image data may represent different cognitive tasks, and different 

cognitive processes may be represented by what are, to the brain imager, 

the same neural responses. The basis for these assertions is that macro-

scopic brain images are oblivious to the details of the neuronal network. 

Henson (2005), nevertheless, went on to give six examples of situations in 

which he argued these types of inference could reasonably be applied and 

which he, therefore, offered as evidence for the assumption that brain 

images could inform psychological theory by distinguishing between alter-

native theories. 

 I now turn to Coltheart ’ s response to Henson ’ s argument that brain 

images can inform psychology theory. Coltheart ’ s strategy was to show 

that in none of Henson ’ s six examples had this actually occurred. I do not 

go into the details of these refutations here; in brief, here are the essences 

of the reasons that Coltheart does not believe that Henson had made his 

case that neurophysiological data distinguished between alternative purely 

psychological theories. 

 Two theories of recognition memory offered by Henson are not different because 

they both make the same prediction. 

 Two theories of unexpected memory receive equal support (or equal lack of 

support) from the relevant neuroimaging studies. 
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 Two theories of the perception of inattended stimuli were not blind to the irrel-

evant words — an experimental control error. 

 Two theories of processing facial identity and expression were not actually being 

tested. Instead, a single theory was accepted as the correct answer, and this experi-

ment, used by Henson as an argument for brain images informing psychological 

theory, was actually just a search for the brain locales associated with that theory —

 issues that were explicitly rejected by both Coltheart and Henson. 

 The same criticism was raised in a facial identity and expression experiment — 

it was actually a search for the location of relevant brain locations. 

 Two theories of how we represent others ’  intentions were equally well supported 

by the same brain image data. 

 (Paraphrased from Coltheart, 2006) 

 Coltheart concluded his essay by challenging his readers to fi nd 

counterexamples to the original proposition he was arguing, specifi cally, 

that no one yet had found a way to distinguish between two alternative 

theories of psychological function with brain imaging data. The challenge 

remains open. 

 At this point, it is useful to bring in some of the other cognitive neuro-

scientists who participated in the special issue to see if we can resolve the 

issue. Page (2006), for example, supported Coltheart ’ s position when he 

also concluded that there had not yet been any evidence that neurophysi-

ological data obtained from brain imaging experiments had been effective 

in discriminating between cognitive theories. The main point Page made 

was that purely psychological theories make no testable predictions about 

the neural underpinnings because there is no contact point between the 

theory and the imaging data. Finally, he pointed out that the concept of 

cerebral localization is a major postulate of any attempt to use brain 

imaging data as a discriminator between alternative theories. The problem 

he articulated in this context is that localization itself is now increasingly 

suspect as a model of brain organization. Therefore, it should not be used 

as a criterion for distinguishing between theories. 

 To sum up this discussion of this debate, and with the understanding 

that there are many other investigators who have taken one side or another 

in it, a balanced view was presented by Poldrack (2006). He pointed out 

that there is an  “ epidemic of [inappropriate] reasoning ”  in cognitive neu-

roscience. He particularizes this erroneous epidemic as being characterized 

by  “ backward ”  reasoning in which one  “ reasons from the presence of brain 

activation to the engagement of a particular cognitive function ”  (p. 59). 



Macroscopic Theories of the Mind-Brain 179

Poldrack ’ s point is that this process is particularly insidious when the con-

nection between a brain region and a cognitive process is weak, as it is in 

many cognitive neuroscience experiments. He recommends caution in 

pursuing this kind of backward logic but does not reject the possibility that 

in some instances it may be useful, particularly, he argues, if approached 

from a Bayesian analytic point of view. 

 Should I be able to summon up suffi cient chutzpah to score this debate 

between these serious and competent scholars, I would have to give the 

win in this debate at this point to Coltheart and those who argue against 

using brain image imaging data in either creating, evaluating, or discrimi-

nating between psychological theories. Although each of these participants 

in this debate has different reasons for his position, the main core of most 

of their arguments is the uncertainty of how one builds a logical concep-

tual bridge between two quite different domains of research. Unless a 

psychological theory has well-defi ned neurophysiological postulates, there 

is nothing, it can be argued, to make such a comparison possible — they 

simply are not in the same universes of discourse. 

 In sum, the role of brain imaging fi ndings in informing cognitive theo-

ries is currently very limited despite its wide acceptance by the cognitive 

neuroscience community. Most of the participants in this debate seem to 

agree that the ultimate goal has not yet been achieved. However, like all 

good scientists, they also eschew predictions about the immediate and 

distant future. 

 4.4.5   On Theoretical Necessity and Suffi ciency 

 Finally, I conclude this chapter on theory in cognitive neuroscience by 

considering a basic issue in any science. Theories come in many forms. 

However, among the most important properties of a theory is its intent. 

Exactly what is the theoretician ’ s intent? Is it to provide a useful and plau-

sible, but not demonstrably unique, description of what is going on? 

Alternatively, is it to provide the most likely true, defi nitive, and reductive 

explanation of some observation that shows how processes at a lower level 

of analysis lead inexorably to the empirical observation? Is it formulated 

with the intent of pointing to an otherwise invisible mechanism or of 

predicting the future course of the system under investigation? These and 

many other motivations drive investigators interested in some natural 

phenomenon to develop theories of many different kinds.  22   
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 One dichotomy that helps us to understand the intent of modern mind-

brain theoreticians concerns its suffi ciency as opposed to its necessity. 

Closely related to this dichotomy is whether or not a theory is intended 

to be descriptive or explanatory in a reductive sense. Let me fi rst make 

clear what I mean by necessity and suffi ciency. 

 Classical philosophy defi ned necessity and suffi ciency in a direct 

manner. By necessity, the ancients including Aristotle, Leibniz, and Hume 

meant  “ that which has to be true. ”  That is, a necessary theory is one that 

is required to explain a phenomenon, not just one among many that may 

possibly be used to describe it. Necessity also implies that a theory is 

uniquely true; that there are no alternatives unless they are duals of each 

other. Such a theory is essential to understanding the operation of the 

system. A necessary theory may allow other supplementary theories, but 

the necessary one is the one that cannot be done without. Any nonidenti-

cal alternatives to such a necessary statement therefore must be incom-

plete, irrelevant, or inaccurate. 

 By suffi ciency (also known as contingency) is meant that which may 

not be uniquely true. A suffi cient theory may provide a possible and poten-

tially useful representation, but there is a high probability that many other 

theories will also be capable of describing the same set of phenomena. Of 

course, both necessary and suffi cient theories must incorporate fl exibility

 — the ability to accommodate the fl ow of new data, of change, and, there-

fore, that which is necessary at one time might become suffi cient at 

another, and vice versa. 

 In a more modern context, a suffi cient theory is one that is able to 

describe or explain a body of data in a way that is useful but not unique: 

it does not exclude alternatives; it only provides one pathway to under-

standing the behavior of a system such as the mind-brain. That is, any 

model or theory that fi ts the data is a priori acceptable as a plausible and 

suffi cient description of those data. However, an unending (literally innu-

merable according to Moore, 1956) list of other theories may lurk in the 

background, each of which is also capable of explaining the data to a 

greater or lesser degree. Only by dissecting the system (if we can) can the 

multitude of suffi cient theories be culled down to a necessary one. 

 All purely psychological theories are suffi cient because of the inacces-

sibility of lower-level mechanisms. Most current theories of mind-brain 

relationships are only suffi cient because we do not have adequate tests or 
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criteria to distinguish among all plausible alternatives. In such a situation, 

the best suffi cient theory must be distinguished from its competitors by 

secondary criteria such as simplicity and goodness of fi t. Indeed, it is likely 

that most scientifi c theories are intended only to be suffi cient; most theo-

reticians appreciate the dynamic nature of our observations as new tech-

niques and points of view evolve; history documents the ebb and fl ow of 

suffi cient theories as the millennia have passed by. 

 Narrative psychological theories are suffi cient in this sense to the degree 

that they are plausible or to the degree they can predict behavior. However, 

it is almost never possible to determine the necessity of theory in psychol-

ogy. Endless numbers of marginally suffi cient narrative models are invoked 

by psychologists in their efforts to summarize their observations. Unless 

patently illogical, almost any one of the myriad of theories produced by 

generations of psychologists may be suffi cient. It takes truly nonsensical 

implications, predictions, or contradictions with other scientifi c principles 

to reject a narrative theory. Otherwise, one good  “ just so story ”  is as true 

as another. 

 The situation with theories based on mathematical or statistical descrip-

tions is also clear — they are at best suffi cient. Because formal theories 

invoke quantitative measures, alternatives can be evaluated by asking such 

questions as: How well does the mathematical function fi t the empirical 

data or how well does the function predict the future? Another traditional 

criterion is the answer to the question: Which theory is the simplest? That 

is, which invokes the smallest number of axioms or postulates or involves 

the smallest number of derivative steps to arrive at a solution? The simplic-

ity criterion, however, may not work in the case of the mind-brain 

problem because simplicity in the form of a requirement for the smallest 

number of axiomatic entities (thank you Mr. Ockham and Mr. Lloyd-

Morgan) is not required. The operations of the brain and the mind may 

not be guided by principles of simplicity but, alternatively, by those of 

redundancy and stability. 

 Despite these criteria, mathematical models suffer from the same intrin-

sic property of suffi ciency with which narrative theories must cope. That 

is, they are not, in principle, unique. There are a multitude of alternate 

mathematical theories that can compete with one another to provide a 

plausible model of virtually any process. There is nothing in any mathe-

matical theory that allows us to claim the superiority of one or the other 



182 Chapter 4

with regard to underlying neural mechanisms beyond those secondary 

criteria of simplicity and goodness of fi t. 

 A very important point is that no matter how well a mathematical 

model or theory may fi t the data, that model is neutral with regard to the 

specifi c nature of underlying mechanisms. That is, we cannot deduce from 

a mathematical model (or, for that matter, from observable behavior) any-

thing specifi c about underlying structure. Formal models such as those 

emerging from statistical and mathematical theories, therefore, can only 

provide plausible suffi cient alternatives. 

 How then do we distinguish between necessary and suffi cient theories? 

About the only criterion that is available to help us distinguish suffi ciency 

from necessity is some kind of concordance with the fi ndings from other 

fi elds of science. For example, no one would suppose that neurons operated 

with the speed of light given what we know of their biochemistry. Simi-

larly, theories of extrasensory perception are precluded by their confl icts 

with the laws of standard physics. 

 This then brings us to the related distinction being made between 

descriptive and explanatory theories. Descriptive theories are those that by 

means of words and mathematical expressions describe the course of 

events in a particular universe of discourse. They are, by nature, classifi ed 

as suffi cient or contingent because descriptive theories are neutral with 

regard to underlying mechanisms. In principle, there is no way to go from 

a description to a necessary reductive explanation without examining the 

mechanics of the system directly. 

 On the other hand, explanatory theories, to the extent they can be 

confi rmed, are closely associated with necessity. Not only do they describe 

the behavior of a system but they also explicate how the components of 

the system or those of a lower level of analysis uniquely lead to the 

observed behavior. Along with supporting observations, an explanatory 

theory may be good enough to be considered necessary; however, the 

criteria for explanation and necessity are very severe. 

 In cognitive neuroscience, attempts to develop necessary and explana-

tory theories are rarely achieved. Our ability to develop such a  “ true ”  

theory is obstructed by many obstacles. Our efforts to build a theory are 

almost always irretrievably suffi cient. For example, neuroreductive models 

that are based on analogies between the behavior of a neuron and some 

high-level cognitive process cannot confi rm unique associations between 
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the two data domains. Such quasi-theories are based on analogies of the 

form, shape, or time course of processes but do not have the conceptual 

or causal links between the two sets of observations to justify classifying 

them as necessary and explanatory. Of course, there are some theories that 

seem to be both explanatory and necessary given that we may have enough 

direct relations between the neural response and the cognitive process to 

exclude possible alternatives. For example, the coding of wavelength by 

the retina is no longer talked about in terms of alternative suffi cient expla-

nations (e.g., opponent versus trichromatic) but rather in terms of well-

established neuroreductive relations (e.g., opponent bipolar neurons and 

trichromatic receptors) gathered in an empirical way that does not permit 

any alternative explanations. 

 Therefore, with the exception of the transmission processes associated 

with sensory inputs and motor outputs, all of our neuroscientifi c theories of 

cognition are at present descriptive and suffi cient. Those who propose theo-

retical explanations of such processes as decision making, much less of such 

social processes as altruism, are leaping far beyond the available data. What 

will have to be ascertained in the future is whether these suffi cient and 

descriptive theories will evolve into necessary and reductive ones. If not, we 

face a future of continued speculation and increasing diffi culty in distin-

guishing between deep understanding and superfi cial hand waving. 
    

   Box 4.1 
 Chapter Summary 

   

In sum, theory in cognitive neuroscience, particularly when brain images are 

used as the neurophysiological indicators, is primarily limited to the specifi ca-

tion of where some salient activity might be occurring. The general issue of 

whether cognitive processes are localized or distributed seems to have been 

resolved in favor of broad distribution without functional specifi city for any 

region. Brain image data still have not been shown to inform psychology —

 they are not yet able to help in resolving theoretical confl icts. Most so-called 

theories are plausible alternatives, suffi cient and descriptive but neither neces-

sary nor explanatory.





 5   Current Status and Future Needs 

 5.1   The Issues 

 Modern cognitive neuroscience is motivated by the search for answers to 

some fundamental questions — some psychological and some neurophysi-

ological or neuroanatomical. Although the review presented in this book 

cannot answer any of them with the detail we yearn for, it is possible to 

see some answers to at least some of them are slowly emerging. The ques-

tions include these: 

 1.   Can cognitive processes be divided into quasi-independent functional 

modules in a manner that allows them to be individually studied? 

 2.   Are cognitive processes executed by specifi c regions of the brain or by 

distributed networks of demarcatable nodes? 

 3.   Do demarcatable nodes exist? 

 4.   Are the distributed nodes function specifi c or general purpose? 

 5.   Are the distributed nodes localized or diffuse? 

 6.   Most germane to the discussion in this book, what is the relation 

between brain images and cognition? Do brain images correlate with, 

represent, or encode cognitive processes, or are any observed relations 

merely illusions emerging from the intractable complexity of a quasi-

random system? 

 7.   Are the data obtained in brain imaging experiments reliable and 

consistent? 

 8.   What are the theoretical implications of brain image and cognitive 

process comparisons? 
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 5.2   Emerging Principles 

 I now offer a set of emerging observations and principles based on my 

personal interpretations that summarize the review carried out in this 

book. These comments are drawn from comparisons of brain image fi nd-

ings carried out at several levels of analysis — intrasubject, intersubject, 

between individual experimental reports, and between meta-analyses. This 

emphasis on empirical comparisons has been chosen because it has the 

potential to demonstrate more clearly than any other approach the incon-

sistency and lack of reliability exhibited by current brain imaging studies. 

 1.   The modern development of fMRI and similar systems is one of the 

most important contributions to medical science in history; it is compa-

rable to such developments as anesthesia and asepsis. Its application to 

physiological and anatomical investigations and medical diagnosis is pro-

found and indisputable. However, there are increasingly serious doubts 

about its value in studying the brain mechanisms of cognitive processes. 

 2.   Although our internal and external environments may infl uence brain 

activities, it is the activities of the brain that make it the organ of the mind. 

 3.   Although still an unproven hypothesis, the most likely level of analysis 

at which brain mechanisms become cognition, sentience, and conscious-

ness is the detailed interconnectivity of the huge number of individual 

neurons of the brain. This is known as the Hebb model. Unfortunately, 

this level is combinatorially intractable because of its great complexity and 

the huge number and idiosyncratic nature of its interconnections. Thus, 

it cannot, for eminently practical reasons, provide answers to the mind-

brain problem. 

 4.   With few exceptions (single-neuron studies as the most prominent 

exception), most recently developed techniques such as the fMRI as well 

as older ones such as the EEG for studying brain activity are responsive 

to the cumulative response of millions if not billions of neurons. As a 

result, they obscure the details of the neuronal interconnections most 

likely to be associated with cognition. It is still problematical therefore, 

whether the macroscopic level of observation is actually measuring cogni-

tive processes. 

 5.   Hypothetical cognitive modules are not directly accessible to us. The 

best of our methods for accessing them — introspection, inference from 
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behavioral studies, and mathematical models — are all underdetermined. 

That is, they do not contain enough information to distinguish among 

innumerable plausible alternative and possible systems. 

 6.   Increasingly often, the results of brain imaging experiments demon-

strate that responses are broadly distributed over much of the brain for 

virtually any cognitive process. Every cognitive process appears to activate 

many parts of the brain. 

 7.   No region of the brain been found that is uniquely associated with any 

single cognitive process; every brain region appears to serve multiple 

functions. 

 8.   There is a long list of potential sources of error, bias, and inconsistency in 

research using brain images as neurophysiological measures of cognition. 

 9.   A major handicap of all studies of cognitive processes, whether behav-

ioral or neurophysiological, is that psychological science has not developed 

an operationally useful taxonomy of cognitive processes. It is very diffi cult 

to search for the roots of a phenomenon when it cannot be defi ned with 

adequate precision. 

 10.   In general, the data obtained from experiments attempting to correlate 

cognitive processes and brain images are unreliable and inconsistent when 

replicated (which they rarely are). 

 11.   Intrasubject variability of brain images is relatively large. A single 

subject given exactly the same task will show major differences from one 

day to the next. 

 12.   Intersubject variability is even greater that intrasubject variability. 

 13.   Interexperiment variability is also substantial with little convergence 

on a common answer. 

 14.   Therefore, any effort to develop tools for individual diagnosis from 

group averages is doomed from the outset. 

 15.   The major exceptions to this observed variability occur in the sensory 

and motor pathways. Success with these transmission processes has led 

many investigators to assume incorrectly that a similar level of success is 

imminent with regard to high-level cognitive processes. 

 16.   In the hope of getting higher experimental power, pooling data from 

a group of experiments to create a virtual database has become a popular 

approach. This is what is referred to as a meta-analysis. However, when 
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data are pooled, much salient information concerning the sources of the 

original data pool is lost.  “ Data pooled are data lost! ”  

 17.   Meta-analyses of the data from what are assumed to be related groups 

of experiments typically result in substantial disagreement about which 

brain areas are activated. This is despite the prevailing assumption that at 

this level of data pooling, the results should converge. Indeed, differences 

between meta-analyses are so large as to suggest that the meta-analysis 

method does not work for cognitive neuroscience studies in the manner 

originally proposed. 

 18.   It is likely that any two realistically sized groups of subjects, even when 

randomly selected, will produce some differential brain image activity 

because of intersubject variability. This can lead to misunderstandings 

concerning the nature of the controlled differences. Random permutation 

of the same subject pool, a desirable control, is rarely carried out. 

 19.   When the raw activation regions from a number of supposedly related 

experiments are plotted on a map of the brain, the typical result is that 

the entire brain space tends to fi ll up as more and more experimental fi nd-

ings are introduced. This fi nding suggests one or both of two possible 

alternative conclusions: either there are very broad distributions of cogni-

tively generated activity or the responses are not related to the cognitive 

stimuli in the manner expected. 

 20.   There is little that can be considered to be quantitative  “ theory ”  

coming from modern brain imaging studies. The general conclusion typi-

cally drawn by investigators from this corpus of knowledge is that certain 

areas of the brain may be associated with particular kinds of cognitive 

activity. This kind of association appears to be the best that brain imaging 

can do in the way of theory. 

 21.   In its place, a current metaphor (i.e., a prototheory not yet deserving 

of the honorifi c  “ theory ” ) of cognitively driven brain activity is character-

ized by the following properties: 

  •    Broadly distributed cognitively related activity 

  •    Broadly interconnected systems 

  •    Multifunctional (i.e., general purpose) system nodes 

  •    Weakly demarcated nodes 

  •    Functional plasticity 

  •    Methodological sensitivity 



Current Status and Future Needs 189

 This is the antithesis of the most widely accepted current metaphor that 

describes the brain as having: 

  •    Localized cognitively related activity 

  •    Separable system nodes 

  •    Function-specifi c nodes 

  •    Function-fi xed nodes 

  •    Demarcatable nodes 

  •    Methodological insensitivity 

 22.   To a considerable degree, a number of investigators have retreated from 

dealing with the psychobiology of the problem to the development of 

methods in the hope that we may be able to extract subtle signals from 

the background noise. 

 23.   A major issue concerns the ability of brain image data to inform 

psychology. In general, it appears that it is only in rare and specialized 

situations that this occurs. In other words, neurophysiological measures 

such as the fMRI do not seem to be able to suggest new theories or confi rm 

old ones. 

 24.   A related issue is the ability of brain imaging data to resolve theoretical 

controversies among purely psychological theories with no neurophysio-

logical postulates. Although this is still a contentious issue, it appears that 

there is not yet any example of a controversy between alternative purely 

psychological theories having been resolved by neurophysiological mea-

sures other than for sensory and motor transmission processes. 

 25.   On the other hand, psychology, as poorly defi ned as are its constructs, 

must inform neuroscience. Without adequately precise psychological defi -

nitions, for what would cognitive neuroscientists seek? 

 26.   Beyond the somewhat tenuous answers to the  “ where ”  question (of 

regions of interest or of systems of them), little else of diagnostic or theo-

retical value seems to have yet emerged from the substantial investment 

in cognitive applications of brain imaging. 

 27.   In general, cognitive neuroscience theories seem to be limited to suf-

fi cient (one among many plausible alternatives) and descriptive efforts and 

have not yet produced necessary (unique) and explanatory (reductive) 

theories. 

 28.   A critical examination of the vast current database of investigations in 

which brain imaging systems have been used to determine the location of 
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brain activity under a variety of cognitive stimuli suggests that many of 

the fi ndings are method rather than psychobiologically determined. Spe-

cifi cally, because of the complexity of the neuronal networks and the 

serous loss of salient data by pooling, we may have been reading order into 

what is actually a complex pattern of quasi-random brain activity. 

 These concluding statements are based on what we know now; earlier 

metaphors were based on what we knew a couple of decades ago. No one 

can predict the future. Those of us who have grown up since World War 

II can attest to the unpredictability of future history and technology. Who 

could have predicted the amazing development of such sciences as genetics 

or of technologies that would permit everyone to carry around his or her 

own computer and telephone? 

 5.3   Future Needs 

 Throughout this book, I have taken a critical and skeptical approach to 

what I believe is a heavily overblown science — the effort to associate the 

activity of macroscopic brain images recorded from the brain with cogni-

tive processes. I have pointed to what many cognitive neuroscientists 

already know: there has been a vast change in our interpretations of 

what these indicators of electrophysiological activity of the brain mean 

in just the last decade. The remarkably persistent phrenological and 

neophrenological points of view of function-specifi c localization have 

been largely replaced with ideas of broadly distributed general-purpose 

systems. How broadly distributed remains a major unknown, but it is pos-

sible that a cognitive process may involve nearly the whole brain. Along 

with this change in the prevailing metaphor, however, has also come a 

realization that the problem is far more complex than was originally 

thought. One indication of this complexity is the highly inconsistent 

nature of and lack of replicability of the empirical data at several levels of 

examination. Indeed, this inconsistency has led many to challenge the 

entire enterprise. 

 There is, therefore, a growing amount of controversy about where the 

effort to link brain images and cognitive processes should go in the future. 

It is clear that resolution of these controversies requires specifi c actions. 

One way to solve the problem would simply be to throw out the whole 

business and return to more conventional, if not as promising, lines of 
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purely psychological and neurophysiological research. This would hardly 

be satisfying, however, and would violate all of the standards of centuries 

of scientifi c research. Furthermore, the level of controversy itself is a strong 

argument that this is not a satisfactory outcome; there are too many 

unknowns, ambiguities, and uncertainties to take that draconian step. 

 Instead, a more positive approach is required in which we accept the 

fact that the matter is controversial and suggest some necessary strategies 

to resolve that controversy. This is a matter that even some of the strongest 

proponents of the fi eld agree is the right course of action. For example, 

Poldrack (in press), one of the most articulate and thoughtful supporters 

of the brain imaging approach to mind-brain studies, has repeatedly 

pointed out many of the same diffi culties I highlighted in my books. He 

pointed to  “ fundamental problems in how fMRI has been and continues 

to be used in cognitive neuroscience ”  and also noted that  “ . . . there are 

fundamental limits to the standard imaging approach that have not been 

widely appreciated ”  (p. 1 of preprint). 

 Poldrack and I, one very optimistic and the other quite conservative 

about the future, have independently converged on some positive advice 

to the next generation of cognitive – brain imaging researchers. This advice 

might help to resolve some of the controversy and determine whether 

macroscopic brain imaging has been a monumental distraction and fan-

tastically overblown pseudoscience or, to the contrary, actually has opened 

the door to an ultimate solution to that grand conundrum: How does the 

brain make the mind? 

 The following comments are intended to be positive and constructive 

suggestions for future researchers. Some of them are  “ hopes ”  (in Poldrack ’ s 

words); others are specifi c admonitions to future researchers to introduce 

controls that will permit the controversial aspects of this fi eld of cognitive 

neuroscience to be adjudicated. 

 Let us deal with Poldrack ’ s suggestions fi rst. 

 1.   Poldrack calls for the improvements of more robust statistical method-

ologies. He points out that currently applied statistical methods can be 

misapplied, producing gross errors and artifacts. 

 2.   Then, refl ecting the current empirical situation, Poldrack suggests that 

we move from  “ blobology to pattern analysis ”  (p. 2 of preprint). In other 

words, it is time to ignore the simple concept of function-specifi c, narrowly 
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circumscribed spatial localizations and concentrate on uncovering the 

organization of widely distributed activity, perhaps even at the best achiev-

able pixel level. 

 3.   He then reiterates his long-standing admonition about reverse inference 

(Poldrack, 2006), that is, inferring cognitive processes from specifi c brain 

regional activations. 

 4.   Poldrack ’ s next strategic suggestion is that data should be collected into 

central stores so that even the most widely separated investigators can pool 

their raw data, essentially increasing the power of their analyses. This, he 

also suggests, may permit more powerful central computing facilities to be 

applied to complex brain image analyses. 

 5.   Finally, Poldrack argues that there is a very profound need for improve-

ment in our  “ formal descriptions of terms and their relationships ”  

(p. 4 of preprint). That is, psychology must step up to its role of defi ning 

cognitive processes in a way that permits both empirical reliability and 

theoretical progress. 

 It is with Poldrack ’ s point 5 that I share the most agreement. This was 

one of the main themes presented in my 2001 book (Uttal, 2001) and still 

remains one of the most severe handicaps to progress in correlating brain 

images and cognitive processes. Psychologists with their endless stream of 

ill-defi ned cognitive processes, redundant mental faculties, and hypotheti-

cal constructs have not yet provided the precise operational defi nitions 

necessary to achieve good control over the independent variables of an 

experiment. The current taxonomy of cognitive processes is totally inad-

equate. Whether or not the goal of precision in defi nition can be achieved 

may be questioned; the need for achieving this goal is not. 

 It is with this point, therefore, that I now bridge to my own positive sug-

gestions that may also help to point the way to a deeper understanding of 

what it is that we are accomplishing with the brain imaging approach to cog-

nitive neuroscience. I present these suggestions in the following list. Because 

a major problem with brain imaging – cognition comparisons is the lack of 

empirical reliability, the following strategies may help to clarify current ambi-

guities in the empirical database, reduce the number of spurious results, and 

determine whether we are dealing with real signals or just noise. 

 1.   Studies such as the ones carried out in this book in which comparisons 

are made between subjects, experiments, and meta-analyses should become 
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de rigueur for the fi eld. There has been inadequate consideration of vari-

ability at all levels of analysis. As the mathematical and equipment tech-

nologies improve, there should be considerable reduction in the noise and 

convergence on common answers-if they exist. If there is not, serious 

problems remain for the approach. However, to resolve this problem, atten-

tion should be directed at reliability and replicability of comparable studies. 

 2.   Because of the extensive unreliability in the reported literature, publica-

tions should be obliged to replicate their fi ndings before acceptance for 

publication. This replication ideally should require interaction between 

two independent laboratories keeping the cognitive task as common as 

possible. Although, this may seem to be an unnecessary addition to the 

workload of an individual laboratory, the degree of inconsistency as well 

the large number of effects that turn out to be unsubstantiated suggests 

that some means of reducing the amount of noise in the publication system 

is in order. Obligatory replication would act as a fi lter for marginal papers. 

 3.   Another strategy for improving the quality of research in this fi eld 

would be to raise the  p  levels required for statistical signifi cance. Psychol-

ogy has for years suffered with the problem of disappearing and quickly 

refuted effects, and it is now increasingly observed in brain imaging studies. 

As mentioned earlier,  p  = .05 is considered by statisticians and physical 

scientists to be a ridiculously low criterion for rejecting null hypotheses. 

It might be well to increase the acceptable criterion in the brain imaging 

fi eld to  p  = .01. Certainly this would have the effect of many more misses, 

but it would also serve as a fi lter for those marginal, unreplicated experi-

ments that clog publications in the fi eld currently. 

 4.   Experimental conditions (especially subject samples) should be per-

muted to assure that random differences are not producing spurious effects. 

 5.   Meta-analyses, which at fi rst glance seemed so promising, have not 

turned out to be as powerful as anticipated. Comparable meta-analyses, as 

we have seen, often substantially disagree. It is not clear what the major 

problems are among the many sources of bias listed in table 2.1. If they 

are the infl uences of the psychobiological variables, this is perfectly 

understandable — that is what we are trying to understand. However, many 

of the other sources of bias are methodological and may be obscuring these 

psychobiological variables. An extensive effort to evaluate and optimize 

the way meta-analyses are constructed and used is in order. 



194 Chapter 5

 6.   An important mathematical task that also should be pursued is to 

explore what data pooling means in this context of brain imaging experi-

ments. There are some overly simplistic notions of regional averaging that 

are uncritically assumed by many among the current crop of investigators. 

The method of subtracting the results forthcoming from control and exper-

imental conditions to determine the presence or absence of a brain response 

must be reevaluated. 

 7.   Surprisingly, despite the fact that this form of cognitive neuroscience 

has been aimed at answering the most fundamental theoretical questions 

of the relation between mind and brain, there has been relatively little 

theory forthcoming. It seems to me that the preponderance of effort has 

purely been an empirical one. The robustness of many of the techniques 

in common use has been accepted uncritically. Therefore, it seems appro-

priate to suggest that there is a need for a much more extensive study of 

the logic of the strategies and technologies. Perhaps this is a characteristic 

of a new fi eld, and the problem will eventually be overcome by time itself. 

Nevertheless, a few philosophers mixed in with the neuroscientists might 

smooth over some of the logical confusions permeating this fi eld. 

 8.   One major problem remains the issue of levels of analysis. Most cogni-

tive neuroscientists accept the Hebbian concept that mind is instantiated 

at the microscopic level. Although there are compelling reasons why it is 

so diffi cult to study these great networks, it seems that a much more con-

certed effort might be directed at neuronal network theory and particularly 

at the relation between macroscopic and microscopic fi ndings. 

 Clearly, there are many tasks for the future, and future developments 

are unpredictable. It is possible that brain imaging studies of cognition will 

fulfi ll the hopes of their proponents. However, if I were to make a bet cur-

rently, I would bet that we will never be able to solve the mind-brain 

problem (or any signifi cant part of it) at the macroscopic levels of analysis 

now so popular. Not only is the necessary knowledge unobtainable, but it 

also appears that this is not even the right level of analysis to seek such 

solutions; therefore, whatever results may be forthcoming from the mac-

roscopic approach may be inconsequential. 

 The concluding point is that cognitive neuroscience ’ s utilization of 

brain imaging technology is by no means established as  “ the ”  scientifi c 

breakthrough it is widely purported to be. Whether it is the extraordinary 
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key to the mind-brain problem is yet to be determined. At present, a neces-

sary task is to continue to determine how successful it will be given what 

many at the frontier acknowledge to be its conceptual limits and empirical 

diffi culties. It is probably not too much of an exaggeration to claim that 

evaluating the brain imaging approach to cognitive neuroscience remains 

one of the most important unresolved challenges of modern science. It is 

necessary that constructive criticism replace the hyperbole that has char-

acterized much of the fi eld up to now. 

 An Added Note 

 A key question asked throughout this book is: Are nodes (i.e., activation 

peaks) real or merely artifacts of our statistical method? Their reality has 

just been challenged by the work of Thyreau et al. (in press) and Gonzales-

Castillo et al. (2012), who have all argued that the  “ nodes ”  are artifacts 

and that the actual nature of the brain response to a cognitive task is virtu-

ally total distribution of brain activity. They account for the appearance of 

the nodes as (1) inadequate sample sizes, (2) poor signal-to-noise ratios, 

and (3) biased statistical methods. 

 Thyreau and his colleagues used a huge data base of 1326 subjects and 

found  “  . . .  a wide activated pattern, far from being limited to the reason-

ably expected brain areas, illustrating the difference between statistical 

signifi cance and practical signifi cance ”  (p. 1 in preprint). 

 Similar conclusions were arrived at by Gonzalez-Castillo and his col-

leagues when they asserted that  “ We have demonstrated that sparseness 

of activations in fMRI maps can result from elevated noise levels or overly 

strict predictive BOLD response models. When noise is suffi ciently low and 

response models versatile enough, activity can be detected with BOLD fMRI 

in the majority of the brain ”  (p. 6 in preprint) and  “  . . .  the sparseness of 

fMRI maps is not a result of localized brain function, but a consequence 

of high noise and overly strict response models ”  (p. 1 in preprint).  

 One interpretation of the data and conclusions of these two groups is 

that nodes are artifacts. If this is true, then the entire meaning of fMRI 

responses, the existence of activation nodes, and macroscopic connection-

ist theories are called into question. If their work is replicated and authen-

ticated, these two contributions may be among the most important articles 

of the last two decades in brain imaging cognitive neuroscience. If correct, 
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there would be no macroscopic nodes, just evenly distributed responses 

across the whole brain, and no justifi cation for node-based theories. The 

whole zeitgeist of recent years of multiple localized activation regions on 

the brain would have to be reevaluated.  

 Without  “ nodes, ”   “ regions of interest, ”  and  “ activation sites ”  we would 

have to reevaluate not only almost all of current image-based cognitive 

neuroscience but the entire commitment to any vestige of the localization 

theory that has characterized brain sciences for hundreds of years. This is 

a matter of extreme importance and deserves the equally extreme attention 

of the research community; replication of this work is vital to legitimate 

progress in this most important science. 

 Furthermore, Eklund, Andersson, Josephson, Johannesson, and Knutsson 

(in press) have shown that reexamination of another very large data base 

showed that as many as 70% of the datasets they analyzed showed positive 

results. Based on a .05 criterion, this suggests that there is a proclivity for 

false positives in much of this data and that any conclusion drawn from 

this kind of fMRI data is quite possibly invalid. 



 Notes 
  

 Chapter 1 

 1.   This is not to diminish the diffi culty of the corresponding problem of comparing 

time series data such as those obtained with EEGs. My emphasis in this book, 

however, is on the spatially disparate fi ndings encountered with maps of the kind 

produced by brain imaging techniques. 

 2.   I have discussed the problems encountered in accepting these two assumptions 

in greater detail in my earlier books (Uttal, 2001, 2009a, 2011) as well as the progress 

that has been made in moving away from them. 

 3.   Unfortunately, I cannot fi nd the source of this quotation. I would appreciate 

anyone calling its source to my attention. 

 4.   Statistical power is defi ned as the probability that an experiment will correctly 

reject a false null hypothesis, that is, the probability that the experiment will show 

that there actually is a difference between two conditions when the difference actu-

ally exists. Most important in infl uencing power is the sample size and its relation 

to the acceptable confi dence level. Although there has been considerable recent 

interest in requiring a preliminary power analysis of any proposed experiment in 

order to determine appropriate sample size, this has not routinely been done in the 

past despite the sage advice of scholars such as Cohen (1992). 

 5.   This is certainly not a new problem for psychology and education. Glass (1976), 

among others, was instrumental in applying early techniques to the many articles 

that so often reported inconsistent results in educational research in particular. It is 

interesting to note that a number of these early meta-analyses concluded that 

although there were many individual experiments that supported some hypothesis, 

ultimately the effects disappeared altogether when data were pooled. 

 6.   I use the word  “ meta-analysis ”  here in a generic manner much as it is used 

throughout this literature. In fact, as we see in the next chapter, there is a fi ner 

taxonomy of meta-analyses of several different types. 



198 Notes

 7.   There is another form of data pooling that I do not deal with beyond a brief 

mention in this book. It is called  mega-analysis  and refers to the pooling of the raw 

results from a group of experiments into a single huge database. Mega-analyses are 

to be contrasted with meta-analyses in which the already pooled data from a number 

of experiments are further combined. It should be noted that the results of a meta-

analysis and a mega-analysis are not necessarily the same. (See the discussion of the 

Simpson paradox in chapter 2.) 

 8.   This general statement is partially contradicted by the relative stability of the 

responses from the early portions of the sensory systems and by the later portions 

of the motor system. In those regions, there is a far greater degree of stability and 

far less variability of the recorded brain images than in the areas we traditionally 

refer to as association areas. Throughout this book my emphasis is on what are now 

known as the higher cognitive processes. 

 9.   A bad question comes in at least two forms. The fi rst is one that is so loaded with 

a priori assumptions and postulates that the answer is, in fact, preordained. The 

second is a question that cannot be answered for reasons of complexity, numerous-

ness, computability, or preexisting proof of intractability. 

 10.   The door left open by Wager and his colleagues is both notable and astute. Not 

all current investigators are as open minded concerning the possibility that such 

localizations actually might not exist. Indeed, Wager et al. have passed through this 

door in what may be a milestone article (Lindquist, Wager, Kober, Bliss-Moreau,  &  

Barrett (in press) concerning the brain basis of emotion. In this paper, they compare 

a  “ locationist ”  approach and a  “ constructivist ”  approach. Their analysis suggests 

that a constructivist model invoking a distributed set of general-purpose, interacting 

brain regions is activated by a wide variety of emotional as well as nonemotional 

cognitions. 

 11.   See Loftus (1996) and Nickerson (2000) for insightful discussions of the prob-

lems associated with the current use of signifi cance testing and Killeen ’ s (2005) 

proposed alternative. 

 12.   This subject is treated in detail in what I consider to be one of the most impor-

tant books in cognitive psychology — Michell ’ s (1999)  Measurement in Psychology; 

Critical History of a Methodological Concept . This little-known work should be required 

reading for everyone who aspires to understand psychological research.. 

 13.   Lindquist, Wager, Kober, Bliss-Moreau, and Barrett (in press), in their important 

review, also deal with the problem of defi ning the psychological entities used as 

stimuli in our experiments. They note that the usual method of dealing with 

modular emotions such as fear, disgust, and happiness is that these are  “  . . .  biologi-

cally based, inherited, and cannot be broken down into more basic psychological 

components ”  (p. XX). Furthermore, it has also been traditionally assumed that each 
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of these basic emotions is associated with particular brain locations. However, 

Lindquist, Wager, and colleagues demonstrate that these psychologically defi ned 

modular emotions may actually not be different entities. Instead, they may be better 

described as the responses of a common neural system. Thus, from a neural point 

of view, we may have only a single, general property of emotional  “ excitement ”  

available to us. To that generalized excitement is added a particular quality that 

depends on the environmental stimulus eliciting the responses. We then particular-

ize these modifi ed responses by adding names such as fear or hate. The conclusion 

that one might draw from this line of thought is that it is nonsensical to seek dis-

tinguishable neural responses to psychologically defi ned hypothetical constructs. 

 14.   There is no reason to accept .05 as a suitable criterion for cognitive neuroscience 

experiments. It may be far too low and, therefore, responsible for much of the 

inconsistency observed in this fi eld. As noted, it surely does not compare to the 

level of probability required in the physical and engineering sciences. 

 Chapter 2 

 1.   A classic example of this kind of case study artifact is the association of short-term 

memory with hippocampal damage in the iconic subject HM by Scoville and Milner 

(1957). It is rarely mentioned in current discussions, however, that only a portion 

of their subjects exhibited the archetypical dysfunction — short-term memory failure 

(three severely; fi ve only moderately; and two not at all). Other than HM, the other 

subjects in this surgical experiment are generally ignored; nor is the substantial 

variability of their respective handicaps mentioned. We now know that the nature 

of the surgical lesions in the sample of 10 subjects was very much more varied than 

should justify any robust unique association between the hippocampus and short-

term memory. 

 2.   Somer and her colleagues also carried out a meta-analysis of 24 studies in addi-

tion to the voting procedure. The meta-analysis indicated that there was no differ-

ence in the lateralization of language between men and women. 

 3.   The Gaussian weighting function acted as a modifi er based on interpeak dis-

tances. The further two peaks were apart, the less they mutually reinforced 

each other in the space. The Gaussian function is only one of many different 

ways to express this decrease in infl uence with distance. Many others are possible; 

in fact, no one knows what the actual distance function is. It is likely to be a 

much more complex function that differs in three-dimensional direction, that is, 

anisotropically. 

 4.   For the purposes of the present discussion, the method used by Turkeltaub and 

his colleagues is our primary focus, not the specifi c regions they identifi ed as being 

relevant. To be complete, we should note that the clusters emerging from their 
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analysis were found in  “ bilateral motor and superior temporal cortices, pre-

supplementary motor area, left fusiform gyrus, and the cerebellum ”  (p. 765). 

 5.   The relevant mathematical principle is that  “ every bounded surface has at least 

one maximum. ”  

 6.   An important general principle must be reiterated at this point. Although we may 

observe distributed activity in the brain at the macroscopic level of the brain, these 

signals do not necessarily represent the  “ code ”  or the  “ psychoneural equivalents ”  

of cognitive processes. Although they may suggest  where  some of the key activity is 

going on, they tell us nothing about how the brain makes the mind. It is in the 

microdetails of the actions and interactions of billions of individual neurons at 

which cognition is most likely to be truly represented. 

 7.   Lipsey and Wilson (2001) as well as Cooper and Hedges build on these skeletons 

to provide detailed advice on how to carry out meta-analyses. Glass and colleagues 

(1981), the founders of modern meta-analysis, also give useful advice in their book. 

 8.   This list is a compilation of the ideas and comments made by many authors. The 

individual items are theirs; the compilation is mine. 

 9.   It is surprising how persistent a current metaphor or model of mind-brain interac-

tion can be in the face of continuing failure to show robust supporting empirical 

evidence. The EEG and The ERP have been studied for years in the search for correla-

tions between these signals and cognitive processes. In the main, there has been 

little scientifi c product or practical application of this extensive effort in cognitive 

neuroscience. Yet, researchers continue to pursue these wills of the wisp, ignoring 

the possibility that these signals may be little more than artifacts of random pro-

cesses of which we still have little knowledge. 

 10.   There has been a persistent tendency to assume that the successes we have had 

associating neural codes and psychophysical responses in sensory systems (e.g., 

Hartline  &  Ratliff, 1957; Hubel  &  Wiesel, 1959; and DeValois, Abramov,  &  Jacobs, 

1966) mean that comparable success in the search for neural correlates of cognitive 

processes is going to be promptly forthcoming. In fact, there are such vast differ-

ences between the two domains that as much as we know about sensory systems, 

we may never be able to achieve the same level of understanding of cognitive 

systems. It cannot be denied that sensory and motor regions of the brain interact 

with other  “ association ”  areas, but this does not mean that they do not preserve 

such primitive properties as topological consistency. 

 11.   This is not to say that even refereed journals do a perfect job of guarding the 

gates. Much work of marginal persisting merit regularly fi lls even the most presti-

gious journals. 

 12.   A more complete discussion of the relational infl uences on visual stimuli can 

be found in my earlier work (Uttal, 1981). 



Notes 201

 13.   It is interesting to note that even Eysenck had considered the cumulative impli-

cations of many studies in a kind of primitive meta-analysis in formulating his attack 

on psychotherapy. 

 14.   Eysenck went on in discussing Glass ’ s work to state:  “ If their abandonment of 

scholarship were to be taken seriously, a daunting but improbable likelihood, it 

would mark the beginning of a page into the dark age of scientifi c psychology ”  

(p. 517). In the light of current developments in meta-analyses, Eysenck was, at least 

momentarily, a bad prophet. We shall have to see what the future holds. 

 Chapter 3 

 1.   For an enlightening essay on the problem of declining effect size, see the  New 

Yorker  article by Lehrer (2010) in which he discusses the possibility that many sci-

entifi c results are essentially random effects that disappear in retests. 

 2.    “ Indistinguishably different brain states ”  does not mean that the brain states are 

identical. For logical reasons, we must assume that different cognitive processes must 

be based on different brain states; to do otherwise is to court some kind of dualism. 

Complexity produces  “ in practice ”  limits on distinguishability that cannot be true 

 “ in principle. ”  

 3.   I have to acknowledge that what consistency means in a diagram like this is not 

easy to quantify. Although there were some regions in this plate that seem to be 

repeatedly activated, others disappeared and reappeared from day to day with sur-

prising frequency given the attention paid to stabilizing the conditions of the 

experiment by McGonigle et al. (2000). 

 4.   However, this may be a matter of degree and emphasis. Both groups present evi-

dence for both intra- and intersubject variability, the latter always exceeding the former. 

 5.   Neurosurgeons obviously take this kind of variability into account when they 

search for functional regions on the human brain during surgery. Their needs are 

profoundly more important than are those of theoretical cognitive neuroscience, 

but it is on the evidence from basic research of this kind that they must base their 

decisions. The evidence for variability in the surgery is epitomized by the  “ search ”  

procedure used by surgeons to avoid damaging critical brain regions. Even then, 

following the search it is problematic whether a localized functional region has been 

found or if a distributed system has been disrupted. 

 6.   Of course, there may be imperceptible clusters that can be teased out of such dis-

tributions. In this part of the discussion, however, I am referring to the raw appear-

ance of the data and the dispersed nature of the results of many experiments. 

 7.   It is important to point out that Cabeza and Nyberg did not actually numerically 

pool any of the voluminous data they examined (that is, they did not carry out a 
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formal meta-analysis). They simply tabulated the available data, thus providing an 

easily perceived representation of a complex pattern of fi ndings. 

 8.   The only area that seems to be defi cient in activations was the temporal lobe. 

This was considered by Cabeza and Nyberg to be a technical artifact due to the 

diffi culty prevalent in the period prior to 2000 of recording activations from the 

temporal lobe. 

 9.   The most notable recent example of the change in interpretation is the work of 

Lindquist, Wager, Kober, Bliss-Moreau, and Barrett (in press). Their research argues 

strongly that localization does not work and that the brain responses are far better 

characterized by broadly distributed systems made up of general-purpose and diffuse 

functional regions. 

 10.   It would be easy, of course, to set up an electronic display system to produce a 

true stereoscopic three-dimensional image (see Uttal, 1985, for one such system). 

 11.   There does seem to be a paucity of activation peaks in the frontal and occipital 

lobes of the brain in this fi gure. Both fi ndings are surprising because there is a strong 

visual component to  “ single-word reading ”  (which according to current theory 

should selectively activate the occipital regions) and a strong cognitive component 

(which is often reputed generally to activate the frontal region). The reasons behind 

this lacuna in the data are unknown. 

 12.   Stroop (1935) proposed a standard method for evaluating reading speed. He 

showed that there was an interaction between printed color names and the colors 

in which the letters were printed. Reading speeds were inhibited if the color and 

the printed name of the color were not the same. This test has morphed into many 

different similar  “ confl ict ”  tests, but it remains one of the most often used cogni-

tive tests because, unlike many other cognitive tasks, it is particularly well defi ned 

operationally. 

 13.   My readers are reminded of the important results obtained by Ihnen, Church, 

Petersen, and Schlaggar (2009). Their results are a compelling argument that almost 

any two groups of subjects impelled by the force of almost any stimulus and result-

ing in any form of cognition will produce some differences in a brain imaging study. 

Their work emphasizes the need for permutation-type experiments as controls in 

any experiment. This is best done by randomly mixing control and experimental 

groups to determine if uncontrolled kinds of differences might be producing spuri-

ous positive results. 

 14.   This is not to say that the mind-brain problem would have been solved. Even 

if we were able to answer the macroscopic  “ where ”  question with powerful meta-

analytical methods, such an answer would not be the same as an explanation of 

how the brain produces cognitive activity. To answer that question, it is probably 

necessary to analyze the details of the neuronal connections at the microscopic 
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level. Unfortunately, as already noted, that may be impossible because of the enor-

mous complexity and irregularity of those connections. 

 15.   The word  “ concordance ”  is often used as a synonym for  “ consistency. ”  It also 

connotes the idea of similarity or agreement — in this case, the agreement of the 

activation peaks to cluster in the same place under similar conditions with a high 

enough probability for the cluster to be considered to be a statistically signifi cant 

response. 

 16.   The Li et al. report was a comparison of schizophrenic patients and normal 

controls. Only the data for the normal controls were used in this meta-meta-

analysis. 

 17.   It is also of interest to examine Turkeltaub et al. ’ s table 1 on page 773 of their 

report in which the inconsistency of the data from the 11 individual PET studies 

pooled in their meta-analysis is clearly depicted. 

 18.   The Glahn et al. study was carried out with the main goal of comparing normal 

subjects and schizophrenic patients when they were performing this test. I report 

here only the results for a normal control group that used the  n -back test. 

 19.   The non-Brodmann, narrative responses, for each of the meta-analysis were too 

numerous to tabulate. Collectively, these meta-analyses implicated virtually all parts 

of the brain. 

 20.   In an earlier meta-analysis of emotional neuroimaging, Wager, Phan, Liberzon, 

and Taylor (2003) further complicated the issue by pointing out that they did not 

fi nd lateralization in the amygdala itself but did fi nd it exhibited for sex differences 

in nearby regions such as the hippocampus. 

 Chapter 4 

 1.   Unfortunately, despite the abundance of experimental reports, there have been 

relatively few comparative brain imaging studies in which reliability has been 

directly examined. This is a lacuna that I hope this book will at least partially fi ll. 

 2.   By quasi-random I am referring to a process or system that is so complicated that we 

cannot perceive the order actually present in it. The process is not formally random; it 

is just perceptually or computationally disordered to the point that it does not differ 

operationally from a truly random process. Quasi-randomness is also referred to as 

being  “ low discrepancy ”  and must also be distinguished from pseudorandom. Pseudo-

random designates a sequence that is apparently random but that is generated by a 

deterministic rule. Typically, a pseudorandom sequence is initiated by selecting a 

 “ seed ”  (an arbitrary number) and then applying a formula to generate what cannot be 

distinguished from a random sequence ex post facto. Such a procedure is useful in 

cognitive experiments in which sequential dependencies must be controlled. 
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 3.   It is also possible that we already have proofs of the intractability of analysis at 

the microscopic level. See the work of Moore (1956) and Karp (1986) among others. 

Although no one can predict the future, at the moment it seems clear that there is 

little hope of explaining cognition or consciousness at the microscopic level. 

 4.   Modern efforts to extend the  “ organ of the mind ”  beyond the brain confuse 

 infl uence  with  instantiation . The brain is infl uenced by both our internal and external 

environments, but these environmental factors do not encode our thoughts, they 

only guide them. 

 5.   As fMRI technology has improved, our ability to examine the temporal dynamics 

of fMRI images has also improved. Indeed, some systems are now able to perform 

suffi ciently rapidly that the time course of the response to a single stimulus can be 

measured (Boynton, Engel, Glover,  &  Heeger, 1996) or the average of a number of 

stimulus-event-triggered responses computed (Friston et al., 1998). Therefore, it is 

not completely correct to assert that the temporal and magnitude measurements 

are not possible. However, my concern in this section is with the spatial dimension, 

the dimension of major interest in current brain imaging science. 

 6.   A few studies have looked at the size of a brain region as a function of a dysfunc-

tional behavioral process, one prominent example being autism (see chapter 3). 

Although this may seem to represent a counterexample to the generalization that 

most research can only answer the  “ where ”  question, I think it is fair to argue that 

this is just another way to measure the location and  extent  of the mediating mecha-

nism. In any event, no consistent answer to the relevance of brain component size 

to autism yet exists. 

 7.   Nothing I say here about the impenetrability of the mind-brain problem should 

be construed to deny the basic monistic physicalism implicit in modern cognitive 

neuroscience. The diffi culties in answering these questions arise entirely from com-

plexity and technical inaccessibility and not from any cryptodualism. 

 8.   A caveat must be expressed as I begin this discussion. There are in fact four dif-

ferent general classes of mind-brain theories: (1) single cell; (2) neuronal net; (3) 

fi eld effects; and (4) macroscopic brain regions. My interest in this present book is 

only with the fourth of these types and its subdivisions, especially as it has been 

stimulated by current brain imaging techniques. I extensively discussed the fi rst 

three theoretical approaches in my earlier book,  Neural Theories of Mind  (Uttal, 2005). 

 9.   The main motivation behind the search for biomarkers for these cognitive dys-

functions is that they may represent an  “ objective ”  alternative indicator of purely 

behavioral symptoms. Although no one denies that ADHD and autism are due to 

abnormalities in brain states, it is likely that the objective foundations of these 

maladies lie in subtle errors of neuronal interaction that are invisible to the best 

modern technologies. The probabilities that we will fi nd some biomarker of either 

of them are probably very low. 



Notes 205

 10.   It should not go unmentioned that the strategy of treating a biomarker  might  

be a means of elucidating the actual relationship between the biomarker and the 

dysfunctional condition. However, that is another story. All that is sought by the 

biomarker investigator is a suffi ciently high correlation to permit diagnosis and, one 

hopes, prediction. 

 11.   An interesting idea suggested by my colleague John Reich, a social psychologist 

at Arizona State University, is that very wide distribution of cognitively salient 

neural activity is supported by the fact that people have only a limited ability to 

time-share their thoughts. The suggestion is that most, if not all, of our brain 

resources are involved in any single cognitive process and that it takes that large 

proportion of our brain ’ s neuronal network to carry out the information processing 

necessary to instantiate a thought. Thus, because most of the brain is committed to 

a single thought under this hypothesis, there is not enough extra processing power 

to think about more than a few things at one time. Of course, this is not the only 

speculative reason underlying our single-mindedness, but it is an interesting idea. 

 12.   The James-Lange theory argued that emotions were caused by our perceptions 

of the physiological responses to emotional stimuli. The Canon-Bard theory argued 

that our emotions caused the physiological responses. 

 13.   Johnson attributes this model to Rick Gilmore without further citation. 

 14.   My fi rst presentation of this  “ theory ”  was in Uttal (2011). In that discussion I 

did not use the word theory because it seemed to me that our models were not 

specifi c or substantiated well enough to be dignifi ed by that accolade. I referred to 

it as a new  “ metaphor ”  — a new way of looking at the mind-brain relationship at 

the macroscopic level. In this book, I have reverted to the use of the word  “ theory ”  

for consistency with the other topics in this chapter. However, I still believe that 

current brain models are not so much theories as metaphors that help us to think 

about the brain. None of them really answers anything about the mind-brain rela-

tionship, and the question,  “ What is the cognitive function of a given brain area? ”  

may be a bad one. Indeed, it is a  “ point of view ”  that may be nothing more than 

a refl ection of the inconsistency of the whole corpus of brain imaging studies. The 

degree of unreliability of the fi ndings in this kind of research suggests that whatever 

correlations may be observed may be artifacts of our methods rather than neural 

representations of our thoughts. 

 15.   In some more subtle cases, the spatial pattern may be used as an indicator (for 

example, when trying to recognize what is being viewed by the subject); however, 

it is still only the spatial information that is available. 

 16.   In the following discussion, I will be solely concerned with the question as it 

relates to fMRI brain images. Not only are these the most used method, but many 

of the criticisms concerning this type of brain images also hold true for PET and 

other techniques. 
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 17.   Ernst Chladni was an eighteenth-century musician and physicist who studied 

the vibration patterns of a metal plate when it was bowed with a violin bow. 

Depending on the shape of the plate, where it is bowed, and where it was con-

strained by being touched, a multiplicity of different patterns of oscillation could 

be produced. These patterns of oscillation could then be viewed by scattering sand 

on the surface of the plates. Of course, I am not suggesting there are metal plates 

in the head; only that some unknown resonant processes independent of or inter-

acting with cognitive processes may be determining the results. 

 18.   This is not to suggest, however, that all models or analyses are worthless. The 

use of statistical and mathematical methods to describe phenomena has been one 

of the grandest accomplishments of modern science. However, when fi ndings are 

ambiguous or inconsistent, there is a powerful incentive to turn to development of 

the formal methods themselves to see if one can squeeze out more data than would 

be evident if the signal-to-noise levels were better. In such a situation, it is all too 

easy to be seduced by circular reasoning in which marginal fi ndings and powerful 

methods interact to produce false inferences. 

 19.   A notable controversy arose over that year ’ s Nobel Prize. The award ignored the 

pioneering work of Raymond V. Damadian, who not only held prior patents for the 

idea but whose laboratory work pioneered the fi eld. In the opinion of many of us, 

his exclusion was unjustifi able. 

 20.   Unbeknown to most psychologists, this idea was expressed as a proven theorem 

by an automaton theorist many years ago. Moore (1956) proved that the internal 

mechanism of a closed system was indeterminate and could not be ascertained from 

knowledge of its inputs and outputs alone, that is, from its behavior; there were just 

too many internal possibilities that could produce the same behavior. To simply 

carry out further research in such a situation does not work because the number of 

possible alternative mechanisms grows faster than the number of possible experi-

ments distinguishing among them according to Moore. 

 21.   Actually, this was not entirely true. Coltheart subsequently argued that psycho-

logical data can be used to discriminate between psychological theories — an inex-

plicable and inconsistent contradiction to his previously expressed antipathy to the 

impact of neurophysiological data on psychological theory. I have argued that 

neither neurophysiological nor behavioral data can discriminate between alternative 

psychological theories beyond their utility as descriptions. In that case, Ockham ’ s 

razor and goodness of fi t or some such secondary criterion must be invoked to help 

us to choose among putative theories. 

 22.   The word  theory  has a pejorative connotation that I fi nd both unreasonable and 

objectionable.  “ Theory ”  is sometimes used in the context of mere conjecture, 

hypothesis, or speculation. I reject these terms as gross misunderstandings of what 

the word actually means. A theory to me, as noted in the beginning of this book, 
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is a synoptic summary of an available corpus of scientifi c data. The meaning of the 

word  synopsis  in this context is captured by the dictionary defi nition,  “ constituting 

a general view of the whole of a subject. ”  That is, a theory is the inductive or deduc-

tive outcome of a grand summary of related individual experiments and observa-

tions. Theories come in many forms, but they all seek to provide general conclusions 

drawn from specifi c data. A theory is a distillation and smoothing of the results of 

many experiments. As such, a theory is far more true or accurate and less speculative 

than the empirical data itself. 
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